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Abstract

Agile ight in unknown environments is an important step towards autonomous
Unmanned Aerial Vehicle (UAV) ights. In this thesis, we introduce the Geometric
Model Predictive Path Integral (GMPPI) controller, which is capable of tracking
agile trajectories and avoiding obstacles online by directly using depth sensor data.
It is a sampling-based predictive control method that considers nonlinear system
dynamics and uses a proposed UAV-speci ¢ cost function. The algorithm structure
is based on Model Predictive Path Integral (MPPI). We newly integrate rollout tra-
jectories created with an SE(3) controller into the GMPPI method, set dynamic
time steps in rollout simulation, and deterministically control yaw rotation veloc-
ity. Together, these features improve the trajectory tracking capability over existing
MPPI implementations and match the obstacle avoidance capability of a state-of-
the-art real-time obstacle-aware planner. Finally, we develop a method to interface
the proposed controller with a depth camera sensor by projecting candidate rollout
trajectories onto the image plane of the latest available depth image. A single con g-
uration of the proposed method can track a variety of simulated reference trajectories
with precision that exceeds the geometric SE(3) controller and avoid obstacles online
at speeds of up to 13 ms?, exceeding the performance of learning-based methods
without requiring any training data.

Keywords Obstacle Avoidance, Agile Flight, Unmanned Aerial Vehicle, Automatic
Control, Model Predictive Path Integral
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Abstrakt

Agiln let v nezranem prosted je dleiym krokem k autonomnmurzen bezpi-

lotnch vzdwsrych prostedl. Tato pace pedstavuje metodu rzen Geometric
Model Predictive Path Integral (GMPPI) schopnou sledovat agiln trajektorie a
vylybat se pekzlkam v raalremcase na akladce vstupu z hloubkowe kamery. Jedra

se 0 metodu prediktivnhorzen zal@enou na metoce Model Predictive Path Inte-
gral (MPPI), zohlechujc nelinearn dynamikurzereho sysemu a vywvajc zde
vyvinutou ohodnocovac funkci. V tto paci do metody GMPPI integrujeme trajek-
torie generovare s vywitm SE(3) regubtoru, gidaame manost dynamicky nas-
tavit celku casoveho kroku v simulaci naveerych trajektori, a gidavame schop-
nost deterministicky rdit uhlovou rychlost kolem osy z souadre soustavy bezpi-
lotnho prostedku. Tyto funkce zlepsuj pesnost gi sledowan referercnch tra-
jektori oproti existujc implementaci MPPI a umanuj vylybat se pelkzlam s
uspsnost srovnatelnou s dedikovarym panovaem trajektori. Wsledra metoda
rzen je propojena hloubkovou kamerou promtnutm naveerych trajektori do
aktualnho hloubkovho snmku. Navrhovara metoda umanuje bez znen v kon-
guraci sledovat wzre simulovare referercn trajektorie s pgesnost pesahujc
samostatry SE(3) reguhtor a vylybat se pekzlam pi rychlostech & 13 ms

s uspsnost s, neg metody zal@ere na strojovem wcen, a to bez nutnosti
tenowan.

Ktowa slova Vylylan se pekzlkam, Agiln let, Bezpilotn vzdisre prostedky,
Automaticlerzen, Model Predictive Path Integral
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Abbreviations

CTU Czech Technical University
GPU Graphics Processing Unit

CPU Central Processing Unit

CNN Convolutional Neural Network
Pl Path Integral

GMPPI Geometric Model Predictive Path Integral
MPPI  Model Predictive Path Integral
MPC Model Predictive Control

PID Proportional Integral Derivative
LQR Linear Quadratic Regulator
MRS Multi-robot Systems Group

UAV Unmanned Aerial Vehicle

UAVs Unmanned Aerial Vehicles
APF Arti cial Potential Field

APF Arti cial Potential Field

VFH Vector Field Histogram

RL Reinforcement Learning

IL Imitation Learning

CCS Constrained Covariance Steering

CVaR Conditional Value-at-Risk
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B 1 Introduction

Autonomous Unmanned Aerial Vehicles (UAVs) are increasingly being deployed in missions
requiring navigation in unknown cluttered environments. In various scenarios, such as search
and rescue [1], power line inspection [2], bridge inspection [3], aerial deliveries [0] and even
digitization of historical monuments [4], UAVs might need to perform complex maneuvers in
unknown environments while avoiding obstacles. Meanwhile, speed is an important criterion
across use cases, allowing for better e ciency in the case of infrastructure inspection and
even potentially helping save lives in the case of search and rescue operations. Control and
local trajectory planning for UAVs in such conditions is a challenging open problem, further
exacerbated by the limited sensory and computational capabilities a small Unmanned Aerial
Vehicle (UAV) can carry on board.

Any solution to the challenge of real-time navigation in cluttered environments must consider
a variety of factors, including modeling obstacles and considering dynamics constraints of
the UAV, all while computing nal control commands at a high enough frequency for online
operation. The classical solution to this is a modular approach, where an environment map is
constructed from sensor input, a global planner nds an obstacle-free trajectory, followed by a
controller executing the trajectory. Although this conceptual split of tasks is clear and trans-
parent, latency can accumulate throughout the system, preventing ight at higher speeds [5].
Segmentation of responsibility also prevents the planner from considering dynamic constraints
of the UAV and the controller from accounting for obstacles, further reducing the agile ight
capability. A more recently used approach aims to bypass the modular design by learning
end-to-end mappings from sensor input to control commands [5], [6]. Although such methods
avoid the segmentation challenges mentioned above, they require large amounts of training
data and cannot be easily reused across di erent UAV models [7].

This thesis proposes a UAV controller called Geometric Model Predictive Path Integral
(GMPPI). Based on the Model Predictive Path Integral (MPPI) method [8], GMPPI is a
sampling-based controller capable of avoiding obstacles based on stereo camera images, as
well as agile control of a UAV. The proposed approach retains the conceptual simplicity of
learning-based methods and their latency advantages, without requiring training. It also con-
siders UAV dynamics and obstacle avoidance requirements at the same time. To interface
the proposed method with a depth camera, we project each of the GMPPI candidate rollout
trajectories onto the depth image and assess if a collision occurs based on this projection.
To utilize the full range of the depth sensor without adding computational complexity, the
time step length of the rollouts is varied throughout each rollout. Incorporation of candidate
trajectories generated with the geometric SE(3) control method [9] allows the generation of
a small number of precise trajectories and a UAV-tailored cost function enables smooth and
aggressive ight depending on the shape of the reference trajectory.

We verify the trajectory tracking performance of the proposed controller against geometric
SE(3) control [9] and existing MPPI controller implementation [8]. An ablation study is also
included to highlight the contribution of each of the key controller features to overall per-
formance. Obstacle avoidance capability is veri ed against learning-based controllers and a
state-of-the-art obstacle-aware motion planner. In simulated runs, GMPPI performs on par
with the state-of-the-art motion planner in obstacle avoidance and exceeds the performance
of all other controllers tested in trajectory tracking.

CTU in Prague Department of Cybernetics
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B 2 Related work

This thesis mainly contributes by applying MPPI control to the challenge of sensor-based
real-time obstacle avoidance while tracking reference trajectories. To contextualize this con-
tribution, the following section reviews relevant reference tracking methods, prior approaches
to obstacle avoidance, and key developments in the application of the MPPI method.

B 21 Trajectory Tracking

Various methods can be applied to quadrotor UAV trajectory tracking, from linear
Proportional Integral Derivative (PID) or Linear Quadratic Regulator (LQR) control to non-
linear Model Predictive Control (MPC) and other nonlinear methods [10]. Among these, the
Geometric SE(3) control method stands out due to its almost global exponential stability,
which enables aggressive ight at the limit of UAV dynamics, and relative algorithmic sim-
plicity, which allows fast computation [9]. The ability to track aggressive trajectories makes
it a good benchmark to compare the proposed controller against, while its low computational
overhead allows integration of parts of the method presented in [9] into the proposed controller.

B 2.2 Obstacle Avoidance

Traditionally, obstacle avoidance on UAV systems has been handled as part of a navigation
pipeline consisting of localization, mapping, trajectory planning and control, where trajectory
planning includes global path search and local trajectory optimization. The latter is relevant
to this work.

] Traditional Methods

One of the rst use cases for real-time replanning and optimization of collision-free trajectories
was manipulator obstacle avoidance [11], speci cally using the concept of \Arti cial Potential
Field (APF)", where an arti cial force de ned as the gradient of an APF acts on the trajectory,

the goal position has the lowest potential and states where a collision would occur have a high
potential. Alternatively, Vector Field Histogram (VFH) [12] and VFH+ [13] discretize the
possible trajectories into a polar histogram and balance path smoothness, distance to goal
and obstacle avoidance. Both APF and VFH+ have been applied to UAV obstacle avoidance

in [14], [15] and [16] respectively, with APF applied to more speci ¢ and practical use cases
where obstacle avoidance is required, such as obstacle avoidance with payload suspended
under the UAV [17].

Although methods such as APF and VFH+ are applicable to obstacle avoidance, they cannot
take full advantage of the agility of some quadrotor UAV systems. Directly nding an optimal
trajectory utilizing the UAV agility while avoiding obstacles is not computationally feasible

in real time. However, instead of directly optimizing the trajectory, precomputed motion
primitives [18] can be used to build a feasible trajectory. These can be state-based, control-
based, or motion-based [19]. Improvements to motion primitive-based search algorithms for
local obstacle-aware trajectory planning were made in [20]. To further decrease trajectory
computation time and therefore latency, in addition to using precomputed motion primitives,

the mapping step can be bypassed. Methods such as [19] or [21] use most recent image data
to generate local trajectories. Finally, multiple levels of motion primitive delity can be used

CTU in Prague Department of Cybernetics
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to smooth out the resulting trajectory [21]. These methods have been successfully integrated
into complete navigational pipelines and extensively tested [22].

Due to the fact that the quadrotor UAV is di erentially at [23], an alternative to motion
primitive-based planning is directly solving the trajectory optimization problem by creating
polynomial trajectories [24], [25]. The method introduced in [25] has been applied along with
a corridor planner in [26], with performance exceeding some methods based on Reinforcement
Learning (RL). Obstacle avoidance can also be bundled with control by using an adapted
version of MPC, where obstacle avoidance can be included as a condition of trajectory opti-
mization [27]. Newer methods also consider dynamic obstacles [28]. However, this approach
is not as common since trajectory optimization and control are usually considered separate
tasks.

B Learning-based Methods

Although recent pipeline-based methods have signi cantly advanced agile ight capabilities
[26], there has also been a growing interest in alternatives that mitigate latency, such as
learning-based approaches that generate control commands directly from sensor input [5].
Early implementations used linear classi ers trained on manually selected features and simple
discretized command structures using Imitation Learning (IL) [29]. Later, a wider adoption
of Convolutional Neural Network (CNN) models enabled the use of images directly as input
to the planner [30], [31]. These were trained using RL, which produced impressive results, but
required a large amount of data and special care to allow transfer from simulation to reality
without requiring additional learning. In [5], IL from a privileged sampling-based expert policy
was used to train a policy, which converts depth images directly to candidate trajectories
to be evaluated and applied. Notably, this controller can follow a trajectory while avoiding
obstacles in previously unseen environments and without requiring any training in the real
world. Additional research in this area has focused on using better models [32].

Although these methods produce impressive results, they embed very little prior information
about the systems they are controlling, treating them instead as black boxes. This creates two
notable drawbacks. Firstly, it makes them potentially unsafe, as their performance cannot be
fully guaranteed [33] and additional processing is required to guarantee safety. Secondly, RL
and IL-based methods have very low sample e ciency [34].

Recent research has suggested mitigating the low sample e ciency by using di erentiable
simulations and optimizing physics-driven loss functions instead of a reward for interacting
with the environment [6]. According to the authors of [6], their method uses only 10% of the
samples that an RL-based method would require, while reaching better results in comparable
experiments. In [34], the training of RL and di erentiable physics-based models is compared to
the latter, learning faster and reaching better results. A method using di erentiable simulation
is also shown to stabilize a quadrotor from a manual throw without explicitly estimating the
UAV state at any point [34].

B 2.3 Model Predictive Path Integral

MPPI is a variant of MPC utilizing principles of Path Integral (Pl) [35] control. Where
traditional MPC solves the local trajectory optimization problem using iterative optimization
methods, MPPI uses a Monte Carlo sampling-based approach [36]. This allows MPPI to work
with gradient-free and even non-smooth cost functions. If a lower-level controller is present,
control commands can be extracted directly from the generated local trajectory.

CTU in Prague Department of Cybernetics
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Pure MPPI control has a number of drawbacks. First, a good initialization of the nominal
commands is required [37]. For UAV control, this can be solved by reusing the results of
previous MPPI iterations. Second, disturbances that are not taken into account by the model
used for path integration can cause issues with convergence. This can be addressed by gener-
ating rollouts from the desired state and implementing an ancillary controller to follow this
trajectory (e ectively using the MPPI only as a local planner and delegating the controller
functionality) [38], [39], or by ensuring the used model is as accurate as possible. Further
improvements address the inability of MPPI to directly enforce constraints by augmenting it
with Constrained Covariance Steering (CCS) [40] or Conditional Value-at-Risk (CVaR) [41].

MPPI has successfully been applied to quadrotor control in both simulated experiments [42]
and real-world ight and separately with obstacle avoidance capabilities [8].

CTU in Prague Department of Cybernetics
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B 3 Methodology

This section begins with a brief overview of the MPPI framework. Then it details the archi-
tecture of the proposed GMPPI controller, highlighting the integration of depth sensing, the
adaptations made to the core MPPI algorithm, and the development of a custom designed
cost function.

MPPI is a controller capable of precisely tracking trajectories while avoiding obstacles [8].
Itis rst initialized with a nominal control sequence u°™ of length N. In each iteration, K
disturbance sequences u}‘, each of lengthN, are sampled from a normal distribution with
zero mean. Rollout commandsu}‘ and statesxjk+1 are then computed as

9
u}‘ZN(O;); 3
K nom K - k=1;::::K;
uk = ufom+ uk; . (3.1)
o ) 2 j=0;::;N L

k — vk k., k. .
Xjs1 = X5 F fRK4(Xj yUj s t);

For UAV control, the state is x = pT vT g7 ! T T consisting of the position, velocity,
and body rate vectorsp;v;! 2 R3, respectively, and unit quaternion rotation on the rotation

group g 2 SO(3). Commandsu = F; ! . consist of the total desired thrust F; 2 R* and
angular velocity ! ¢ 2 R3. Dynamics of x are de ned by

02 3 1
L 0
p=v; v=—R(q)@ 05 DR(q)'vA+g;
Ft (3.2)
1 0
a=3d4 , 5 L=J30 e o)

with Runge-Kutta 4 being used in (3.1) for forward integration of the system. R(q) is a
rotation matrix corresponding to the quaternion gand air resistance of the UAV approximated
by a linear model with D = diag (cx; ¢y; c;) composed of linear drag coe cients.

Each rollout state sequencex® is evaluated by a cost function. The proposed cost function used
in the GMPPI controller is presented in Section 3.5 in (3.20). Rollout costs are transformed
into weights wg using the Softmax transform

1 1
Wg = —exp (S )

X 1 . (3.3)

um:= oy uk (3.4)
k=1

and the rst command ug®™ is applied to the controlled UAV.

CTU in Prague Department of Cybernetics
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B 3.1 Depth Camera Integration

Enabling obstacle avoidance during fast ight requires minimizing the delay between sensor
input and control output. Instead of constructing and performing obstacle avoidance based
on an environment map or processing the input image with a machine learning model [5], the

availability of rollout states x¥ = pf vi qf ! is used.
The dimensions of the UAV L, W and H are used to de ne a set
8 2 3 9
< 1|_ =
HE= pk+ > 4 WS g; 5 32f 11g (3.5)
; H ,

of all corner points of the UAV shifted outwards by a safety multipligr o> 1 and project
each of the corner points as well as the UAV center poinip;, 2 H}‘ [ pjk onto the latest

available depth image to determine if a collision occurs, as shown in Fig. 3.1. This approach
eliminates nearly all sources of latency, with the exception of that introduced by the camera
frame rate.

The sensor used in this work is a depth camera with an intrinsic matrix K that describes
the transformation from the camera reference frameC to the image reference framd . The
camera is rigidly mounted to the UAV, with the transformation from the body- xed reference
frame B to C described by a matrix M . The transformation from B to the world frame W
at the time of the latest image being captured is described byR (q);.

The position of each projected pointpy, in the camera reference frameC is obtained as

Spn=(R@M) 'pp: (3.6)

This approach allows reusing a single image across multiple control iterations as it automati-
cally compensates for the position and orientation shift of the UAV since the last image was
taken. The distance of the rollout state position from the camera ©p,, is compared to the
distance d,x measured by the camera at the pixel coordinate$p;, = K ©p,,, where the rollout
position would be projected on the depth image.

The existence of a collision is determined by checking if the distance of the rollout position
from the camera is similar to the actual distance measured by the camera at the pixel where
the rollout state position would be projected, that is, by checking if the function

COI(ph)= 1kcphk2[dpx dm;dpx+da] (37)

evaluates to 1. There is a margin for clearing the obstacle from the frond,, and an assumed
depth d; to allow the controller to optimistically plan a return path to the reference trajectory
even if the path is not fully visible yet.

B 3.2 Dynamic Rollout Time Steps

Small agile quadrotors are limited in terms of the hardware they can carry on board, which
in turn limits the available computational power. This restricts both the number of GMPPI
rollouts as well as the number of simulation steps in each rollout.

To ensure that the sensor range is fully utilized at any ight speed, a vectorn of N elements
is de ned, where each elemenh; acts as a time step multiplier at the j th step of each rollout.

CTU in Prague Department of Cybernetics
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Figure 3.1: Image captured by a depth camera in simulation with the projection of the front
four corners of the UAV collision box as de ned in (3.5) in each of the positions in the nominal
trajectory pjnom 8j 2 (0;N + 1), which is the result of applying the nominal control sequence
u°m 8j 2 (O;N) to the UAV in its current state x.

The corresponding time step is calculated as t; = n; to, where to = 0:01s is the base
controller update period.

The rst M multipliers are xed at smaller values represented by npesr to maintain good

simulation precision near the current state. The remainingN M multipliers are set based
on the average speed of the UAV across the nominal state sequenegfy’ and the sensor range
s such that

P
S M

-2 L n

VRS to i=0 "}
Nigr = —2 ; 3.8
far N M ( )

which ensures that the range of the used sensor is fully utilized. The nal vector is
No:: = Npear;

oM 1 near 0<M <N: (3.9)

NM::N = Niar;
and a the layout of a typical rollout in terms of time is illustrated by Fig. 3.2.

B 3.3 Deterministic Yaw Control

In sampling-based methods such as MPPI, a key factor in uencing performance is the den-
sity of the simulated rollout trajectories in the space of all possible rollout trajectories. The

e ective volume of this space grows with dimensionality, so a xed number of rollouts be-
comes increasingly sparse in higher-dimensional space. In machine learning, this phenomenon
is called the curse of dimensionality.

It is therefore bene cial to reduce the dimensionality of the space of all possible rollout tra-
jectories. Because rotation around the yaw axis has no e ect on the ability to avoid obstacles,
this control variable can be used to follow the reference heading™' and can be controlled
using a proportional controller as

'z = Kwppr 2\ (h;href)+ L Ziref (3.10)

where kvpp; -z is the proportional feedback gain.

CTU in Prague Department of Cybernetics
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Figure 3.2: Illustration of the layout of the rollout states x}‘ in time. Earlier steps are shorter
to ensure precision, while later steps are longer and their length is dynamically adjusted to
use the full range of the available depth sensor.

B 3.4 Geometric Control in Candidate MPPI Trajectories

The quadrotor UAV is a dierentially at system [23], which allows expressing commands
required to follow a trajectory described by a at output in terms of the trajectory and its
derivatives.

Adding terms to compensate for any errors in the current state leads to an algorithm control-
ling the UAV directly on the SE(3) group, similar to those presented in [23] and [9]. This allows
generating rollouts that precisely follow the reference trajectory. Introducing at least one of
these precise rollouts allows shifting the focus of random MPPI rollouts toward exploration
and obstacle avoidance.

A version of the SE(3) controller [9] is incorporated and modi ed to output total thrust Ft';‘j
and desired body rated 'é;j for time stepj of the rollout at index k. First, the position, velocity,
and rotation errors are computed asep = p!®f p}(, ev = v/ vk ander = 3(RGR(q)
R(af)TRg)-. The coe cient matrices K, K and K ¥, constructed as

K . kpxy . K . kv><y .
K b= diag kkpxy ; Ky =diag kkvxy ;
‘ > v (3.11)
KX=diag kny ;
er
are input parameters to the geometric controller. The desired force vector is computed as
F=Kfep+ Kie, +(a™ g+ R(qf)DR (gf)Tv)m (3.12)

and the total thrustis Ff = F R(qf) 0 0 17, With F, = F=rk, desired orientation can
be calculated from the desired force vectoF as

2

(Fn h™) Fq

Rgq=4 F, h™ 5 : (3.13)
Fn

k
Cij

3T

Finally, the angular velocity is calculated as! £, = K ',éeR + 1 ®f The command used in the
rollout simulation is

uf= Ff 1K (3.14)

CTU in Prague Department of Cybernetics
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Figure 3.3: Combination of geometric and random rollouts. A total of K rollout sequences are
simulated, of which K 32 are random and 32 use geometric control. All rollout commands
are used to compute the next nominal command sequencejnom as well as the next set of

k
rollout states xj,; .

The SE(3) geometric controller is capable of precisely following reference trajectories, but
requires tuning and the ideal con guration depends on the speci ¢ UAV and trajectory to
be followed. Running multiple rollouts with commands generated using geometric control
enables using di erent parameters in each rollout, e ectively testing multiple con gurations
of the geometric controller at once. To prevent warp divergence on the Graphics Processing
Unit (GPU) used for the testing, the number of rollouts using the geometric controller K sg3
must be a multiple of 32. Therefore,K sgz = 32 was chosen, with the split between random
and geometric rollouts illustrated in Fig. 3.3.

To use a dierent geometric controller conguration in each rollout, the noise
k&e3 2 N (0; sg3) is sampled from a normal distribution with zero mean and a covariance
matrix sgz. This noise is then added to a vector of GMPPI parameters specifying a base
geometric controller con guration Ksgz = Kpxy Kpz Kuwxy Kvz Ky Krz creating a new

con guration speci c to the rollout at index k and de ned by the parameters

KSes = ksea+ K&gs: (3.15)

The vector kéEs is then reshaped into the coe cient matrices described by (3.11).

B 3.5 Cost Function

The MPPI method creates a nominal trajectory as a weighted average of rollout trajectories,
with higher weights wy assigned to rollout trajectories with a lower costSy using the Softmax
transform as shown in (3.3). An appropriate cost function assigns higher cost§y to trajec-
tories that exhibit unwanted characteristics such as excessive maneuvers or a large trajectory
tracking error. Similarly, it assigns lower costs to trajectories that conform to the objectives of
the controller. The proposed controller has three goals, which are precise trajectory tracking,
smooth and stable ight, and nally obstacle avoidance, which must always take precedence
over the remaining objectives.

B Tracking Precision

To enable precise trajectory tracking, position, velocity, orientation and angular velocity error

magnitudes

’

2

&= do(qiaf™); & = 1] 1]
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relative to the reference are calculated and multiplied by the coe cients cf;c}’;ch and q'
respectively. The orientation di erence approximation [8] is de ned as

dg(g1;02) =1 hag;g.i2 (3.17)

The coe cients can vary with the time index | in the rollout, as shown in Fig. 3.4. This allows
assigning lower cost to those rollout trajectories which deviate from the reference trajectory
only in later steps of the rollout simulation, which promotes exploration and reallocates pre-
cision emphasis toward earlier timesteps of the simulated rollout trajectories. This increases
trajectory tracking precision, as well as smoothness. Using the Euclidean norm for position
instead of its square requires computing a square root but prevents the creation of an erratic
nominal trajectory in cases where a larger departure from the reference trajectory is required
to avoid an obstacle.

] Smoothness

To promote smooth ight, a cost component is added for any amount of jerk k &, which is
larger than a multiple t; of the jerk present in the reference trajectory g | that is, an
excess jerk quantity

g=max & t & ;0 (3.18)

is introduced and multiplied by a coe cient dj . This punishes any excess control input equally
based on how much it disturbs the smoothness of the ight, while still allowing sharp tra-
jectories to be followed precisely. The reference and rollout jerk values are calculated using
a nite-di erence approximation from acceleration data. Typical noise ampli cation concerns
do not apply, as both the reference and rollout trajectories are noise-free.

[ | Obstacle Avoidance

Finally, obstacle avoidance capability is infrogyiced by adding cost to any rollout that collides
with an obstacle. The set of pointsH}‘ [ p}‘ , dened in Sec. 3.1, is a collision box for the

UAV and the function Col(py), de ned in (3.7), returns 1 when a collision is detected. The

number of points py,, which collide with an obstacle is then multiplied by N j to assign a

higher cost to collisions occurring earlier in the simulated rollout. The total obstacle cost is
X

€bs = (N J) Col(pn); (3.19)

Pr2(HF fpfQ)
which is multiplied by a coe cient ObSCj. This approach provides more granularity than a

simple binary switch, which allows for a more informed selection of candidate trajectories.

B Resulting Cost Function

The resulting cost function for a single point in a single rollout is the sum of all partial costs
h i
k — I b T
C = cf’ ¢ o g g ™ e e € @ § eops (3.20)
and the cost of a whole rollout is

ck=" ck (3.21)
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Figure 3.4: For each rollout timestepj, the set of cost coe cients ij; c}’; ch and cj' can dier.

Coe cients intended to increase precision are set to higher values for the beginning of each
rollout, meaning that generally c; cy.

Algorithm 1. Geometric MPPI Iteration
Input: Current state estimation ®, Nominal command sequencei{®", Reference command
sequenceu's’, Depth Image
Params: Number of rollouts K, Number of geometric rollouts K sgz, Rollout length N, Rollout
noise , SE3 Parameter noise gg3

for j =0,..., N do /I Set timestep lengths
L tj = nj to

unem = ResampleNominalCommandéuj°™, n)

u'®" = ResampleReferenceCommands ', n)

/I Simulate K rollouts (Parallel on GPU)

for k=1,..., K do
x§ =R
if k<K gg3 then /I SE(3) Rollout

kégs N (0; ses)
kSes = kses + K&gg
for j =0,..., N do
uk = SE3Commandi¥, k§gs)
X = Xf+ frea (XS USS )
CK = CalculateCost(cf, x[,; , x/%; , Depth Image)

else /I MPPI Rollout
for j =0,..., N do
ut N (0;)
uf = umm + uk
2= kwepr 2\ (h;h™®) + 1
X = X+ frea (X5 UL 25 )

CK = CalculateCost(cf, xF,; , x/%; , Depth Image)

u"°m = AverageWeighedCommandg
return u g°™
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The proposed GMPPI controller is summarized in Algorithm 1. It receives a state estimate,

a nominal command sequence from the previous run, and a reference command sequence
extracted from the reference trajectory. First, the nominal and reference command sequences
are resampled to t the timestep sequence that enables the use of the entire range of the
depth sensor. All data is then moved to the GPU. A total of K rollouts are simulated, of
which K sgz use an implementation of the SE(3) geometric controller to generate commands.
The remaining rollouts have their commands generated randomly according to a covariance
matrix . Rollouts are generated in parallel, with each timestep of all rollouts being executed
before the next. This includes noise and command generation, simulation, and cost calculation.
This work ow ensures optimal performance on the GPU. Finally, costs are summed and moved
back to the Central Processing Unit (CPU) along with the rollout command sequences, and

a weighed average of the rollout commands is saved as the nominal command sequence to be
used in the next iteration of the algorithm. The rst element of this new nominal sequence is
returned to be applied to the system.
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B 4 Results

This section introduces the performance veri cation setup, the parameters used for testing,
and nally the results of the conducted experiments. The proposed GMPPI controller was
integrated into the UAV control and estimation system developed by the Multi-robot Systems
Group (MRS) at the Czech Technical University (CTU) [43]. An illustration of the complete
system setup is in Fig. 4.1. All simulated experiments were conducted on a laptop with an Intel
Core i7-1165G7 CPU and an 869-core NVIDIA GeForce MX450 GPU, which the proposed
controller utilizes for parallel rollout simulation. The reference trajectories to be tracked in
each simulation were generated by an MPC-based tracker [43].

B 4.1 UAV & Controller Parameters

The GMPPI controller embeds substantial prior knowledge about the UAV, enabling reuse
across di erent UAV models. In particular, the feasibility of rollout commands is veri ed
by calculating and clipping the desired rotor thrusts at each simulation step [8], requiring
knowledge of the UAV massm, the arm length | and the inertia matrix J. The parameters
used in the simulations of the proposed controller are shown in Table 4.1 and the GMPPI
parameters along with control input limits for both the minimum and maximum thrust as
well as the maximum absolute angular rate values are shown in Table 4.2.

For obstacle avoidance in the simulated runs, a stereo depth camera with the intrinsic matrix

2 3
924 0 360

K=40 924 640 (4.1)
0 0 1

is mounted to the UAV. The safety margin for passing an obstacle from the frontisdy,, =0:3 m
and the assumed depth of an obstacle id; = 4:0 m. The sensor range is = 13 m. All exper-
iments with obstacles had the camera tilted up by a xed angle depending on the maximum
intended speed to allow full use of the sensor range.

The cost coe cients from (3.20), which are shown in Fig. 4.2, are dependent on the rollout
index, except for the allowed excess jerk multiplet; = 1:4. This forces all rollout trajectories to
remain roughly as smooth as the reference trajectory. The base obstacle costq@s =100. This
is applied in (3.19) so that avoiding collisions becomes the highest priority of the controller.

As with the cost parameters, the noise covariance matrix = diag Fe !x 'y »Which
is shown in Fig. 4.3, is dependent on the rollout time index] , allowing larger changes later in
the rollout to promote exploration, but limiting the noise earlier in each rollout to promote
stability.

Table 4.1: UAV Parameters used for all simulated runs

Model Parameters \ Dimensions \ Drag Coe cients

m [kg] 1:21 L [m] 035 | ¢ 0:28
[ [m] 0:15 W [m] 035 | ¢ 0:35
cr [m] 0:012 H [m] 0:215| c, 0:7
Inertia Matrix J [gm?] diag([7:06 7:06 13:6])
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Figure 4.1: System diagram of the simulation setup. Blocks outlined in pink and labeled (MRS
UAV System), as well as the UAV Plant model are supplied by the MRS UAV system. The
GMPPI controller receives the reference trajectory, estimated state and depth image and
produces a control command, which is sent to the PX4 low-level ight controller.

Table 4.2: Controller Parameters and Limits

MPPI Parameters SE3 Parameters Control Limits

K 1024 | kp [6:06:015:0] | Fr.min [N] 0:46
K sgs 32 ky [404080] | Fr:max [N] 206
N 30 K, 5:0 Iy, max [rads '] 10:0
Kmpp! 2 2:0 2 max [rads '] 20

Figure 4.2: GMPPI Cost parameters¢ used in (3.20) shown in a heat map. A decrease iq”,

c}’, ch and cj! after the beginning of each rollout promotes exploration.
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Figure 4.3: GMPPI noise parameters for the angular velocities ; , and ;, and thrust F,.

(a) Figure 8 (b) Hypotrochoid

Figure 4.4: Trajectories followed by GMPPI shown in green and the corresponding reference
trajectories shown in blue.

B 4.2 Reference Tracking

To test the ability of the GMPPI controller to follow reference trajectories, three reference
trajectories are generated, two of which are shown in Fig. 4.4. Each trajectory is followed in
loops for a set amount of time. First, a Hover trajectory asks the UAV to remain still, The
Figure 8 trajectory (shown in Fig. 4.4a) is generated as

f(20 sin(t);5 sin(t);6:0)jt2[0:2 ]g (4.2)

and the Hypotrochoid trajectory (shown in Fig. 4.4b) is generated with parametersR = 20,

r = 12 and d = 12. All trajectories specify the heading of the UAV to be equal to the
projection of the velocity vectors to the horizontal XY plane to verify the ability to track the
heading reference to be able to see in the direction of the velocity vector to avoid obstacles.

The GMPPI controller set up with parameters from Sec. 4.1 is compared to an existing
standalone implementation of MPPI [8] and a standalone implementation of the SE(3) con-
troller [9]. Three additional con gurations are included to verify the contribution of each of

the key features to the overall performance of the controller. The \no SE(3)" variant has

CTU in Prague Department of Cybernetics



16/24 4.2. REFERENCE TRACKING

Table 4.3: Results of reference tracking experiments.

a con guration modi ed with Kggz = 0, e ectively disabling the integration of geometric
rollouts. The \const  t" variant includes n = (Nexp;:::; Nexp), Which equalizes the timestep
lengths in all indexes of all rollouts. Finally, the \const noise" variant has all costs and noise
parameters set to be constant for all time steps of all rollouts.

The results are shown in Table 4.3. In the absence of obstacles, GMPPI is able to precisely
follow trajectories, improving the precision over standalone MPPI both in agile ight and in
hover. In agile ight, the GMPPI controller achieves a lower root mean square position error
than even the standalone SE(3) controller [9]. This is achieved by including multiple geometric
SE(3) rollouts with varying con gurations, as well as by including a model of aerodynamic
drag. Furthermore, the ability of the GMPPI controller to assign low costs to these rollouts,
even though they contain sharp maneuvers, allows for the use of the full potential of the
geometric SE(3) rollouts. The assignment of low costs to sharp trajectories is made possible
by the custom cost function, which does not penalize maneuver sharpness if it appears in the
reference trajectory. With SE(3) rollouts disabled, the controller struggles and delivers worse
results than the baseline, with signi cant position errors in the Figure 8 trajectory and a
crash caused by these position errors in thédypotrochoid trajectory. This is caused by the
tuning of the remaining controller parameters being done under the assumption of the SE(3)
rollout presence. Setting constant time steps t causes a slight but consistent decrease in
performance due to reduced simulation precision. Finally, setting noise and cost parameters
constant with respect to the rollout simulation step index causes issues when hovering, as the
controller cannot prioritize short-term precision over long-term precision, which is generally
bad for random rollouts when hovering, just like in the baseline MPPI controller.
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