CzECH TECHNICAL UNIVERSITY IN PRAGUE

Facurty OoF ELECTRICAL ENGINEERING
DEPARTMENT OF CYBERNETICS

Classifiers Explainable in the
Latent Space

Bachelor’s Thesis

Alina Daroshka

Prague, May 2025

Study programme: Open Informatics
Specialization: Artificial Intelligence and Computer Science

Supervisor: prof. Ing. Vaclav Smidl, Ph.D.
Supervisor Specialist: Ing. Michaela Maskova



ii

Acknowledgments

Firstly, I would like to express my profound gratitude to my supervisor, prof. Ing. Vaclav
Smidl, Ph.D., for his expert guidance, constructive feedback, and steady support throughout
the development of this thesis. His perspective and encouragement were invaluable at ev-
ery stage of the work. I am also deeply thankful to my Supervisor Specialist, Ing. Michaela
Magkova, for the time and patience she generously offered, and for her consistent support
and engagement throughout this process. I am sincerely grateful for the opportunity to work
under their guidance and to learn from their experience. Finally, I am truly thankful to my
family for their unwavering support and belief in me, which made this journey possible.

The access to the computational infrastructure of the OP VVV funded project
CZ.02.1.01/0.0/0.0/16-019/0000765 “Research Center for Informatics” is also gratefully ac-
knowledged.




U BACHELOR'S THESIS ASSIGNMENT

CZECH TECHNICAL
UNIVERSITY
IN PRAGUE

I. Personal and study details

~N
Student's name: Daroshka Alina Personal ID number: 516443
Faculty / Institute:  Faculty of Electrical Engineering
Department / Institute: Department of Cybernetics
Study program: Open Informatics
L Specialisation: Artificial Intelligence and Computer Science
J
Il. Bachelor’s thesis details
~N
Bachelor’s thesis title in English:
Classifiers Explainable in the Latent Space
Bachelor’s thesis title in Czech:
Klasifikatory vysvétlitelné v latentnim prostoru
Guidelines:
Deep neural networks are commonly used to design classifiers due to their superb accuracy. However, in high-stakes
decisions, such as financial crime detection, the user requires an explanation of the verdict, e.g., in the form of identifying
which part of the sample was critical for the classifier. The aim of this work is to review and analyze existing approaches
to explain deep neural networks at the level of their latent spaces.
1. Create a review of recent methods for explaining deep neural network classifiers, such as prototypes and concept
activation vectors. Pay special attention to the extensibility of these approaches to complex input structures such as
sequences or graphs.
2. Implement selected methods for vector spaces and demonstrate their properties on selected benchmark datasets,
preferably from financial transaction data.
3. Extend the problem formulation to a more complex setup, e.g., using raw transaction history as input to the classifier.
Validate suitability of the tested methods for the proposed extension.
Bibliography / sources:
[1] Oscar Li, Hao Liu, Chaofan Chen, and Cynthia Rudin. "Deep learning for case-based reasoning through prototypes:
A neural network that explains its predictions.” In Proceedings of the AAAI Conference on Artificial Intelligence, vol. 32,
no. 1. 2018.
[2] Frank Willard, Luke Moffett, Emmanuel Mokel, Jon Donnelly, Stark Guo, Julia Yang, Giyoung Kim, Alina Jade Barnett,
and Cynthia Rudin. "This looks better than that: Better interpretable models with protopnext.” arXiv preprint arXiv:2406.14675
(2024).
[3] Patrick Schramowski, Wolfgang Stammer, Stefano Teso, Anna Brugger, Franziska Herbert, Xiaoting Shao, Hans-Georg
Luigs, Anne-Katrin Mahlein, and Kristian Kersting. "Making deep neural networks right for the right scientific reasons by
interacting with their explanations.” Nature Machine Intelligence 2, no. 8 (2020): 476-486.
Name and workplace of bachelor’s thesis supervisor:
prof. Ing. Vaclav Smidl, Ph.D. Artificial Intelligence Center FEE
Name and workplace of second bachelor’s thesis supervisor or consultant:
Date of bachelor’s thesis assignment: 13.02.2025 Deadline for bachelor thesis submission: 23.05.2025
Assignment valid until: 20.09.2026
prof. Dr. Ing. Jan Kybic prof. Mgr. Petr Pata, Ph.D.
k Head of department’s signature Vice-dean’s signature on behalf of the Dean )

CVUT-CZ-ZBP-2015.1 © CVUT v Praze, Design: CVUT v Praze, VIC



FAKULTA ELEKTROTECHNICKA CTU
FACULTY OF ELECTRICAL ENGINEERING
Technicka 2

CZECH TECHNICAL

166 27 Praha 6 :JNNL\;EAI:;SJ:Y

DECLARATION

I, the undersigned

Student's surname, given name(s): Daroshka Alina
Personal number: 516443
Programme name: Open Informatics

declare that | have elaborated the bachelor’s thesis entitled

Classifiers Explainable in the Latent Space

independently, and have cited all information sources used in accordance with the Methodological Instruction
on the Observance of Ethical Principles in the Preparation of University Theses and with the Framework Rules
for the Use of Artificial Intelligence at CTU for Academic and Pedagogical Purposes in Bachelor's and Continuing
Master's Programmes.

| declare that | used artificial intelligence tools during the preparation and writing of this thesis. | verified the
generated content. | hereby confirm that | am aware of the fact that | am fully responsible for the contents of
the thesis.

In Prague on 20.05.2025 Alina Daroshka

student's signature



Abstract

This work investigates explainable artificial intelligence (XAI) techniques for finan-
cial fraud detection, with a focus on interpretability in models that rely on latent
representations. While machine learning models can effectively detect subtle patterns
in complex transaction data, their lack of transparency — particularly in learned
latent spaces — poses challenges for practical and regulatory use.

The study explores two primary explanation strategies grounded in latent space.
The first combines local surrogate models with latent neighborhood selection to
generate fine-grained, instance-specific explanations. SHAP-based feature attribu-
tions are employed as a baseline to benchmark the interpretability of this approach.
The second strategy adapts a prototype-based method, where predictions are ex-
plained through similarity to learned latent prototypes, which are later anchored to
representative training examples for interpretability.

Experiments on a large-scale transaction dataset highlight distinct strengths and
limitations of each method. While latent neighborhood models can capture nuanced
local behavior, their performance depends heavily on the structure of the latent space
and the quality of selected neighbors. Prototype-based explanations, by contrast,
offer consistent and self-contained justifications, though they may lack explanatory
depth without further semantic structuring. The findings underscore the potential
of latent-space interpretability techniques and point toward future improvements
through refined latent structuring and expert-in-the-loop guidance.

Keywords Anomaly detection, Fraud detection, Interpretability, ProtoPNet,
Triplet loss, Explainable AI, Financial fraud, Latent space, Autoencoder, SHAP,
Lasso
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Abstrakt

Tato préce se zabyva technikami vysvétlitelné umélé inteligence (XAI) pro detekci
finan¢nich podvodu, se zaméfenim na interpretovatelnost modelu, které vyuzivaji
latentni reprezentace. Ac¢koli modely strojového uceni dokazou ucinné detekovat
jemné vzory v komplexnich transakcénich datech, jejich netransparentnost — zejména
v nauceném latentnim prostoru — predstavuje prekazku pro praktické vyuziti i
splnéni regulatornich pozadavki.

Studie zkouméd dva hlavni pristupy k vysvétlovani, zalozené na latentnim prostoru.
Prvni piistup kombinuje lokalni ndhradni modely s vybérem sousedstvi v latentnim
prostoru, aby generoval detailni, na instanci zaméfena vysvétleni. Jako referenéni
metoda pro srovnani interpretovatelnosti je vyuzito pfitazovani dulezitosti vstupnich
atributt pomoci metody SHAP. Druhy ptistup adaptuje metodu zaloZenou na pro-
totypech, kde jsou predikce vysvétlovany na zakladé podobnosti s naucenymi la-
tentnimi prototypy, které jsou nésledné pfifazeny k reprezentativnim trénovacim
piikladim pro zajisténi interpretace.

Experimenty na rozsiahlém datovém souboru finanénich transakci ukazuji speci-
fické vyhody i omezeni obou pfistupu. Modely s latentnim sousedstvim dokazi
zachytit jemné lokdlni chovéni, avSak jejich u¢innost vyrazné zavisi na struktufe
latentniho prostoru a kvalité zvolenych sousedu. Naproti tomu vysvétleni zalozend
na prototypech poskytuji konzistentni a srozumitelnd oduvodnéni, i kdyz mo-
hou postradat veétsi hloubku bez dodatecné sémantické strukturalizace. Vysledky
poukazuji na potencial interpretacnich technik v latentnim prostoru a naznacuji
moznosti dalsiho zlepSeni prostfednictvim cilené strukturalizace latentniho prostoru
a zapojeni odbornikt do procesu vysvétlovani.

Kli¢ova slova Detekce anomaélii, Detekce podvodu, Interpretovatelnost, ProtoPNet,
Triplet loss, Vysvétlitelnd uméla inteligence, Finanéni podvody, Latentni prostor,
Autoenkodér, SHAP, Lasso
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B 1 Introduction

Fraud detection is a critical issue in nancial transactions, impacting both consumers
and nancial institutions. According to the Association of Certi ed Fraud Examiners, orga-
nizations lose an estimated 5% of their revenue to fraud annually, amounting to trillions of
dollars globally [1]. These activities not only lead to substantial nancial losses but also under-
mine the trust in nancial systems. Fraud can manifest in various forms, such as identity theft,
account takeovers and payment fraud. As technology evolves, so do the tactics employed by
fraudsters. Detecting and preventing fraud on a large scale has become an increasingly com-
plex challenge due to the sheer volume and diversity of nancial transactions that must be
monitored in real time.

Traditionally, fraud detection has relied on rule-based systems, manual intervention, and
domain expert knowledge [2]. While e ective in well-understood scenarios, these approaches
often require constant updates by domain experts | making them costly to maintain | and
tend to struggle with adapting to new or evolving fraud patterns.

In contrast, machine learning (ML) models can automatically learn patterns and anoma-
lies from large volumes of historical transaction data, enabling them to detect previously
unseen or subtle forms of fraud [3]. These models, once trained, can operate at scale and
adapt more readily to changing behaviors without the need for exhaustive manual reprogram-
ming. However, this exibility comes with its own challenges | most notably, the lack of
interpretability in many high-performing ML models. These models, especially deep learning
architectures, operate as black boxes | providing little insight into how predictions are made.

In sensitive domains like nance, this lack of transparency raises concerns around accountabil-
ity, trust, and regulatory compliance [4], [5]. For example, regulators may require justi cation
for model-based decisions, and nancial analysts must be able to trust and understand alerts
produced by Al systems.

To address these issues, the eld of explainable arti cial intelligence (XAl) has emerged,
aiming to make complex models more transparent and interpretable. Most existing approaches
focus on explanations in the input space | such as identifying important features using
methods like SHAP or LIME. While these methods have been used in fraud detection [6], [7],
explanations based solely on input-space features may fail to capture complex interactions or
abstract concepts learned by the model [8]{[10]. Methods using latent space representation
overcome this problem by searching for explanations on the latent space [9]. The latent space
is learned by a neural network, forming an internal compressed representation of the data,
which is often more abstract but also more structured.

The aim of this thesis is to investigate the suitability of various explanation approaches of
the classi ers for nancial fraud detection. Speci cally, we explore and compare the following
strategies:

= SHAP-based explanations as a baseline approach, providing local feature attribu-
tions in input space.

= Latent-space neighborhood explanations , inspired by local surrogate methods
(e.g., LIME), where explanations are generated by tting interpretable models around
a neighborhood in latent space.

= Prototype-based explanations , adapted from ProtoPNet, which uses prototypical
examples in the latent space to support decisions, allowing fraud cases to be interpreted

CTU in Prague Department of Cybernetics
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as similar to representative anomaly types.

These methods are implemented and evaluated on a large-scale nancial transaction
dataset. The work aims to assess their e ectiveness in both detection and interpretability, and
to contribute to the growing eld of explainable machine learning for critical applications.

CTU in Prague Department of Cybernetics



2. THEORY OF MACHINE LEARNING 3/60

B 2 Theory of Machine Learning

The task of fraud detection can be naturally formulated as a classi cation problem
in machine learning. In this formulation, each nancial transaction is represented by a fea-
ture vector and assigned a label indicating whether it is fraudulent or legitimate. Detecting
fraudulent transactions involves identifying patterns that separate legitimate behavior from
suspicious activity. Machine learning provides a data-driven way to approach this task by
learning these patterns from past examples, rather than relying only on manually de ned
rules.

B 2.1 Classication and Learning

Classi cation is a fundamental task in machine learning where the goal is to assign each
input sample to one of a nite set of prede ned categories, known as classes [11]. Formally, let
the input space be denoted byX RY, where eachx 2 X is a d-dimensional feature vector,

A classi cation model, or classi er, is a function
f:X1lY

that maps each input x to a predicted labely = f (x).

m 2.1.1 Types of Learning

Depending on the availability and structure of labeled data, di erent learning paradigms
can be applied to the classi cation task:

= Supervised Learning: In supervised classi cation, the training dataset consists of
input-label pairs (Xj; Vi), where the correct class labely; is known for each sample. The
model learns to generalize from these examples to predict labels for new, unseen data.
This is the primary setup used when the anomaly type labels are available.

= Unsupervised Learning:  In unsupervised learning, no labels are provided. Instead,
the goal is often to discover patterns or clusters in the data. This approach is com-
monly used in anomaly detection, where rare or unusual patterns are identi ed without
labeled examples. In the context of this thesis, unsupervised learning becomes relevant
when analyzing the latent space structure of the model, especially to see if meaningful
groupings emerge without using labels during training.

= Semi-Supervised Learning:  This setting lies between supervised and unsupervised
learning. A small subset of the data is labeled, while the rest remains unlabeled. Semi-
supervised learning aims to leverage the structure of the unlabeled data to improve
classi cation performance. In this thesis, semi-supervised techniques were used to guide
prototype learning with minimal labeled examples for each anomaly type.

m 2.1.2 Types of Classi cation

Classi cation problems can be categorized based on the number of possible output
labels:

CTU in Prague Department of Cybernetics



4/60 2.2. NEURAL NETWORKS FOR CLASSIFICATION

= Binary Classi cation: The label space isY = f0;1g or f 1;1g, representing two
mutually exclusive classes. Fraud detection typically falls into this category.

= Multiclass Classi cation: The label space includes more than two distinct categories
(K > 2). In some fraud detection scenarios, including the one considered in this thesis,
di erent types of fraud are labeled separately. This requires the model not only to
identify fraudulent activity but also to classify it into one of several prede ned fraud
categories.

= Multilabel Classi cation: Each input x may belong to multiple classes simultane-
ously. This setting is not considered in this thesis but is common in tasks such as
document tagging or image annotation.

® 2.1.3 Imbalanced Classi cation

Fraud detection is a typical example of an imbalanced classi cation problem. In most
real-world nancial datasets, legitimate transactions vastly outnumber fraudulent ones. This
means that the distribution of classes is highly skewed, with the minority class | fraud |
representing only a small fraction of the data [12]. Such imbalance poses signi cant challenges
for training and evaluating machine learning models. Without careful handling, a classi er
may appear to perform well while completely failing to detect fraud. Two primary issues arise
in this context:

= Misleading Metrics:  Traditional evaluation metrics like overall accuracy can be decep-
tive. For instance, in a dataset where 99.5% of transactions are legitimate, a model that
predicts every transaction as non-fraudulent would achieve 99.5% accuracy | while
detecting no fraud at all. This creates a false impression of e ectiveness and fails to
capture the model's inability to identify the critical minority class.

= Bias in Learning: Models like neural networks and decision trees may prioritize the
majority class during training, leading to poor generalization on the minority class.
These models often optimize for overall error minimization, which skews the learning
process toward the majority class (e.g. decision trees may split early based on majority
class features).

To address these challenges, various strategies are commonly used. These include resampling
techniques (such as oversampling the minority class or undersampling the majority), class-
weighted loss functions that penalize misclassi cation of the minority class more heavily,
and the use of evaluation metrics tailored to imbalanced problems, such as precision, recall,
F1-score, and the area under the precision-recall curve (AUPRC) [13]. These techniques are
discussed in more detail in later chapters in the context of model training and evaluation.

B 2.2 Neural Networks for Classi cation

Neural networks are a widely used class of machine learning models designed to ap-
proximate complex, non-linear functions. In classi cation tasks, neural networks aim to map
input features to class probabilities or labels, making them suitable for problems involving
high-dimensional or non-linearly separable data.

m 2.2.1 Basic Structure of Feedforward Neural Networks

A feedforward neural network consists of an input layer, one or more hidden layers, and
an output layer. Each layer contains units called neurons. A neuron computes a weighted sum

CTU in Prague Department of Cybernetics



2. THEORY OF MACHINE LEARNING 5/60

of its inputs and applies a non-linear activation function to produce an output.

Figure 2.1: Simple feedforward neural network with one hidden layer. Each neuron computes
a weighted sum of its inputs followed by a non-linear activation.

Given an input vector x 2 RY, the transformation in a single layer is de ned as:
z=Wx +b; a= (2);

where W is the weight matrix, b is the bias vector, and is a non-linear activation function.
Common activation functions include:

= RelLU (Recti ed Linear Unit):  (z) = max(0;z)
= Sigmoid: (z) = —=

1+e 2

= Tanh: (z) =tanh( z)

3] (x) L 1t (x
21 0:5
0:5 } X
1 / 5 5
X X 0:5/1
‘ N

2 2 5 5

(a) ReLU (b) Sigmoid (c) Tanh

Figure 2.2: Common activation functions used in neural networks.

The nal output layer in a multiclass classi cation network typically uses the softmax
activation function to convert the network outputs into class probabilities:

eZi
ytl = Pﬁ;
j=1 &

where K is the number of classes.

This transformation ensures that each output value lies between 0 and 1, and the sum
of all output values equals 1, making them interpretable as probabilities, which makes the
network's predictions easier to understand and analyze.

CTU in Prague Department of Cybernetics



6/60 2.2. NEURAL NETWORKS FOR CLASSIFICATION

m 2.2.2 Multilayer Perceptrons (MLPS)

A multilayer perceptron (MLP) [14] is a type of feedforward neural network composed
of multiple layers of fully connected neurons. Each neuron in one layer is connected to every
neuron in the next layer. MLPs are among the most commonly used neural architectures for
classi cation tasks, especially on tabular data, due to their simplicity, exibility, and general
applicability.

MLPs are capable of approximating arbitrary functions, given enough hidden units and
non-linear activations. This makes them e ective for modeling complex, non-linear relation-
ships between features and labels.

Figure 2.3: A simple multilayer perceptron (MLP) with two hidden layers.

Despite their strengths, MLPs also have limitations. They do not naturally account for
spatial, sequential, or relational structure in the input. For example, they treat all features
independently and are unaware of temporal order unless such information is explicitly included
in the feature engineering process. As a result, they are not ideal for tasks like time series
forecasting, natural language processing, or graph-based reasoning without adaptation.

Nonetheless, due to their general-purpose nature and ease of implementation, MLPs
are frequently used as baseline models and are integral components in many larger neural
architectures. In this thesis, MLPs are used both for direct classi cation and as downstream
classi ers operating on representations produced by autoencoders.

m 2.2.3 Forward Pass and Backpropagation

The training of a neural network involves two key computational steps: the forward pass
and the backward pass (backpropagation).

Forward Pass

In the forward pass, an input vector x is passed through the network layer by layer. Each
layer performs a linear transformation followed by a non-linear activation function. The nal
layer produces class scores (logits), which are typically converted into probabilities via the
softmax function. The forward pass computes the model's predictior§ given current weights
and biases.

For a network with L layers, the activations a') and linear transformations z(!) at each
layer | are computed as:

20 = whal Dy p0: a0 = (z0)

for | =1;2;:::;L, with a@® = x as the input.

CTU in Prague Department of Cybernetics



2. THEORY OF MACHINE LEARNING 7/60

Loss Function

Once the predicted output ¢ is obtained (typically the result of a softmax activation), it
is compared to the true labely using a loss function. In classi cation tasks, the cross-entropy
loss is commonly used, de ned as:

X
L(y;¥$) = yi log(¥)
i=1
wherey is the true label (one-hot encoded) andyis the predicted probability for classi. The
loss function measures how far the predicted distribution is from the true distribution.

Backpropagation

To train the network, the model parameters fW (); b(Ng are updated to minimize the
loss. This is done using gradient-based optimization, such as stochastic gradient descent (SGD)
or Adam[15]. Backpropagation is the algorithm used to compute the gradients of the loss with
respect to each parameter in the network.

Backpropagation e ciently applies the chain rule of calculus to propagate the error
signal backward through the network. At each layer, it computes:

n. @

Q0 (2.1)
which can then be used to compute gradients of the weights and biases:
@ _ w0 vy @ _ o
@V m - (a ) ’ @ - (22)
These gradients are used to update the parameters using:
0 0 @ . L0 B0 @
w w av i’ b b @0 (2.3)

where is the learning rate.

Cross-Entropy with Class Weights

In the case of imbalanced datasets, where some classes are signi cantly underrepre-
sented, standard cross-entropy loss can lead to biased models that favor the majority class.
To mitigate this, class weights can be introduced to penalize misclassi cation of minority
classes more heavily. The weighted cross-entropy loss is de ned as:

X
L weighted (Y §) = w; i log(¥h);

i=1
where w; is a positive weight assigned to class, typically chosen inversely proportional to
class frequency. This adjustment increases the contribution of rare classes to the total loss,
encouraging the model to pay more attention to them during training. Weighted loss functions
are commonly used in fraud detection and other anomaly detection tasks where class imbalance
is signi cant[13], [16].

CTU in Prague Department of Cybernetics



8/60 2.3. EVALUATION

B 2.3 Evaluation

The performance of the classi cation models is assessed using several standard evalu-
ation metrics, including the confusion matrix, precision, recall, F1-score, Receiver Operating
Characteristic (ROC) curve, and Precision{Recall Curve (PRC).

In the context of imbalanced datasets, such as the one used in this thesis, the choice
of evaluation metrics is particularly important. Metrics like accuracy may be misleading, as
they can be dominated by the majority class. Therefore, greater emphasis is placed on metrics
that more accurately re ect performance on the minority (anomalous) classes.

® 2.3.1 Confusion Matrix

Confusion matrix is a table used to evaluate the performance of a classi cation algo-
rithm. It compares the predicted labels with the actual labels to show the number of correct
and incorrect predictions made by the model. It is particularly useful for understanding the
types of errors a classi er is making.

A confusion matrix for a binary classi cation problem is a 2x2 table that takes the
following form:

TP FP
FN TN

Each entry is de ned as follows:

= TP (True Positives): Number of instances correctly predicted as the positive class
(e.q., fraudulent transactions that were correctly identi ed as fraud).

= FP (False Positives): Number of instances incorrectly predicted as the positive class
(e.q., legitimate transactions wrongly agged as fraud).

® FN (False Negatives): Number of instances incorrectly predicted as the negative class
(e.g., fraudulent transactions that the model missed and labeled as legitimate).

®= TN (True Negatives): Number of instances correctly predicted as the negative class
(e.g., legitimate transactions correctly identi ed as non-fraud).

Confusion matrix provides the basis for several important performance metrics, such as preci-
sion, recall, and F1-score, which are particularly informative in contexts with class imbalance.

m 2.3.2 Accuracy

Accuracy is de ned as the ratio of correctly identi ed occurrences comparative to the
overall number of instances. The formula for quantifying binary accuracy is:

TP+ TN
TP+ TN +FP + FN

Accuracy =

Despite being the most widely used metric, it is extremely misleading when it comes to
highly imbalanced dataset like fraud detection in transactional data. The ratio of fraudulent
transactions is usually less than 1 percent of the total data. Therefore, even if the model
misclassi es all fraudulent cases, it will still achieve high accuracy of approximately 99%.

CTU in Prague Department of Cybernetics



2. THEORY OF MACHINE LEARNING 9/60

m 2.3.3 Precision

Precision is the proportion of all the model's positive classi cations that are actually
positive.

Correctly Classi ed Actual Positives _ TP

Precision = - - — =
Everything Classi ed as Positive TP+ FP

In the fraud detection example, precision measures the fraction of transactions classi ed
as fraud that were actually fraud.

m 2.3.4 Recall

Recall measures the model's ability to accurately predict the positive class. Intuitively,
it re ects how e ectively the model identi es all positive instances in the dataset.

_ Correctly Classi ed Actual Positives _ TP

Recall — =
Total Actual Positives TP+ FN

A high recall value means that the model successfully identi es most of the fraudulent
transactions, which is crucial in fraud detection to avoid missing potential fraudulent activity.

m 2.3.5 Fl-score

The F1 score is the harmonic mean of the precision and recall. It is used to evaluate
the balance between these two metrics in a classi cation model.

Precision Recall
Precision + Recall

F1=2

B 2.3.6 ROC Curve and AUC (Area Under Curve)

The Receiver Operating Characteristic (ROC) curve is a graphical representation of a
classi cation model's performance across di erent decision thresholds. In probabilistic classi-
ers, the model outputs a con dence score (typically between 0 and 1), and a prediction is
considered positive if the score exceeds a chosen threshold (e.g., 0.5 by default). By varying
this threshold, one can observe how the trade-o between the true positive rate (TPR) and
the false positive rate (FPR) evolves. The ROC curve plots TPR on the y-axis and FPR on
the x-axis, where TPR is equivalent to recall and FPR is de ned as:

FP

FPR= Ep+ TN

A classi er that achieves a curve closer to the top-left corner of the plot is considered
to perform better.

The Area Under the Curve (AUC) is a single number summarizing the overall
shape of the ROC curve. It ranges from 0 to 1. AUC close to 1 indicates perfect classi cation
| the model correctly ranks all positive instances above all negative ones. AUC around 0.5
indicates that the model is making random predictions.
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While the ROC curve is widely used, it can be misleading in the case of highly imbal-
anced datasets, such as in fraud detection. This is because the False Positive Rate may appear
low even when the absolute number of false positives is high, simply due to the large number
of true negatives. As a result, the ROC curve might suggest good performance even if the
model fails to adequately detect fraud. In such cases, precision-recall curves and metrics like
the Area Under the Precision-Recall Curve (AUPRC) often provide more meaningful insights.

m 2.3.7 Precision-Recall Curve

The Precision-Recall (PR) curve is an alternative to the ROC curve, particularly useful
for evaluating models on imbalanced datasets. It plots precision on the y-axis against recall
on the x-axis, across varying classi cation thresholds.

The PR curve is especially valuable when false positives and false negatives carry dif-
ferent costs, as it emphasizes the model's performance on the positive class. Unlike the ROC
curve | which can appear overly optimistic in imbalanced settings due to the abundance of
true negatives | the PR curve provides a more informative view by focusing on the propor-
tion of true positives among all predicted positives. This makes it especially relevant for fraud
detection, where the minority class (fraudulent transactions) is of primary interest.

B 24 Autoencoders and Latent Representations

Autoencoders are unsupervised neural network architectures used for learning com-
pressed representations of input data [17]. The main goal of an autoencoder is to map high-
dimensional input data into a lower-dimensional latent space and then reconstruct the original
input from that compressed representation. This process allows the network to learn meaning-
ful internal features, which can be useful for tasks such as dimensionality reduction, anomaly
detection, or representation learning.

m 2.4.1 Autoencoder Architecture

An autoencoder consists of two main components:

= Encoder: A neural network that transforms the input vector x 2 RY into a lower-
dimensional representationz 2 R* wherek < d. The encoder learns to capture the most
relevant information about the input.

= Decoder: A neural network that attempts to reconstruct the original input x from the
latent vector z. The decoder producest 2 RY, an approximation of the original input.

Input X Encoder Latent space Decoder Output R

Figure 2.4: Autoencoder architecture. The encoder compresses the inpwt into a latent rep-
resentation z, which the decoder uses to reconstruct the original input asR.
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The model is trained to minimize the reconstruction loss between the inputx and its
reconstruction g(f (x)), where f is the encoder andg is the decoder:

L (x; 9(f (x)))

Here, L is a loss function that penalizes dissimilarity between the input and its reconstruction.
A common choice is themean squared error (MSE)

1 xd
Luse(X;R) = = (X R)?

In this thesis, MSE is used as the reconstruction loss. It is particularly suitable for continuous,
real-valued inputs and emphasizes larger errors more heavily due to squaring.

Depending on the nature of the input data, other reconstruction losses may be more
appropriate. For instance, mean absolute error (MAE) may be preferred when robustness to
outliers is desired, as it penalizes large deviations linearly. For binary or normalized inputs,
binary cross-entropy is commonly used, especially when the output activation is sigmoid.

m 2.4.2 Using Latent Space for Classi cation

The latent space z produced by the encoder serves as a lower-dimensional represen-
tation of the input data. It is designed to capture the most salient features necessary for
reconstructing the input while ltering out noise or redundancy [17].

In this thesis, the encoder output is not only used for reconstruction, but also as the
input to a downstream classi er (e.g., MLP or prototype-based model). This setup enables
classi cation to operate in a compressed, semantically rich space and facilitates the application
of explainability techniques that analyze the internal structure of that latent space.

Formally, let fenc : RY!  RK denote the encoder, and lef s : R ! RC be the classi er
mapping the latent space toC class logits. The overall classi cation model is thus:

9 = far(fenc(X))

To jointly learn useful representations and enable accurate classi cation, the model is
trained by minimizing a combined loss:

Liotat = rec Lrect of Leif;

where L ¢¢ is the reconstruction loss, andL ¢ is the classi cation loss. The weighting factors
rec and ¢ control the trade-o between preserving input delity and optimizing predictive
performance.

This approach combines representation learning and classi cation, allowing the encoder
to learn important features and produce a compact, structured and denoised input space for
downstream tasks.

® 2.4.3 Dimensionality Reduction for Visualization

The latent space learned by the encoder is often lower-dimensional than the original
input space, but still too high-dimensional to interpret directly. To analyze and visualize the
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internal structure of this space, dimensionality reduction techniques can be used to project
the latent vectors into two or three dimensions.

Two commonly used methods for this purpose are:

= t-SNE (t-distributed Stochastic Neighbor Embedding)[18]: A non-linear tech-
nique that preserves local structure by modeling pairwise similarities between samples.
It is e ective for visualizing clusters but can distort global geometry.

= UMAP (Uniform Manifold Approximation and Projection)[19]: Another non-
linear method that preserves both local and global structure better than t-SNE in many
cases. UMAP is also typically faster and more scalable.

To illustrate the behavior of these methods, Figure 2.5 shows a side-by-side application of
t-SNE and UMAP on the MNIST dataset, which consists of images of ten handwritten digits.
Both methods reveal distinct clusters for each digit, but their layouts di er. t-SNE creates
tight clusters that are well-separated, but the overall structure looks somewhat scattered,
with no clear logic in how groups are arranged relative to each other. In contrast, UMAP
produces a more organized and structured layout: the digit groups are still distinct, but they
are positioned in a way that suggests relationships between them | for example, similar
digits (9, 7, 4) tend to appear closer together. UMAP also appears to show clearer separation
between some of the digit classes, with less overlap between clusters.

Figure 2.5: Comparison of t-SNE (left) and UMAP (right) applied to the MNIST dataset.
Each point corresponds to a digit, colored by class label.

In this thesis, both t-SNE and UMAP are applied to the latent vectors to visualize how
di erent types of transactions, including anomalies, are arranged in the learned space. These
visualizations help assess whether meaningful patterns or clusters are formed and whether
anomalies occupy distinguishable regions.

B 25 Post-hoc Explanation Methods

Post-hoc explanation methods aim to interpret the behavior of trained machine learning
models after training has been completed. These methods are especially important for com-
plex models such as neural networks, which are often considered "black boxes" due to their
high dimensionality and non-linear decision boundaries. This section presents techniques that
explain model predictions in terms of input features using local surrogate or attribution-based
methods.
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m 2.5.1 Motivation for Explainability

In many real-world applications, especially those involving high-stakes decision-making,
interpretability is as important as predictive performance. This is particularly true in the
domain of nancial fraud detection, where automated decisions can have legal, nancial, and
ethical consequences. Stakeholders | including analysts, auditors, and regulators | must be
able to understand and justify the model's decisions.

For example, if a model ags a transaction as potentially fraudulent, it is often necessary
to answer questions such as:

= Which features were most in uential in the model's decision?
= Does the decision align with known patterns of fraudulent behavior?
= |s the same reasoning applied consistently across similar cases?

Answering such questions requires interpretability methods that go beyond prediction
accuracy and provide insight into the model's internal reasoning. In addition to helping hu-
mans understand individual decisions, explainability can also be used to audit models for
potential biases. For example, if a model disproportionately ags transactions associated with
certain demographic groups or behaviors, XAl methods can help identify whether the model is
making decisions based on irrelevant or discriminatory patterns. This concern has been high-
lighted in other high-stakes domains, such as criminal justice, where a lack of transparency in
predictive models has led to fairness and accountability issues [20]. Interpretability thus serves
not only as a tool for understanding but also for promoting fairness and trust in automated
systems.

m 2.5.2 Local Interpretable Model-agnostic Explanations (LIME)

LIME is a post-hoc explanation technique introduced in the paper \Why Should | Trust
You?" by Ribeiro et al. [21] that aims to explain the predictions of any black-box classi er
by approximating it locally with an interpretable surrogate model. Although a model may be
complex globally, LIME assumes that its behavior in the vicinity of a speci c input instance
can be approximated by a simpler model, such as a sparse linear model.

Formally, given a complex classierf : X ! R, and a specic input sample x 2 X,
LIME constructs an explanation model g 2 G (e.g., a linear model or decision tree) that
approximates f in a local neighborhood ofx. The explanation is obtained by solving the
following optimization problem:

(x)=argmin L(f;g; x)+ ( 9);
g2G

where;

= | (f;g; x)is aloss function measuring how closely the surrogate modeg approximates
f near x, weighted by a proximity function ,

= ( g)is aregularization term that encourages interpretability (e.g., sparsity in the num-
ber of non-zero coe cients),

= ,(2) de nes the locality around x, typically using an exponential kernel over some
distance metric (e.g., cosine or Euclidean distance).

To t g, LIME generates a set of perturbed samples around, queries the black-box
model f to obtain predictions for those samples, and then trainsg to approximate f in the
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local region. The resulting explanation consists of the feature weights of, which describe
each input feature's contribution to the prediction at x.

LIME is widely used due to its simplicity and exibility across di erent model architec-
tures and data formats [22], [23]. However, as it focuses only on local delity, it may produce
inconsistent explanations if the global model behavior is highly non-linear or irregular [10].

m 2.5.3 SHapley Additive exPlanations (SHAP)

SHAP [24] is a post-hoc explanation framework that assigns each input feature an
importance value for a given prediction. It is grounded in cooperative game theory and builds
on the concept of Shapley values, which provide a theoretically justi ed method for attributing
a model's output to its input features.

SHAP interprets a model's prediction as a game, where each input feature acts as
a "player" contributing to the nal outcome. The goal is to fairly distribute the model's
prediction among the input features, based on their individual contributions. This is formalized
using Shapley values from cooperative game theory.

Given a modelf and input x 2 RY, the Shapley value ; for feature i is de ned as:
X iSiFi § Si 1)
JFj!

i(f; x) = fsiig(Xsr ig)  fs(Xs) ;

SFnf ig

where

= F is the set of all input features,

= S is any subset of features that does not include,

= f5(Xg) is the model's output when only the features inS are present,
= fgrr ig(Xsyr ig) IS the output when feature i is added to that subset.

The expression inside the brackets represents the marginal contribution of feature to subset
S, and the sum averages this over all possible subsets.

Although exact Shapley values are computationally expensive to calculate, SHAP has
e cient approximations and retains key theoretical properties. These include:

= Local accuracy (additivity): The explanation model matches the original model
prediction for each input:

f(x)= ot i
i=1
where g is the expected value of the model over the dataset.
= Consistency: If a model changes such that the marginal contribution of a feature
increases (for all subsets), its Shapley value will not decrease.
= Missingness: Features not present in a model input get zero attribution.

These theoretical guarantees make SHAP values uniquely reliable among feature attribution
methods.

Kernel SHAP. Kernel SHAP is a model-agnostic method for approximating SHAP values,
combining ideas from LIME and Shapley values. Instead of evaluating the exact Shapley
formula, which requires computing contributions from all 29 subsets (whered is the number
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of features), Kernel SHAP samples a manageable number of subsets and uses their evaluations
to estimate the Shapley values through weighted linear regression.

The approach operates on simpli ed binary input vectors z° 2 f 0; 1g%, which indicate
the presence or absence of features. A local surrogate model is trained to match the original
model's behavior over these perturbed samples. The key insight is that by using a specic
kernel to weight the importance of each sampled subset, the resulting regression coe cients
correspond to the SHAP values.

The Shapley kernel used to weight each sample is:

. dy
(2) &0 @)

wherejzY is the number of present features in the perturbed inputz® This kernel ensures that
the regression solution uniquely satis es the Shapley value axioms (local accuracy, consistency,
and missingness).

In the SHAP paper [24], the authors prove that this speci c kernel, combined with a
locally weighted linear model, is the only formulation that recovers Shapley values as additive
feature attributions for any model f .

B 2.5.4 Sparse Linear Models (Lasso)

Sparse linear models are a simple but powerful approach for interpreting high-
dimensional data, especially when only a subset of features is expected to be relevant for
each prediction. The Lasso (Least Absolute Shrinkage and Selection Operator) [25] is a lin-
ear regression model that includes an 1-penalty term to encourage sparsity in the feature
coe cients.

The Lasso optimization problem is de ned as:

“zargmin ky X ki+ k ki ;

where;

X 2 R" 9 s the feature matrix,

= y 2 R" is the target vector (e.g., black-box predictions),
2 RY is the vector of model coe cients,

= 0 controls the degree of sparsity.

This objective is equivalent to minimizing the average squared error plus ani-penalty,
a formulation commonly used in practical implementations. The “; penalty encourages many
coecients in  to become exactly zero, which makes the resulting model more interpretable
and resistant to over tting.

B 2.6 Prototype-based Methods

Prototype-based methods o er an interpretable approach to machine learning by associ-
ating predictions with representative examples. Unlike black-box models that rely on abstract,
high-dimensional decision boundaries, these models make decisions by comparing new inputs
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to a set of learned reference points called prototypes. These prototypes are not selected di-
rectly from the training data but are learned in the latent space and later projected onto the
closest actual training instances to enhance interpretability.

A prominent example of this approach is ProtoPNet, introduced by Chen et al. in the
paper "This Looks Like That: Deep Learning for Interpretable Image Recognition" [9]. The
method enhances interpretability in image classi cation by learning a set of representative
image patches, which act as prototypes for di erent classes. During inference, an input image
is classi ed based on how similar its features are to these prototypes. The method promotes
interpretability by explicitly linking predictions to real training examples, making it possible
to explain why a given input belongs to a particular class.

The original ProtoPNet architecture involves the following components:

= A convolutional encoder that transforms input images into spatial feature maps.
= A prototype layer consisting of m learnable prototype vectors, each associated with a
class and corresponding to a speci ¢ spatial region in the feature map.
= A similarity-based mechanism: distances between input features and prototypes are
converted into similarity scores used for classi cation.
= A linear classi er that combines similarity scores to produce class logits.
= A specialized loss function composed of:
= Classi cation loss (Class): standard cross-entropy to ensure predictive accuracy.
= Clustering loss (Clst): encourages prototypes to move closer to latent patches from
the same class.
= Separation loss (Sep): pushes prototypes away from patches belonging to other
classes.

The similarity score between a prototypep; and an input x is computed based on the
minimum distance betweenp; and all spatial patchesz- of the encoded feature magf (x). A
decreasing function is applied to obtain a similarity measure:

kz. pjk3+1
]2

where" is a small constant added for numerical stability.

While the original method was designed for image classi cation with spatial feature
maps, this thesis adapts the idea to vector-based latent representations obtained from tabular
transaction data. Instead of spatial feature maps, each inputx is mapped to a xed-length
latent vector using an encoder. Prototypes are learned directly in this latent space, with each
prototype representing a latent pattern typical for a class. While the original ProtoPNet com-
pares spatial patches, the adapted model compares the entire latent vector to each prototype.

The adapted model architecture consists of:

= An encoderf that maps input vectors to a latent space,

= A prototype layer gr containing m learnable prototype vectorsp; 2 RD.

= A similarity function that compares the latent representation to each prototype.
= A nal linear classi er | that maps similarity scores to class logits.

Given an input vector x, the encoder produces a latent representation:

z=f(x)2 RP: (2.4)
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In this setting, each prototype p; 2 RP is compared to the full latent vector. The
prototype layer computes squared Euclidean distances:

d=gp(2)= kz piks::i;kz pmks : (2.5)

To transform distances into similarity scores, the following function is applied:

1+d

s=log g+ :

where the transformation yields high similarity for small distances. These scores are then
passed to a linear classi er:

Optimization Process. Each training epoch consists of three phases:

= Joint optimization of encoder and prototypes.
= Projection of prototypes onto training data to enhance interpretability.
= Optimization of the nal classi er with xed encoder and prototype parameters.

() Joint Optimization of Encoder and Prototypes: The model minimizes the follow-
ing objective:
rfn'in Class+ 1 Clst+ » Sep (2.6)
where:
1 X
Class = o CrossEntropy(¥;Vi); 2.7)
i=1
1 : 2
Clst= — min kz; pjks3; (2.8)
n i1 pj 2Py,
Sep = 1)@ min kz; p;ks: (2.9)
Ny PIZPy - '
(i) Prototype Projection: Instead of selecting representative image patches, as done in

image-based ProtoPNet, each prototype is updated to match the nearest training latent
vector from its assigned class:

p;j arg min kpj zik3: (2.10)
ziyi=k
(iii) Final Layer Optimization: The classi er is ne-tuned with xed encoder and proto-

type parameters. Initial weights are set as:

(
wlki) = 10 Py 2 Py @11
0:5; otherwise
This setting encourages the classi er to increase the logit of clask when prototypes from Py
are highly activated, and to suppress the logits for other classes. The values are based on the
original ProtoPNet formulation [9], designed to guide the latent space toward discriminative,
class-speci c structure.
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Interpretability. The model inherently supports interpretability, as each prediction can be
traced to its proximity to class-speci ¢ prototypes. In this context, prototypes represent latent
transaction patterns, enabling post-hoc analysis of classi er decisions based on similarity to
learned, representative examples.

B 2.7 Metric Learning with Triplet Loss

The prototype approach relies on good representation of the latent space, where the
Euclidean distance serves as a meaningful similarity metric. However, achieving such a repre-
sentation may be too di cult in an unsupervised manner. Therefore, we investigate the use
of metric learning methods to better organize the latent space. Speci cally, we focus on the
triplet loss that is widely used in metric learning and face recognition to encourage separation
between classes in the latent space[26].

Triplet Loss Formulation. The triplet loss operates on three samples:

= An anchor z 4 | a sample of a particular class,
= A positive z , | another sample of the same class,
= A negative z , | a sample from a di erent class.

The loss encourages the distance between the anchor and the positive to be smaller than
the distance between the anchor and the negative, by a margin> 0:

Luiplet (Za;Zp;Zn; )=max fO;D (za;zp) D (Zaizn)+ ¢ (2.12)

where D is a general distance with parameter . The metric is typically used to learn the
parameter

This objective enforces local clustering of samples from the same class while repelling
samples from di erent classes.

Bene ts for Anomaly Type Di erentiation. In the anomaly detection context, where
each anomaly type re ects a distinct behavioral pattern, prototype collapse can occur with-
out additional constraints. Triplet loss can be used to encourage better separation between
anomaly-type prototypes by anchoring them to class-consistent examples. This improves the
spatial organization of the latent space and enhances interpretability by aligning each proto-
type more clearly with its intended class.
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B 3 Data

B 3.1 Introduction to the Dataset

This thesis makes use of a synthetic dataset developed for the Amaretto framework, an
active learning system designed to detect money laundering in nancial transactions[27]. Due
to legal, regulatory, and con dentiality constraints, access to real-world anti-money laundering
(AML) data is extremely limited. As a result, the dataset was provided as part of the Amaretto
framework, developed in collaboration with an industry partner to replicate the structure,
complexity, and behavioral patterns of real nancial markets.

The dataset simulates client activity in international capital markets and includes both
legitimate and anomalous transaction behaviors. Anomalous patterns are based on established
anti-money laundering typologies and are embedded in a high-volume, highly imbalanced
transaction stream. The dataset has been publicly released to support reproducibility in AML
research and has been used to evaluate several machine learning-based detection approaches.

In the context of this thesis, the dataset serves as a challenging and realistic benchmark
for evaluating classi er behavior and explainability in latent space. Its multi-dimensional
structure and subtle anomalous patterns provide a strong testbed for interpretability methods
applied to high-dimensional representations.

B 3.2 Dataset Composition

m 3.2.1 Dataset Statistics

The dataset consists of synthetic nancial transactions simulating the behavior of insti-
tutional clients operating in international capital markets. It was generated using a custom-
built tool designed to mimic real-world transaction patterns, volumes, and client behaviors.
The result is a rich and complex dataset that closely resembles the structure and statisti-
cal properties of actual nancial transaction logs encountered in the anti-money laundering
(AML) domain.

Volume and Scope. The dataset includes a total of 29,704,090 transactions executed
over 60 business days , corresponding to12 weeks of market activity (excluding weekends).
These transactions were generated fod00 distinct clients , referred to asend clients each
acting as a transaction originator.

Client Activity Distribution. The transaction activity is highly skewed among the
clients:

= Approximately 90% of the clients conducted at least50,000 transactions over the
60-day period.

= The top 10% of clients were responsible for approximately50% of the total trans-
action volume , each generating around400,000 transactions
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Transaction Amount Distribution. The dataset captures a realistic spread of transaction
sizes:

= 98.43% of transactions involve amounts less than$1,000,000 .
= Approximately 40% of all transactions are below$10,000.

This long-tailed distribution re ects typical capital market behaviors, where the majority of
trades are moderate in size, with a minority involving large capital movements.

Figure 3.1: Distribution of normalized transaction amounts. The x-axis is log-scaled to reveal
long-tailed behavior, where a majority of transactions involve relatively small amounts.

Temporal Structure. Transactions are evenly distributed across the 12-week period. A
typical week includes 5 business days, re ecting market closures on weekends. Most transac-
tions occur during standard market hours, while only a small fraction takes place during early
morning or late-day windows.
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Figure 3.2: Distribution of transactions by hour of day (log-scaled y-axis). Most transactions
occur during standard market hours, while early morning and late-day windows show signi -
cantly fewer activities.

Currency and Market Diversity. Transactions involve multiple currencies and span sev-
eral market types, which adds to the dataset's realism and complexity. This is essential for
simulating laundering behavior, which often involves cross-currency trades and atypical mar-
ket interactions.

Class Imbalance.  The dataset isheavily imbalanced , with less than 1% of transactions
labeled as anomalous. This aligns with real-world AML challenges, where suspicious activity is
both rare and subtle. This imbalance makes the dataset particularly well-suited for evaluating
both detection performance and classi er behavior under skewed distributions.

m 3.2.2 Features

The dataset contains a set of features that represent transactional and contextual in-
formation typical of capital markets. These raw features form the foundational layer of the
dataset and are used for subsequent preprocessing, aggregation, and modeling. Below is a
description of each feature included in the original dataset:

= jd: A unique transaction identi er, represented as a 32-bit unsigned integer. It serves
only as a technical reference and carries no analytical value.

= Qriginator : A categorical string identi er representing the client (e.g., Client _051,
Client _367). There are 400 unique clients in total, each acting as the originator of one
or more transactions.

= InputOutput : A categorical variable indicating the direction of the transaction. It
takes one of two valuesBuyor Sell .

= Market : A numerical identi er for the market where the transaction was executed.
It takes integer values ranging from 1 to 4, representing di erent nancial markets or
exchanges. The speci ¢ market mappings are anonymized.
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= Product Type : A categorical feature describing the nancial instrument involved
in the transaction. The dataset includes 17 distinct types, such asFX Repo Bond
FutureEquity , and others. These re ect the diversity of assets traded in the capital
markets.

= Product Class : A higher-level categorization of the transaction type. There are four
main classesTrade, External Fee, Cash in/out, and ADR ConversionThis eld provides
a coarse grouping for analyzing transaction intent or purpose.

= Normalized Amount : A oating-point variable representing the monetary amount of
the transaction. All values have been normalized, though they still preserve meaningful
scale (e.g., values can exceed one million). This is a key numerical feature for identifying
anomalous transaction sizes.

= Currency : An integer-encoded categorical variable denoting the currency in which the
transaction occurred. The dataset includes two currency identi ers (1 and 2), represent-
ing anonymized at currencies.

= Anomaly : A label indicating whether a transaction is part of a known anomalous
pattern. The values range from 0 to 5, where0 indicates a legitimate transaction and
values 1 to 5 correspond to di erent injected anomaly classes (see Section 3.3).

= datetime : A timestamp indicating the exact time the transaction was executed, with
microsecond resolution. This feature is essential for temporal aggregation and for de-
tecting behaviors such as activity burst or o -hour trading.

Table 3.1: Summary of original dataset features

Domain / Example
12821854, 3125856

Description
Unique transaction 1D

Feature Name Type
id Identi er (u32)

Product Type
Product Class
Normalized Amount
Currency

Anomaly

datetime

Categorical (str)
Categorical (str)
Numerical (f64)
Categorical (int)
Categorical (int)

Financial instrument type
High-level transaction class
Transaction amount
Currency identi er

Anomaly label

Transaction time

Originator Categorical (str) | Client identi er Client _051, Client _367
InputOutput Categorical (str) | Direction of transaction Buy, Sell
Market Categorical (int) | Market identi er 1,2,3,4

FX Bond Repo

Trade, Cash in/out
67474.37, 3.3e6

1,2

0 (legit), 1{5 (anomalies)
2019-01-17 19:44:27

Timestamp ( s)

B 3.3 Anomaly Classes

In order to simulate realistic anti-money laundering (AML) scenarios, the dataset in-
cludes a small proportion of synthetic anomalies. These anomalies were injected by domain
experts to re ect common suspicious transaction patterns as de ned by the Financial Action
Task Force (FATF). Each anomaly is assigned a unique integer label from 1 to 5 in théAnomaly
column, while legitimate transactions are labeled as 0.

The anomalies are designed to be subtle and well-hidden, often mimicking the statistical
properties of legitimate transactions to make detection more challenging. Below is a description
of each anomaly class:

() Small but highly frequent transactions generated within a short timeframe:
A pattern that contains multiple transactions below applicable reporting thresholds.
(i) Transactions with rounded normalized amounts bought or sold within an
account: It is unusual for transactions in capital markets to have rounded amounts
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(iif)

(iv)

v)

(unless they occur in markets where foreign exchange conversion causes rounding errors).
Security bought or sold at an unusual time: It is unusual for clients to trade
speci ¢ securities outside of a speci c timeframe (for example, outside of the opening
and closing times of a stock exchange).

Large asset withdrawal: A sudden spike in transaction amount withdrawn from an
account or transferred out, which deviates from the previous transactional activity and

is absent of any commercial rationale or related corporate action event.

An unusually large amount of collateral transferred in and out of an account

within a short period of time: This behavior is unusual as a client would not be
able to invest by simply trading collateral, or at least such a strategy would be unusual.

Each anomaly type is designed to challenge di erent aspects of anomaly detection algo-

rithms, such as temporal analysis, behavioral pro ling, and statistical rarity. Their presence
supports evaluation of models not only in detection accuracy but also in robustness and
explainability under diverse threat scenarios.

Anomaly Type Number of Transactions Proportion in Dataset

1 5,884 7.24%
2 2,576 3.17%
3 12,088 14.87%
4 30,640 37.70%
5 30,080 37.01%

Table 3.2: Distribution of di erent anomalous transaction types.

3.4 Data Preprocessing and Feature Aggregation

Before applying machine learning models to the transaction data, a comprehensive pre-

processing and feature engineering pipeline was applied to convert the original raw elds into
a rich and structured set of numerical features. The preprocessing aimed to extract temporal,
behavioral, and statistical properties from transaction activity that are relevant for anomaly
detection, especially in the context of explainable models.

Preprocessing Overview

The dataset initially consists of raw transactional attributes such as the originator ID,

transaction direction, market and product identi ers, currency, amount, and timestamp. To
make this data suitable for machine learning, several key preprocessing steps were performed:

= Timestamp normalization and periodic encoding: The datetime eld was used

to extract hour, day, and weekday components, which were then encoded using sine and
cosine transformations to capture the cyclical nature of time-based patterns.

= Amount transformation: Transaction amounts were log-transformed [oglp) to re-

duce the impact of extreme values and better re ect human-scale di erences between
small and large amounts.

= Categorical encoding: Categorical features such as market, product type, product

class, and currency were one-hot encoded. Additionally, cumulative counts and relative
frequencies of these categories per originator were computed to capture client-speci ¢
preferences or biases.
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= Boolean feature derivation: A binary feature was created to indicate whether a
transaction had a perfectly rounded amount (a common trait in anomalous behavior),
as well as a binary ag for transactions occurring during unusual trading hours (e.g.,
between 2:00 AM and 5:00 AM).

Temporal and Behavioral Aggregation

To capture temporal dynamics and transaction context, a variety of time-based and
sequence-based features were derived:

= Lag-based features: For each transaction, timestamp and amount di erences to pre-
vious transactions (lags of 1{5) were computed within various groupings: per originator,
per market, per product type, and per product class. This helps detect irregular timing
or sudden changes in behavior.

= Rolling window statistics: Using xed time windows of 1 hour, 12 hours, 1 day,
and 7 days, rolling means, sums, standard deviations, and transaction counts were com-
puted globally and per originator. These features capture short- and long-term trends
or volatility in behavior.

= Frequency-based behavior modeling: The relative frequency of each categorical
value (e.g., how often an originator uses a certain market or product type) was tracked
cumulatively and normalized to estimate evolving client pro les.

Final Feature Set

The result of this process was a high-dimensional, fully numerical feature matrix con-
sisting of 118 features (excluding the target anomaly label). These features encompass:

= One-hot encoded transaction properties (e.g., product and market types)
Log-transformed and derived amount statistics

Cyclical and binary time features

Lagged timestamp and amount di erences

Rolling window statistics over multiple time scales

Client-level cumulative counts and relative frequencies

This diverse feature set captures both short-term and long-term behavioral patterns,
enabling the model to identify immediate irregularities as well as more subtle deviations
over time. Because the input features are derived from meaningful temporal, categorical, and
behavioral properties, they provide a solid foundation for analyzing patterns in the latent
space and performing post-hoc explanations of model decisions.

B 3.5 Limitations of the Dataset

While the dataset used in this thesis o ers a valuable and realistic approximation of
transaction activity in capital markets, several limitations must be acknowledged regarding
its origin, design, and generalizability.

Synthetic Nature of the Data. The dataset is entirely synthetic and was generated using
a rule-based simulator designed in collaboration with industry experts. While it approximates
the structure and statistical properties of real nancial transactions, synthetic data inherently
lacks the unpredictability, noise, and adversarial behavior that characterize real-world nancial
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systems. As such, models trained and evaluated on this dataset may perform di erently when
deployed in operational environments with truly adversarial actors.

Bias from Prede ned Anomaly Patterns. Anomalies in the dataset were manually in-
jected based on prede ned patterns inspired by FATF typologies. While these re ect common
forms of money laundering, they represent a limited subset of possible suspicious behaviors.
Consequently, the dataset may bias models toward detecting only those speci ¢ patterns and
not generalize well to more subtle or novel laundering strategies.

Domain-Speci c Design. The dataset simulates institutional client activity in capital
markets. It does not include data from other nancial sectors such as retail banking, n-
tech platforms, or cryptocurrency exchanges. Therefore, results obtained using this dataset
may not generalize to other transaction environments with di erent user behavior, regulatory
constraints, or risk pro les.

Feature Engineering Based on Known Anomalies. The feature engineering process is
designed to capture the characteristics of the speci c anomaly types present in the data. As a
result, the feature space may not include attributes that are useful for detecting other forms
of suspicious behavior that were not anticipated during dataset construction.

Absence of Feedback Dynamics. In practice, anti-money laundering systems are part
of an interactive process that includes analyst reviews, feedback loops, and evolving criminal
tactics. The dataset does not model any of these dynamics. All clients and transactions follow
xed patterns, and no adaptation occurs in response to detection or changes in strategy.

In summary, while the dataset is useful for benchmarking detection models and studying
explainability, it does not fully represent the complexity of real-world nancial crime detection
scenarios. These limitations should be considered when evaluating the general applicability of
the ndings.
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B 4 Experiments

B 4.1 Unsupervised Latent Representation

To explore whether meaningful structure emerges in the absence of label supervision, an
autoencoder was trained solely to reconstruct input transactions. The goal of this experiment
is to assess whether the latent space learned by the encoder naturally separates anomalous
transactions from normal ones.

® 4.1.1 Autoencoder Setup.

The autoencoder consists of a fully connected encoder and decoder, with the latent space
dimension set to either 2 or 16. The 2-dimensional variant is used to directly visualize the
encoded space, while the 16-dimensional version provides a more expressive representation that
preserves additional information. Both models are trained using a mean squared reconstruction
loss on normalized features.

Parameter Latent Dim = 2 Latent Dim = 16

Input / Output Dimension 118

Hidden Layers (Encoder) [32, 16] [64, 32]
Hidden Layers (Decoder) [16, 32] [32, 64]
Activation Function Tanh

Optimizer AdamW (Ir = 0.001, weight decay = 0.001)
Loss Function MSELoss

Epochs 7

Table 4.1: Autoencoder con gurations used in unsupervised experiments.

m 4.1.2 Latent Space Visualization

To assess whether meaningful structure emerges in the latent space without supervision,
the encoded representations were visualized for both autoencoder variants. For the model
with a 16-dimensional latent space, the embeddings were projected to two dimensions using
Uniform Manifold Approximation and Projection (UMAP). In contrast, the autoencoder with
a 2-dimensional latent space required no additional dimensionality reduction.

Two types of visualizations are presented for each model. The plot on the left shows
a random subsample of approximately 70,000 transactions, with 10% of them labeled as
anomalies. The sampling process preserves the original class distribution among anomaly
types. The plot on the right displays only the anomalous transactions, allowing for a clearer
view of how di erent anomaly types are positioned relative to one another in the latent space.

It is important to note that dimensionality reduction methods such as UMAP and t-
SNE t their projection based on the data provided. As a result, the resulting structure can
vary depending on whether normal transactions are included or not. This should be kept in
mind when interpreting apparent cluster shapes or distances between points.
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