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Abstract

Autonomous drone racing presents a demanding challenge that requires fast and
accurate visual perception and localization without human intervention. This thesis
addresses the task of detecting drone racing gates using deep neural networks and
estimating the global pose of the drone. Several gate detection strategies are pro-
posed, including newly implemented models and adaptations of existing approaches,
with a focus on real-time applicability in onboard systems. Furthermore, a complete
vision-only localization pipeline is introduced, which estimates the global pose of the
drone by matching detected gates to known map coordinates using geometric cor-
respondences and the PnP algorithm. The proposed models achieve inference times
as low as 22 milliseconds per frame and gate detection accuracy exceeding 92% on
real-world racing data. The localization pipeline provides global pose estimates with
an average position error of 22.75 meters, demonstrating the challenges and limita-
tions of robust real-time navigation using visual input alone in competitive drone
racing scenarios.

Keywords: autonomous drone racing, gate detection, deep neural networks, com-
puter vision, global localization, pose estimation, vision-only localization
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Abstrakt

Autonomn�� z�avody dron�u p�redstavuj�� n�aro�cnou �ulohu, kter�a vy�zaduje rychl�e a p�resn�e
zpracov�an�� obrazov�ych dat a lokalizaci bez z�asahu �clov�eka. Tato pr�ace se zab�yv�a
detekc�� z�avodn��ch branek pomoc�� hlubok�ych neuronov�ych s��t�� a odhadem glob�aln��
pozice dronu. P�redstaveno je n�ekolik strategi�� detekce branek, zahrnuj��c��ch nov�e
implementovan�e modely i upraven�e verze existuj��c��ch p�r��stup�u, p�ri�cem�z d�uraz je
kladen na jejich vyu�zit�� v re�aln�em �case v palubn��ch syst�emech. Sou�c�ast�� pr�ace
je rovn�e�z kompletn�� lokaliza�cn�� syst�em zalo�zen�y v�yhradn�e na vizu�aln��ch datech,
kter�y odhaduje glob�aln�� polohu dronu porovn�av�an��m detekovan�ych bran s p�redem
zn�am�ymi sou�radnicemi na map�e pomoc�� geometrick�ych korespondenc�� a algoritmu
PnP. Navr�zen�e modely dosahuj�� doby zpracov�an�� a�z 22 milisekund na sn��mek a
p�resnosti detekce bran p�resahuj��c�� 92% na datech z re�aln�ych z�avod�u. Navr�zen�y
lokaliza�cn�� syst�em poskytuje odhady glob�aln�� pozice s pr�um�ernou chybou 22,75
metru, co�z poukazuje na n�aro�cnost spolehliv�e navigace v re�aln�em �case pouze na
z�aklad�e vizu�aln��ch vstup�u v sout�e�zn��ch podm��nk�ach z�avod�u dron�u.

Kl���cov�a slova: autonomn�� z�avody dron�u, detekce branek, hlubok�e neuronov�e s��t�e,
po�c��ta�cov�e vid�en��, glob�aln�� lokalizace, odhad polohy, vizu�aln�� lokalizace
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Acronyms

2D two-dimensional. 1{3, 24{26
3D three-dimensional. 1{3, 24{26, 37, 38

ADRNet Accurate Drone Racing Network. 5, 6, 8

BL bottom-left. 12, 13, 23, 24
BR bottom-right. 12, 13, 23, 24

CNN Convolutional Neural Network. 4{6, 9

DoF degrees of freedom. 1, 9, 24
DPP Distributed Data Parallel. 28

EKF extended Kalman �lter. 6, 8, 9

FN False Negative. 32, 33
FP False Positive. 32, 33

GT Ground Truth. 10, 13, 14, 28, 29, 32, 33, 37

ILSVRC ImageNet Large Scale Visual Recognition Challenge. 5
IMU Inertial Measurement Unit. 37
IoU Intersection over Union. 29
IPPE In�nitesimal Plane-Based Pose Estimation. 9

LOS Line-Of-Sight. 6, 8

MAE Mean Absolute Error. 37, 38
MSE Mean Squared Error. 13, 14

PAF Part A�nity Field. 1, 3, 7, 9{16, 29, 40
PID Proportional{Integral{Derivative. 6
PnP Perspective-n-Point. v, vi, 1{4, 7, 10, 24{26, 38

R-CNN Region-based Convolutional Neural Network. 5
RMSE Root Mean Squared Error. 37, 38
ROS Robot Operating System. 14

SSD Single Shot MultiBox Detector. 5, 6
Std Standard Deviation. 37, 38

TL top-left. 12, 13, 23, 24
TP True Positive. 32, 33
TR top-right. 12, 13, 23, 24

VIO Visual-Inertial Odometry. 1, 2, 8, 9, 24, 28, 37, 38, 40

YOLO You Only Look Once. 5
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Mathematical notation

x; p; s 2D or 3D vector (e.g., pixel, position, corner)
X 3D point matrix (e.g., local or global gate corners)
R ab Rotation matrix from frame b to frame a
t ab Translation vector from frame b to frame a
T ab Homogeneous transformation matrix fromb to a
� (�) Camera projection function
L Loss function
L corners , L PAFs Losses for corner heatmaps and PAF vector �elds
C �

j (p), Ĉj (p) Ground truth / predicted heatmap for corner type j at pixel p
E �

(k;l ) (p), Ê (k;l ) (p) GT / predicted PAF vector between corners k and l
v (k;l ) Unit vector from corner k to l
kxk Euclidean norm (magnitude) of vector x
jxj Absolute value of scalarx
x | y Inner product of vectors x and y
arccos(�) Inverse cosine (used to compute angle between vectors)
\ (R ) Rotation angle of a rotation matrix R
S(ps; pe) Line integral score along predicted PAF
C[i; j ] Element of the cost matrix used for assignment optimization
W , H Gate width and height

Table 1: Mathematical notation and symbols used throughout the thesis.
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1 Introduction

Autonomous drone racing presents a di�cult challenge that involves fast gate detection
and global position estimation using only onboard sensors. It requires reliable gate detection
under di�cult visual conditions and the accurate estimation of the global position of the
drone without external assistance. Recent competitions have demonstrated that autonomous
systems can match or exceed human performance, achieving fast and stable 
ight in visually
complex indoor environments. A comprehensive survey [6] reviewed the latest developments
in autonomous drone racing, with a focus on perception, planning, and control systems that
support reliable onboard operation. This work was developed for the Autonomous Racing
League (A2RL), a global competition in autonomous drone racing aimed at advancing real-
time onboard AI systems. The 2025 A2RL drone racing challenge, hosted in Abu Dhabi by
ASPIRE and the UAE's Advanced Technology Research Council, brought together 14 �nalist
teams from over 200 applicants, including the Czech team Fly4Future & MRS CTU.

To address the limitations of existing systems, a vision-only global localization pipeline
was implemented using camera input and a known map of gate positions. As reviewed in [6],
most competitive pipelines combine gate detections with inertial measurements using Visual-
Inertial Odometry (VIO), assuming a known track layout. However, VIO can drift over time
and may be unreliable when rapid global corrections are needed. During real-time racing,
external systems such as GPS or motion capture are unavailable, and all processing must
be done onboard with limited computing power. The method proposed in this thesis esti-
mates the drone position using geometric constraints between 2D gate corners detected in
the image and their known 3D positions. The 6-DoF camera pose is computed using the
Perspective-n-Point (PnP) algorithm [35]. To estimate the drone position, reliable gate detec-
tion is required, with a particular focus on the accurate localization of gate corners. Several
gate detection methods have been proposed in recent years, including object detection [15],
[25], [26], segmentation [10], [11], and center-based approaches [12]. In this thesis, multiple
gate detection pipelines were developed, including three YOLOv8-based methods [8] using
bounding boxes, oriented bounding boxes, and segmentation to extract gate contours, as well
as a UNet-based method predicting corner heatmaps and Part A�nity Fields (PAFs), inspired
by the AlphaPilot system [11].

The technical challenges of global vision-based localization resulted in overall accuracy
that was not su�cient for reliable racing deployment. The key limitations were caused by
imprecise corner detections, a low number of visible gates, and inaccurate results from the
PnP algorithm. These issues were further ampli�ed by the high computational demands of
convolutional neural networks used in this work, such as UNet and YOLOv8. These models
often exceed the processing capabilities of the lightweight drone used in this work, which was
equipped with an embedded NVIDIA Jetson Orin NX hardware. Although smaller architec-
tures, such as shallower UNet variants and YOLOv8n, are faster, they tend to be less accurate
in detecting gate features. This motivated the main contribution of this thesis, which is the
implementation and comparison of several neural network-based gate detection methods and
a vision-only global pose estimation pipeline. To the best of our knowledge, such a vision-only
localization system has not yet been proposed in the context of autonomous drone racing. A
visualization of the estimated pose and reprojected gates is shown in Figure 1.1.

CTU in Prague Department of Cybernetics



2/44 1.1. THESIS STRUCTURE

(a) Camera view with detected corners and re-
projected gate axes using PnP.

(b) three-dimensional (3D) arena view showing
VIO-based reference and predicted drone posi-
tion.

Figure 1.1: Visualization of global pose estimation results. (a) Shows the reprojected gate
axes based on the estimated camera pose using detected two-dimensional (2D) corners and
the PnP algorithm. (b) Shows the estimated drone pose and the VIO-based reference pose
within the 3D arena.

The implemented gate detection pipelines were evaluated and compared with an adapted
version of PencilNet [12] using consistent metrics to identify the most e�ective solution for
onboard deployment. In terms of gate center localization, the UNet and YOLOv8 models
achieved reliable results, while the adapted PencilNet model performed poorly, con�rming
that center-based approaches are insu�cient for this task. The highest detection performance
was achieved by models that directly predict corners, such as UNet and the YOLOv8 model
using bounding boxes. The YOLOv8 bounding box model achieved the best overall detection
accuracy, with a Gate Precision of 92.87% and Gate Recall of 88.98%, while maintaining a low
inference time of 21.96 ms. The selected UNet variant reached a higher Gate Recall of 94.12%
and comparable precision, with only a slightly higher inference time of 23.57 ms. The UNet
model was selected as the �nal solution due to more extensive testing and greater adapt-
ability, which allowed for 
exible architectural adjustments suited to onboard deployment
requirements. For global localization, the proposed vision-only pipeline achieved an average
position error of 22.75 m when compared to a reference based on VIO, in which gate detections
were fused with inertial measurements to reduce drift. While the gate detections signi�cantly
improved VIO performance, they were not su�cient on their own for accurate standalone
localization. These results indicate that although deep learning models can provide reliable
gate detection, further work is needed to improve the robustness and precision of vision-only
localization.

1.1 Thesis Structure

This thesis is divided into several chapters that re
ect the development, implementation,
and evaluation of gate detection and localization methods.

The opening chapter, Chapter 1, introduces the motivation and context of this work,
including the challenges of vision-only global localization. The main contributions are sum-
marized, including the implementation of several gate detection pipelines and a vision-only
pose estimation method based on detected gate corners and the PnP algorithm.

A review of relevant literature in Chapter 2 places the proposed approaches in con-
text with previous research. This chapter discusses classical computer vision methods, deep

CTU in Prague Department of Cybernetics
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