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Abstract

Flying unmanned aerial vehicles (UAV)
in urban environments is challenging due
to complex wind patterns caused by build-
ings, streets, and other obstacles. These
generate turbulences, gusts, and local-
ized vortices that can destabilize flight.
Conventional wind prediction methods
like Numerical Weather Prediction lack
the spatial resolution needed for low-
altitude flight, while high-fidelity Com-
putational Fluid Dynamics (CFD) mod-
els are too slow for real-time use. This
thesis presents a neural network that pre-
dicts time-averaged wind fields from ur-
ban geometry and mesoscale wind mea-
surements. The approach combines su-
pervised learning on CFD-generated data
with a self-supervised refinement phase
that learns from simulated UAV trajec-
tories. A dilerkntiable UAV dynamics
model and physics-informed losses guide
this refinement process. Both approaches
are trained and validated using CFD sim-
ulations. The neural predictor is shown to
produce accurate wind estimates in small
urban environments, with output suitable
for high-level UAV decision-making tasks
such as path planning.

Keywords: Computational Fluid
Dynamics, unmanned aerial vehicle,
time-averaged wind flow, neural network
wind prediction, trajectory-based
learning, data-driven learning,
physics-informed learning

Supervisor: doc. Ing. Karel
Zimmermann, Ph.D.
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Abstrakt

Létani bezpilotniho letounu (UAV) v
méstském prostredi je naro¢né kvili slo-
Zzitym vétrnym jevim zplsobenym budo-
vami, ulicemi a dal§imi pfekazkami. Tyto
prvky vytvareji turbulence, poryvy a lo-
kalizované viry, které mohou destabilizo-
vat let. Konvencni metody predikce vétru,
jako jsou numerické predpovédi pocasi,
postradaji prostorové rozliseni potrebné
pro let v nizkych vyskach, zatimco vysoce
presné modely vypocetni dynamiky teku-
tin (CFD) jsou pfilis pomalé pro pouziti v
realném Case. Tato prace predstavuje neu-
ronovou sit, ktera predikuje ¢asové pra-
mérovana vétrna pole na zakladé méstské
geometrie a mezoméritkovych méreni vé-
tru. PFistup kombinuje uceni na datech
generovanych pomoci CFD s naslednou
fazi uCeni z trajektorii UAV simulovanych
pomoci diferenciovatelného dynamického
modelu UAV. Tento proces je veden fy-
zikalné zaloZzenymi ztratovymi funkcemi.
Oba pristupy jsou trénovany a validovany
na zékladé CFD simulaci. Neuronovy pre-
diktor prokazuje schopnost presné odha-
dovat vétrna pole v malych méstskych
oblastech v redlnym ¢ase a jeho vystup je
vhodny pro Glohy vysoké Grovné v rozho-
dovacich procesech UAV, jako je planovani
trajektorie.

Kli¢ova slova: vypocetni dynamika
tekutin, bezpilotni letoun, Casové
priimérované proudéni vétru, predikce
vétru pomoci neuronovych siti, uceni
zalozené na trajektoriich, u€eni zalozené
na datech, fyzikalné-informované uceni

P¥eklad nazvu: Volumetricka predikce
vetru z UAV méreni
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Figures

1.1 Example of possible disturbances
induced on a xed-wing UAV due to
uneven wind ows encountered in an
urban environment. Courtesy of [5]. 2

1.2 This diagram illustrates the
planned use of a neural network. An
urban geometry map is combined
with a single NWP wind
measurement representing the
average ow over the entire domain.
The neural network then predicts a
volumetric high-resolution wind eld
over the environment. ............ 3

2.1 Comparison of CFD (top) and
neural network (bottom) predictions
of steady wind ow around a simple
geometric object. The CFD result is
computed using a RANS solver, while
the neural network predicts the ow
from geometry using learned velocity

mappings [33]..........oiiian., 7

2.2 Prediction error of wind velocity
over natural terrain. The error is
computed as the di erence between
the CNN-predicted wind eld and
the reference CFD solution. Courtesy
of [18]. oo 9

2.3 Top image showcases building
occupancy together with wind sensor
placement. Graph neural network
prediction of the velocity magnitude
at pedestrian level is shown on the
bottom left, and the ground truth
CFD velocity magnitude on the
bottom right. Courtesy of [44]. ... 10

3.1 Visualization of coordinate
conventions: North-West-Up (NWU)
on the left and NED on the right.
NWU is commonly utilized in robotic
simulators such as Gazebo and in
computer graphics, while the NED
convention is standard in aircraft
modeling and aerospace
applications.

3.2 Red points represent the main

wing section, which has a span of
2:2m and a surface area oD:64 n?.
Blue points indicate the horizontal
stabilizer with a span of 0:7m and an
area of0:10 n?, while orange points
represent the vertical stabilizer with

a height of 0:28 m and an area of
0:03 . The fuselage is visualized
using black points, although it is not
explicitly modeled as an aerodynamic
surface. All aerodynamic surfaces are
positioned 5cm above the CG. The
main wing is located 20 cm behind
the CG, and both stabilizers are
placed 80 cm behind the CG. .... 15

3.3 Wing section forces and relative

velocity components in the
longitudinal plane. The angle of
attack is de ned as the angle between
the chord line and the relative wind.
The chord line direction corresponds
to the local x-axis de ned by the
wing section rotation matrix R,. The
gure also indicates the center of
pressure, located at positionr,
where the aerodynamic force is
assumed to act. Courtesy of
RegoSearch [52].

3.4 A real UAV used as a reference to

loosely base the model's overall
geometry and dimensions, such as
wingspan and stabilizer size. ..... 17

3.5 Aerodynamic coe cients for the

main wing on the left and for the
stabilizers on theright. .......... 18



3.6 This image shows the total time
required to simulate varying numbers
of parallel trajectories using the
batched and compiled UAV model. It
illustrates how computational
performance scales with trajectory
count. One Euler integration step
takes on average8 10 ° seconds. All
simulations were executed on an
NVIDIA RTX 3060 GPU with 12 GB
ofmemory. .................... 20

3.7 The left plot shows a short-period
oscillation excited by an initial pitch
rate of 1rad/s, comparing two
stabilizer positions. The 80 cm o set
results in stronger damping and
improved longitudinal stability, while
the 50 cm con guration shows a more
lightly damped response, which is
more representative of typical aircraft
behaviour. The right plot shows a
long-period phugoid oscillation
(approximately 10 s) triggered by a
3 m=s headwind gust. Attitude
measurements are expressed in the
NEU coordinate system. ........ 20

3.8 lllustration of a potential scenario
when ying up from beneath an
obstacle. In this case, the right wing
encounters a localized headwind of
3 m=s, leading to increased lift on
that side. This example demonstrates
the model's ability to capture
asymmetric aerodynamic
disturbances. The attitude
measurements are in the NEU
coordinate system. .............. 21

3.9 Example of a lateral gust scenario
encountered when exiting the wake
region into open air. A side wind
from the right immediately induces a
yawing moment due to the vertical
stabilizer. Simultaneously, the left
wing experiences increased relative
air ow, generating more lift and a
positive roll moment. Higher
dynamic pressure also excites the
longitudinal dynamics. Attitude
measurements are expressed in the
NEU coordinate system. ......... 21

4.1 Image showcases atmospheric
boundary layer for di erent terrain
types. Courtesy of [68]........... 25

4.2 The top row shows two horizontaly
sliced ow elds generated with
di erent mesh and solver settings.

The bottom image visualizes their

di erence, which is mainly in the
regions between buildings and the
wake region of buildings.......... 26

4.3 Semi-randomly generated urban
geometries are used as input for CFD
simulations. The resulting ow elds
are sampled using trilinear
interpolation to extract training data
for the neural network. Additionally,
data augmentation is performed by
applying rotations around the
Z-aXiS. .. 28

4.4 This image shows 1,024 UAV
trajectories simulated over a duration
of 4 seconds. Yellow lines represent
the UAV ight paths, while black
objects correspond to buildings in the
environment. The majority of
trajectories are concentrated at
altitudes corresponding to typical
building heights. ................ 30



5.1 The gure illustrates the
architecture of the U-Net network
used in this work. Yellow and
dark-colored boxes represent the
outputs of 3D convolutional layers
with 3 3 3 kernels. Orange boxes
correspond to 3D max-pooling
operations, which reduce the spatial
dimensions by half. Blue boxes
indicate transposed convolutions or
bilinear interpolation combined with
additional 3D convolutions,
depending on the variant. The
numbers below each layer denote the
tensor shape in the format
C X Y Z,whereCisthe
number of channels andX;Y;Z are
the spatial dimensions.

5.2 The full architecture of the FNO.
The input function a(x) is rst lifted
to a higher-dimensional
representation using a fully connected
layer P. It is then passed through T
Fourier layers, each consisting of a
Fourier transform F, a learned linear
transform R in frequency space, and
an inverse Fourier transformF 1.

The result of the Fourier layer is
added to the transformed input

v(x) W, and the sum is passed
through a nonlinearity . This

process is repeated across layers, and
the nal output is projected back to
the target dimension using another
fully connected layerQ. .........

33

Xi

5.3 Structure of a single UFNO layer.
The input v(x) is processed in three
parallel branches: a Fourier path
consisting of a forward transform F ,
a learned transformR in frequency
space, and an inverse transfornfF 1;
a U-Net-like convolutional path U
that captures local spatial features;
and a linear transformation W. The
outputs of all three branches are
summed and passed through a
nonlinearity

6.1 Comparison between the
theoretical log-law wind pro le
de ned by Equation 6.7 and a
vertical wind pro le predicted by the
CFD model. The log-law pro le is
computed using a reference wind
speed and roughness length, while the
CFD pro le corresponds to a single
vertical column of wind magnitudes
in open space. The log-law generally
holds above 20 meters in height,
while deviations occur below this

level due to near-surface e ects. .. 40

7.1 Supervised learning pipeline:
CFD simulations are used to
construct the input tensor by
extracting urban geometry and
simulating mesoscale wind conditions
from the topmost layer of the
CFD-interpolated grid. These
measurements are then assigned to
all free cells of the input tensor. The
resulting input to the network is a
3D spatial tensor de ned over x;y; z.
The error between the network
prediction and CFD ground truth
labels is minimized and used to

update the model weights. ....... 45



7.2 Semi-supervised learning
pipeline: CFD simulations are used
to construct the input tensor by
extracting urban geometry and
simulating mesoscale wind
measurements sampled from the
topmost layer of the
CFD-interpolated grid. These
measurements are assigned to all free
cells of the tensor, resulting in a 3D
spatial input de ned over x;y;z. The
CFD-simulated wind eld is then
used to generate UAV trajectories
within the environment. Using
identical initial conditions and
control, trajectories are also
simulated based on the neural
network's predicted wind eld. The
discrepancy between the predicted
and ground truth trajectories is used
to update the model weights,
alongside physics-based
regularization losses.

8.1 Distribution of MAE between
prediction and ground truth wind
elds for models trained on the full
high- delity dataset. The left plot
compares error distributions with the
mean and baseline highlighted. The
right plot presents a boxplot
illustrating the quartile distribution
oftheerrors. ...................

8.2 Distribution of MSE between
prediction and ground truth wind
elds for models trained on the full
high- delity dataset. The left plot
compares error distributions with the
mean and baseline highlighted. The
right plot presents a boxplot
illustrating the quartile distribution
oftheerrors. ...................
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8.3 Distribution of MME between
prediction and ground truth wind
elds from ground truth for models
trained on the full high- delity
dataset. The left plot compares error
distributions with the mean and
baseline highlighted. The right plot
presents a boxplot illustrating the
guartile distribution of the errors. .

8.4 Distribution of MRE between
prediction and ground truth wind
elds from ground truth for models
trained on the full high- delity
dataset. The left plot compares error
distributions with the mean and
baseline highlighted. The right plot
presents a boxplot illustrating the
quartile distribution of the errors.. 51

8.5 The image showcases a top-down
view of horizontal slice of the overall
wind ow in the 0 40 meter altitude
range. The top-left panel shows the
input tensor, while the top-right
displays the network's wind eld
prediction. The bottom-left panel
visualizes the prediction error, and
the bottom-right shows the ground
truth wind eld. The arrows denote
the wind direction and magnitude in
each free space cell. Brownish voxels
represent regions where the distance
to the nearest surface is less than 4.0
meters, and black voxels represent
obstacles or buildings. The model
accurately reconstructs the overall
wind ow but underestimates the
channell ow between two adjacent
buildings.

50



8.6 This image shows the evolution of
the validation loss over training
epochs. The U-FNO and FNO
architectures could potentially
achieve slightly better results if
trained for longer. However, in
general, convergence is reached
within approximately 200 250 epochs,
after which performance
improvements become marginal. The
bottom image shows the learning rate
schedule, which is decayed by a factor
of 0.995 at each epoch. ..........

8.7 This Figure follows the same
layout as Figure 8.5. The model
appears to have converged to a local
minimum, reconstructing the overall
wind ow as if no buildings were
present. This type of local minimum
convergence was commonly observed
across most of the training
con gurations explored. .........

8.8 The gure shows the wind and
position MSE errors for di erent
tested cases. While the case with the
highest number of trajectories
performs slightly better, all
con gurations ultimately converge to
a similar level of prediction
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8.9 The uncertainty scaling stabilized
during training, suggesting that the
model found a good balance between
losses. The divergence loss worked
well as a regularizer, with the learned
noise variance staying low. For the
ABL loss, the noise seems to change
with the number of trajectories, but
in reality, it's likely due to where
those trajectories are in space since
ABL loss is mostly consistent in
areas, far from buildings. ........
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8.10 Visualization of the optimization
process. (a) Predicted and ground
truth trajectories at the beginning of
training. (b) Trajectories after 1000
epochs, showing improved alignment.
The full 3.0-second trajectory is
divided into 20 segments of 0.15
secondseach....................

8.11 This Figure follows the same
layout as Figure 8.5. The prediction
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layout as Figure 8.5. While the
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regularization, the model predicts the
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Chapter 1

Introduction

This thesis is part of Kolibrig , a collaborative research project between CTU
FEE, the Czech Aerospace Research Centre, and Lockheed Martin, aimed at
developing agile unmanned aerial vehicles (UAV) capable of operating at low
altitudes in complex environments without GPS. The project investigates the
use of neural-symbolic methods to enhance onboard planning and control,
enabling safe ight near obstacles under conditions where traditional naviga-
tion systems fail. By combining physics-based models with modern machine
learning approaches, Kolibrig seeks to advance autonomous UAV capabilities
in cluttered, dynamic urban settings.

The operation of UAVs in close proximity to ground obstacles such as
buildings or terrain features, o ers both opportunities and challenges. Flying
near the surface enables UAVs to follow terrain contours and access constrained
areas that are unreachable by larger aircraft. However, doing so safely
and e ciently requires a detailed understanding of the near-surface wind
environment.

Accurate prediction of wind ow in urban settings remains a signi cant
challenge. Wind behavior in these environments is strongly in uenced by
buildings, bridges, vegetation, and other obstacles, which generate turbulent
wakes, channelized ows, and localized vortices [1]. Figure 1.1 illustrates the
impact of these aerodynamic phenomena on a xed-wing UAV ight.

The resulting disturbances introduce substantial uncertainty into the ight
dynamics of UAVs, particularly for small-scale platforms that are highly
sensitive to rapid uctuations in air ow [2]. Wind tunnel experiments utilizing
Particle Image Velocimetry (PIV) have been conducted to study air ow in
urban environments. These experiments, carried out with in ow wind speeds
ranging from 1ms ! to 13ms 1, have shown that wind speeds within street
canyons can increase from 7 % to 44 % [3]. Furthermore, turbulence intensities
that exceed 40 % can appear in dense urban areas [4].

1



1. Introduction

Figure 1.1: Example of possible disturbances induced on a xed-wing UAV due
to uneven wind ows encountered in an urban environment. Courtesy of [5].

These are speeds comparable to the normal cruise speed of small xed-wing
UAVs [6]. Such wind velocities can have a critical impact on ight trajectories,
potentially leading to crashes. Without reliable wind ow prediction, UAVs
must plan their paths conservatively, adding large safety margins to avoid
gusts or turbulence. In addition, previous work has also shown that wind
conditions can lead to planned path deviations [7] and increased battery
consumption [8].

Access to real-time or prior wind predictions can signi cantly improve UAV
operations. Previous studies have shown that incorporating wind information
into path planning enables UAVs to avoid hazardous areas [9], reduce energy
consumption [10][12], and extend ight time in emergency scenarios [13].

However, existing wind prediction methods have notable limitations. The
onboard sensors provide only local information and do not capture global ow
behavior. Numerical Weather Prediction (NWP) models simulate atmospheric
processes by solving a system of nonlinear partial di erential equations that
govern momentum, mass, energy, and moisture transport in the atmosphere.
Although this approach is e ective for regional weather forecasting, the
kilometer-scale resolution of these models lacks the spatial granularity needed
to capture ne-scale wind variations relevant for low-altitude UAV ight [14].

Computational Fluid Dynamics (CFD) methods are widely used to model
wind ow in complex environments. Various ow modeling approaches are
used in CFD, including Direct Numerical Simulation (DNS), Large Eddy
Simulation (LES), and Reynolds-Averaged Navier-Stokes (RANS) simulation.

2
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