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Abstract

In recent years, conversational Al has experienced a signi cant increase in popularity. The
conversational systems have improved signi cantly, especially due to the advancements of
the Large Language Models. Compared to the previous systems, which were mainly built
on top of the rule-based approaches, the current systems are capable of responding to
various inputs. However, the cost for better response quality is the resource consumption
and, consequently, the latency. Moreover, the customization of these systems at a larger
scale starts to be problematic.

The main goal of the dissertation thesis is to contribute to the eld of conversational
system architectures and natural language understanding by leveraging hybrid approaches.
We propose a novel hybrid conversational system architecture that was created as a result
of a series of architectures tested during annual Alexa Prize Socialbot Grand Challenge
competitions. All of the subsequent architecture iterations were awarded during the com-
petitions, and the nal one was awarded as a rst-place winner. The competition allowed
the system to be evaluated in a real-world setup with tens of thousands of users.

The proposed architecture is built on top of sub-dialogue units, allowing a exible
combination of these units to create a complex conversational application. Each sub-
dialogue has its own set of intent recognition models that are combined variably during
the runtime. The combination of the models is achieved by our proposed novel approach
called hierarchical intent recognition. Additionally, the intent recognition is coupled with
Out of domain detection, allowing to recognition of the limits of the conversational design
and easily plugging the generative Large Language Model (LLM).

Moreover, we created a conversational platform on top of the proposed architecture,
allowing the dialogue designer to create and test the conversational application easily using
a minimal amount of data. The design process is done using an intuitive visual interface.
The resulting applications use e cient algorithms to achieve the lowest possible latency.

Besides the intent recognition and OOD detection, we propose a pragmatic level of un-
derstanding using Dialogue Acts. The segmented approach allows ne-grained classi cation
that can be used to modify the conversation ow, especially in the Out of domain (OOD)
scenarios.



All of the proposed approaches have been tested in real-world scenarios during Alexa
Prize competitions and by our additional voice-enabled applications.

Keywords:
natural language understanding, conversational systems, dialogue systems, socialbot,
intent recognition, out-of-domain detection, dialogue act detection, large language models.



Abstrakt

V posledn ch letech jsme mohli zaznamenat zvysenou popularitu umele inteligence. Kon-
verzacn systemy vyrazne zlepsily sve dovednosti zejmena d ky pokroku v oblasti velkych
jazykovych modelu. Oproti dr vejs m systemum, ktere byly postaveny predevs m na pr stupech
zalozenych na predem pripravenych pravidlech, jsou soucasne systemy schopny reagovat na
celou skalu vstupu. Cenou za leps kvalitu odpoved jsou vsak naroky na vypocetn zdroje
a s t m spojena zvysena doba odezvy. Nav ¢ adaptace techto systemu v ramci slozitejs
aplikac byva casto problematicka.

Hlavn m c lem teto prace je prispet k rozvoji konverzacn ch systemovych architektur
a porozumen prirozenemu jazyku vyuzit m hybridn ch pr stupu. Tato prace navrhuje
novou architekturu hybridn ho konverzacn ho systemu, ktera vznikla jako vysledek rady
architektur testovanych behem soutez Alexa Prize Socialbot Grand Challenge. Vsechny
iterace architektury byly behem soutez oceneny, pricemz naln verze se um stila na prvn m
m ste. Soutez mimo jine umoznila vyhodnotit system v realnem prostred s des tkami tis ¢
uzivatelu.

Navrhovana architektura je postavena na konverzacn ch jednotkach, ktere nazyvame
sub-dialogy. Tyto sub-dialogy mohou byt exibilne kombinovany pro vytvoren kom-
plexn konverzacn aplikace. Kazdy dlc sub-dialog ma svou vlastn sadu modelu na
rozpoznavan intentu, ktere jsou behem behu variabilne kombinovany. Kombinace modelu
je dosazena nami navrzenym novym pr stupem nazvanym hierarchicke rozpoznavan in-
tentu. Rozpoznavan zameru je nav ¢ spojeno s detekc Out of domain, coz umoznuje
rozpoznat limity konverzacn ho navrhu a snadno zapojit generativn jazykove modely.

Nad navrzenou architekturou jsme take vytvorili konverzacn platformu, ktera umoznuje
dialogovym designerum snadno vytvorit a otestovat konverzacn aplikaci s pouzit m minimaln ho
mnozstv dat. Proces navrhu prob ha pomoc intuitivn ho vizualn ho rozhran . Vysledne
aplikace vyuz vaj efektivn algoritmy k dosazen co nejnizs latence.

Krome rozpoznavan intentu a detekce OOD navrhujeme pragmatickou uroven porozumen
pomoc Dialogovych Actu. Segmentovany pr stup umoznuje klasi kaci na urovni nizs , nez
je cela promluva, kterou lze vyuz t k uprave prubehu konverzace, zejmena ve scenar ch Out
of domain (OOD).



\sechny naveere pstupy byly testovany v reaalrych serach kehem soutz Alexa
Prize a nasimi dabmi voice-enabled aplikacemi.

Ktowa slova:
rozpozraan pirozereho jazyka, konverzan sysemy, dialogowe sysemy, socaln
chatbot, rozpozrawan intentu, detekce dialogowch aki, velle jazykowe modely.
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Chapter 1

Introduction

Conversational systems, also called chatbots in various use cases, have become increasingly
popular in recent years. The technology behind the systems mainly consists of Natural
Language Processing (NLP) and optional Speech Processing for the voice-enabled conver-
sational systems. Each technology category has progressed rapidly in recent years. Over
the years, we have witnessed several approaches driven primarily by technology readiness
and applicable use cases. Many of the approaches have been successfully implemented in
the production environment to solve a particular task. One of the essential parts of the
NLP used (not only) in conversational systems is Natural Language Understanding (NLU),
which is the main topic of this thesis.

1.1 Motivation

Human{machine interaction has been evolving since the early days of computing. People
want to control computers in the most natural way, maximizing their e ectiveness during

a particular task. One of the most natural and intuitive ways for humans to communicate

is through a natural language. However, it is a challenging task for computers to under-
stand and respond to natural language. Adaptation on the human side and improvement
of understanding on the technology side are two opposite approaches to a more successful
human{machine interaction. However, constraining the richness of the natural language
decreases the overall user experience and has a negative impact on the natural way of
communication by, e.g., limiting the vocabulary or creating less complex sentences. An
improved machine's ability to understand the natural language can, on the other hand,
signi cantly improve the user experience as it does to require any signi cant input adjust-
ments and modi cations.

One of the rst forms of interaction that is on the edge of natural language is the use of
simple commands. Commands are typically words of a sequence of words from a prede ned
set. A user of a command-based system needs to know exactly the command wording. In
this way, it is easy for the system to map the command for a speci c action. Another
level of interaction is the use of query language. The query language with the aspects of

1



1. Introduction

natural languages does not have to be strictly de ned, which allows the users to construct

a query freely. This approach has been used in search engines such as Google or Bing for
decades. As search engine queries do not have a strict structure, people tend to try various
formulations to nd what they need in the search results. This leads to an adaptation on
the human side.

With recent technological advancements, purely natural language human{machine in-
teraction is becoming more and more popular. However, the origin of this type of inter-
action dates back to the 1960s when the rst conversational system ELIZA (Weizenbaum,
1966) was introduced. The capabilities of the natural-language-based conversational sys-
tems have improved over the years as approaches evolved from simple keyword recognition
and pattern matching through simple Al description languages, such as AIML (Wallace,
2003), to machine learning and deep-learning-based algorithms. Furthermore, conversa-
tional systems have also gained popularity due to advancements in Automatic Speech
Recognition (ASR) algorithms. Voice-enabled systems have hit the consumer market in
the form of Interactive Voice Assistants (IVAsS), such as Amazon Alexa, Google Home, or
Apple Siri. These assistants allow handling various use cases via voice using commands or
short conversations.

Interactive voice assistants are signi cant, but still one of the many channels where
the conversation may take place. The ultimate goal is not to replace human-to-human
conversation but rather to provide an intuitive interface for various use cases where it is
suitable to use conversational systems.

It brings a lot of challenges to achieve a natural, uent, and engaging conversation. One
of the steps is natural language understanding, which allows the system to understand the
meaning behind the user's utterance. The understanding is crucial for further processing
of the dialogue as it detects the important aspect of the current utterance in the context of
a whole conversation. With a better understanding, the system can generate more suitable
and speci ¢ responses, which leads to a more successful conversation. The processing
requires multiple steps that will be described later in this thesis.

1.2 Problem Statement

The research of conversational systems as a subset of Natural Language Understanding
has been dealing with various challenges over the last several decades. It inherited various
approaches from the parent eld od NLP concerning language processing from various
sources, such as documents, web pages, conversations, voice transcripts, and more. Each
source type has its unique language characteristics that typically di er further depending on
the underlying topic. The understanding can be done on di erent levels, e.g., sentence-level
understanding or document-level understanding. An example of the same NLU task on
di erent levels can be a sentiment analysis|we can estimate the sentiment on a paragraph,
whole document, or per sentence. When dealing with a ner-grained understanding (e.g.,
per sentence), we use a termontext to describe the additional information needed for
understanding a selected sequence of words.
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1.3. Thesis Approach and Contributions

This thesis focuses on NLU in dialogue (conversational) systems where the language
may di er substantially from a language in the form of a block of text typically represented
by documents or web pages. In general, the conversation may have two and more partici-
pants communicating with each other. For the purposes of the NLU in dialogue systems,
let's suppose that the conversation has only two participants|a bot and a user. The bot
and the user are taking turns in the conversation. At each turn, both sides respond with an
utterance that may or may not be a reaction to the previous utterances in the conversation.

The problem of the NLU in open-domain dialogue systems is recognizing the underlying
meaning of a user's utterance in a single turn, given the context of the previous turns.
The context has an essential role in understanding as the relevant information does not
have to be explicitly mentioned in the turn we are focusing on. There are multiple ways to
incorporate the context into the understanding process, and they will be described in detalil
in Chapter 2 and 5. The understanding consists of multiple tasks that take the current
utterance plus the context as an input and outputs the representation of a selected aspect
in a suitable form for further dialogue processing. The tasks may, for example, include a
classi cation into a set of classes that can be used directly in the decision logic or as input
for the models in the dialogue pipeline. Alternatively, the NLU models may transform the
input into to latent representation that can be more suitable for the additional models.

In the open-domain dialogue, as an opposite to a goal-oriented dialogue, there is a wide
range of possible user utterances as the dialogue is not limited to a single use case. The
classi cation algorithms used as part of the NLU pipeline cannot be easily limited to a nite
set of pre-de ned classes as we cannot anticipate all the possibilities of the natural language.
There are multiple approaches to tackling this problem. The simplest one is to accept a
certain amount of errors caused by the insu cient coverage of the NLU classes. The
approach can be further coupled with a fallback strategy to handle unexpected utterances.
Another approach is to use an end-to-end dialogue model where the NLU is done implicitly
in the model. Dividing the whole conversation domain into smaller logical units combined
with end-to-end language models ne-tuned using conversational data brings promising
results and it will be further discussed in this thesis.

1.3 Thesis Approach and Contributions

The main goal of the thesis is to contribute to the eld of natural language understanding
in dialogue systems with a focus on multi- and open-domain system architectures. Such
systems typically have no or loosely de ned goal of the conversation. Recent research in
the eld of conversational Al can be divided into three categories|systems with a modular
pipeline, end-to-end models, and a combination of both.

Modular systems are commonly used for goal-oriented dialogue systems. The pipeline
modules perform various tasks from NLU, dialogue management, and database access to
Natural Language Generation (NLG). Dialogue State Tracking Challenge (DSTC) is a
typical benchmark of those systems (Williams et al., 2016). End-to-end models based on
large language models take advantage of pre-training on large corpora of natural language
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1. Introduction

text. Pre-training on unlabeled text allows the models to learn the properties of the
language (or multiple languages) via language modeling tasks such as Masked Language
Modeling (MLM) or next token/sentence prediction (Devlin et al., 2019). Models from
the GPT family are popular representatives of these models (Brown et al., 2020). The
models are then ne-tuned on the particular downstream tasks to be suitable for a certain
use case. Alternatively, especially the larger ones, such as GPT-3, can be controlled using
a more and more popular prompt-based learning technique (Brown et al., 2020). Recent
publications also show the usage of the pre-trained language models to simulate modules
in the modular pipeline of the goal-oriented systems (Budzianowski and Vulc, 2019).

Both approaches mentioned above share the requirement of conversational data for the
training or ne-tuning process. The large language models are typically pre-trained using
data that does not need to have a conversational nature since such data is easier to get. To
use these models on conversational tasks, we need to nd good quality conversational data
for ne-tuning, which introduces several issues. First, obtaining a large amount of good-
quality conversational data is not an easy task. The data is often biased as it is usually
gathered under specic circumstances. The data from real conversations are typically
private and hard to get. Second, the models are driven using the data only, and their
behavior can be adjusted primarily by modifying the data or replacing it with a di erent
set.

Since the data plays a key role (not only) in the development process of conversational
applications, we see the main contribution of this thesis in addressing the situations when
there is not enough good quality data for a particular use case. We see a big potential in
decomposing the whole conversational application into multiple logical units (we call them
sub-dialogues) in the low data setup. The decomposition comes with two main bene ts:
First, the reusability of the common parts of the conversation. Second, the conversational
design can focus only on the application's essential parts. One of the aspects of the modular
architecture is the modularity of the NLU models. Each sub-dialogue has its own set of
intent recognition models using a pre-trained base. Moreover, we see the great importance
of focusing on the boundaries of the decisions of understanding algorithms, i.e., detecting
when the input does not correspond to any of the classes the model is supposed to recognize.
This task is referred to as Out of domain (OOD) detection.

Generally, the NLU models can be divided into two categories|domain-speci ¢ and
domain-independent. Intent recognition models are typical representatives of domain-
speci ¢ models, while a dialogue act model is representative of a domain-independent
model. The domain-independent models are a powerful base for conversational systems
as they can be used to improve the performance of the domain-specic models or as a
standalone discriminator of unexpected utterances.

Finally, conversational systems have a limited time for producing the response given the
user utterance and the other contextual information. This makes them sensitive to using
slow yet powerful components. The Large Language Models are the typical representative
of the components that may consume a signi cant time while generating the response.
Therefore, we focus on the overall e ciency of the conversational system architecture,
especially on using e cient NLU algorithms.
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1.3. Thesis Approach and Contributions

1.3.1 Goal and Contributions

The goal of this thesis is to propose new techniques, architecture, and components that have
been developed to overcome the shortcomings of (1) a simple scripted prompt{reply model
that has been widely used for several decades and (2) massive and resource-demanding
Large Language Models that have been popularized during last few years. To prove the
new architecture's usefulness, we will introduce and discuss new data sets and use the
resulting system in a production environment at scale. We will also evaluate multiple
variants of the architectures and NLU approaches to select the best-performing one in the
real environment.

The following list summarizes the main areas of contributions of the thesis:

Modular architectures

{ Hybrid approach { We propose a series of conversational system architectures
that combine modular approaches with a speci c conversational design with
end-to-end approaches handling a wide range of user inputs.

{ Resrouce e ectiveness { The proposed architecture is focused on runtime latency,
ensuring the conversational experience is uent.

Dialogue structure

{ Sub-dialogue hierarchy { We will show the decomposition of the dialogue into
smaller logical units|sub-dialogues|that can be easily created, tested, and
reused in various use cases. Each sub-dialogue represents a small portion of the
whole dialogue (a few dialogue turns) and has its own set of intents.

{ Reusable dialogue components { Each sub-dialogue can be shared across multi-
ple scenarios and use cases, reducing the development complexity and increasing
the dialogue variability.

Hierarchical Natural Language Understanding

{ Hierarchical Intent Recognition { We propose a exible hierarchical intent recog-
nition approach, which is a mandatory part of the conversational application
divided into multiple sub-dialogues. As the sub-dialogues can be used in mul-
tiple scenarios, we introduce a dynamic model combination to achieve the best
results.

{ Out of domain detection { Additionally, we take the Out of domain (OOD)
detection as an integral part of the intent recognition. We propose a context-
speci ¢ OOD handling without the need for speci ¢ data. This enables a smooth
conversation design process and honors the hierarchical approach.

Pragmatic level of Conversation { The conversational design often deals primarily
with a specic level of conversation. The dialogue is then driven based on NLU

5



1. Introduction

results, such as intents and entities (slot values). The pragmatic level of conversation
allows driving the conversation regardless of the topic using the utterance segments
and corresponding dialogue acts.

The contributions of this thesis have also been implemented and tested as part of
the Alquist social bot. The social bot has been awarded several times in a row during
annual Alexa Prize Socialbot Grand Challenge competitions, gaining valuable feedback
from millions of Amazon Echo customers as well as professional interactors and judges.
The user evaluation of the system based on the various NLU (and other) approaches is
reported in Chapter 4. Besides the actual conversational system, we developed a set of
tools for modular conversational design to make the design, training, and testing process
more e ective. Moreover, the know-how behind these tools has been incorporated into the
conversational platform Flowstorm (Pichl et al., 2022).

1.4 Structure of the Dissertation Thesis

This thesis is organized into several chapters. After the introduction and motivation pre-
sented in this chapter, we continue with conversational concepts and categorizations along
with the algorithms in the eld of NLP. Then, we propose e ective architectures of the con-
versational socialbot, which resulted in a novel modular conversational platform. We also
present a pragmatic level of understanding as an addition to domain-speci ¢ algorithms.
Finally, we conclude the thesis with a summarization of the contributions.

1. Introduction: Describes the motivation behind our e orts together with our goals
and the problem description. There is also a list of contributions of this dissertation
thesis.

2. Conversational SystemsDescribes the key concepts of the conversational systems,
their architecture variants, and their evolvement during the years. It also includes
the various categories of the systems, such as goal-oriented and chit-chat systems.

3. Natual Language Processing AlgorithmdsDescribes the relevant algorithm commonly
used in NLP and NLU elds with focus of conversational domain.

4. E ective Hybrid Architecture of a Conversational Socialbat Describes the open-
domain conversational system named Alquist that was developed during the annual
Amazon Alexa Prize competitions starting in 2017.

5. Modular Dialogue Architecture With Hierarchical Intent Recognition Describes the
sub-dialogue architecture with modular intent recognition, local and global intents
logic, and out-of-domain detection.

6. Open-Domain Understanding Using Pragramtic Level of Conversatioescribes the
NLU on the generic conversational level, which includes dialogue acts detection and
utterance segmentation.



1.4. Structure of the Dissertation Thesis

7. Conclusion Summarizes the results of our research, suggests possible topics for fur-
ther research, and concludes the thesis.






Chapter 2

Conversational Systems

Conversation systems have been researched for many years, and their popularity has in-
creased signi cantly recently. The capabilities of the systems have also changed rapidly, as
the systems based on more basic algorithms capable of solving simpler tasks in a limited do-
main with a limited set of actions evolved into complex systems handling various domains
in a more uent way. Regardless of the use case, the overall goal is to enable human-like
communication with users through natural language. The systems allow users to interact
with them using written or spoken language, and they respond with appropriate, prefer-
ably context-aware responses. They can be integrated into various applications such as web
pages, virtual assistants, customer service systems, or voice-controlled devices. Over the
years, they have evolved from using simple string-matching and pattern-based approaches
to standard machine-learning techniques and, in recent years, to deep learning techniques,
including large language models (LLM). The techniques are crucial for understanding and
interpreting user input as well as for managing the dialogue and generating appropriate
responses. Additionally, voice bots require automatic speech recognition (ASR) and Text-
to-speech (TTS) algorithms to process voice input and provide the response via voice.

During a conversation, humans perceive more than just spoken words. They use other
senses, such as body language, nuances in spoken language, and emotions. They also
consider their experiences related to the location, time, and purpose of the conversation.
All of these qualities have their role in human-to-human interaction, and the trend in
modern systems is to model more and more of them. However, we will focus only on the
language part of the conversation in this thesis, more speci cally on the understanding
part.

The aim of this chapter is to introduce the conversational system concepts and focus on
the related research during recent decades. First, we de ne the important terms used in the
research of conversational systems. Then, we follow with a brief history of the systems that
contributed signi cantly to the further research. The related natural language interfaces
are mentioned as a bridge between historical and modern conversational systems that
taught the users to use a (modi ed) natural language while interacting with machines.

Additionally, we categorized the conversational systems based on their use cases and
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2. Conversational Systems

architecture type. For modular architectures, we describe the important parts and mention
the related research.

2.1 Units of a Conversation

The following terms are commonly used to describe a conversation and to address individual
conversational units in turn-taking conversations. The di erent conversation units are then
used as input in the particular NLP algorithms that will be discussed later in the thesis. The
decision of which type of conversational units are suitable inputs for the algorithms depends
on the task type and complexity. For example, a dialogue act classi cation performs best
when a contextual window is provided, as the previous utterances also determine the
dialogue act of the current one.

2.1.1 Token

A token is a unit consisting of a sequence of contiguous characters that play a certain
role in a written language (Hagiwara, 2021). The token often equals a single word. The
process of splitting a text into tokens is called tokenization. However, some algorithms
used for tokenization produce multiple tokens for a single word to keep a reasonable size of
a vocabulary (Sennrich et al., 2016; Schuster and Nakajima, 2012). In the thesis, we will
adopt the term token to represent a single word since the token classi cation algorithms
(e.g., entity recognition) are required to perform a word-level classi cation.

2.1.2 Utterance

An utterance is a tuple of speaker identi cation and a sequence of tokens. Let's dendile
to be an utterance, then

wheres is the speaker identi cation andt; is a token. In general, the number of speakers
in the conversation may be arbitrary. We are focusing on cases where there are exactly
two speakers, i.e., a bot and a user.

2.1.3 Conversation Turn

A conversational turn, also called a dialogue turn, is a basic unit of the conversation. It
consists of a pair of utterances, typically a user utterance (also called a message) and a bot
utterance (also called a response). The reason why the bot utterance is called response and
not the user utterance is that from the perspective of building a conversational system, the
system is producing responses to the input utterances (messages). Generally, the formal
de nition of the conversational turn is following:

T =(U1;Uy)
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2.1. Units of a Conversation

When speaking of conversational turn in the context of the bot{user conversation, the user
utterance is the rst one in the tuple, and the bot utterance is the second one.

T :(Uu;Ub)

When dealing with the turn as part of the conversation, we are speaking of the turn-taking
conversation (Sacks et al., 1978). Assuming two speakers are involved in the conversation
(user and bot), the turn-taking conversation proceeds in a way that only one speaker speaks
at a time and the other one lines. Once the rst speaker nishes, the roles are switched.

2.1.4 Contextual Window

Given a specic turn in the conversation, a contextual window is a range of multiple
preceding dialogue turns. We are not considering turns succeding the current turn as the
algorithms trained on the contextual windows need to be used in runtime where only past
turns are available. Formally, the windowW of sizen is de ned as follows:

whereTy is a current turn. The contextual window of size 1 contains only the current turn,
size 2 contains the current turn plus the previous one, etc.

Contextual windows are used in situations when the desired information cannot be
classi ed using only the current turn as an input. For example, during entity recognition,
when the bot asks\What is your favorite movie?" and the user responds witiMatrix" ,
the classi cation algorithm needs at least a previous turn to be included in the window to
successfully classifiiatrix as an entity of type movie (without entity linking or additional
database of entity types).

2.1.5 Utterance Segment

Utterance segments are non-overlapping sequences of tokens that cover a whole utterance.
Each utterance (both users' and bots') can be divided into one or more segments. Individual
segments may have a di erent intent and dialogue act (see chapter 6), and they might be a
reaction to a di erent part of the previous conversation or a newly introduced direction of
the conversation. For example, a single segment utterand®o you want to play a game?"
can be followed by a two-segment utterancd hat sounds nice. What game do you o er?"
It contains the segment\That sounds nice."|con rmation of the previous proposalland
the segment\What game do you o er?"|follow-up question.

Formally, we can modify a de nition of the utterance to re ect the token assignment
to the individual segment in the following way.

The utterance U consists ofn tokens that are partitioned into m segments. Each segment
may have a di erent number of tokens.
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2. Conversational Systems

2.1.6 Session

A session or a conversational session is an ordered sequence of turns, each consisting of
a pair of utterances (as described above). The session is initiated by one of the speakers
and goes until either of the speakers ends it using an ending utterance or by abandoning
the conversation. In the bot{user scenario, we can examine the reason for the end of the
conversation and categorize it, for example, into the following categories: user ended the
conversation, user abandoned the conversation, the goal of the conversation is ful lled, or
a system failure occurred.

Let's denote S to be a session of lengtim and U; to be an utterance, then

2.1.7 Dialogues and Sub-dialogues

We de ne a dialogue to be a de nition of the particular scenario that may occur during
a conversation between a bot and a user. In other words, it is a description that can be
directly used by the conversational system to drive the conversation to ful Il the desired
goal. It is important for the description to be in a format that can be consumed by the
particular system. The two most common description formats are the following:

1. Dialogue graph { A directed graph with various node types de ning user intents,
bot speeches, functions, and more. Transitions between nodes de ne the ow of the
conversation.

2. Prompts { A natural language text describing the ow as the instructions for the
instruction-based large language models.

We de ne a sub-dialogue as a component of a larger dialogue structure characterized by
its nested position within the dialogue(s) that reference or embed other dialogues. In this
hierarchical arrangement, a main dialogue serves as the entry point and may reference other
sub-dialogues. This hierarchical structure contributes to the readability of the conversa-
tional application, reusability of the individual sub-dialogues, and better maintainability.
The sub-dialogue can be in both Dialogue graph and Prompt form.

2.2 Historical Conversational Systems

In this section, we describe historical approaches to conversational Al starting in the early
days of computer science and arti cial intelligence research. The systems were able to sim-
ulate simple conversations and were originally based on rule-based and pattern-matching
methods. They were eventually replaced by machine-learning approaches as the technology
evolved.

We describe three speci ¢ conversational Al systems that are the major contributors
to the eld from the historical perspective. The rst system is ELIZA, created by MIT
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2.2. Historical Conversational Systems

computer scientist Joseph Weizenbaum (1966). ELIZA was a simple program that used
pattern matching and substitution to simulate a conversation with a psychotherapist. The
second one is ALICE bot (Wallace, 2003). The bot was inspired by ELIZA, and its main
contribution is the Arti cial Intelligence Modelling Language (AIML). The last system we
want to mention is IBM Watson (Ferrucci, 2012; Ferrucci et al., 2013), which contributed
especially in the eld of question answering by winning the famous Jeopardy! TV show.

As the technology progressed, it started to be applied to more and more real-world use
cases. In the beginning, those use cases were more focused on single-turn commands or
simpli ed natural-language-like query language (section 2.2.3).

In recent years, the advancement of machine learning, Natural Language Processing
and other technologies have made it possible for the systems to progress to multi-turn
and context-aware conversational systems that can understand and respond to a wide
range of inputs in a human-like manner (section 2.3.2). These systems can be integrated
into various applications such as virtual assistants, customer service chatbots, and voice-
controlled devices. With the rapid growth of the internet and mobile devices, conversational
systems have become more widely used and accessible to the general public.

2.2.1 Eliza

ELIZA is a natural language processing computer program that simulates a conversation
with a psychotherapist. It was developed by Joseph Weizenbaum (1966) at the Mas-
sachusetts Institute of Technology (MIT). The program was designed to demonstrate the
potential of natural language processing and to explore the ways in which computers can
be used to mimic human communication.

ELIZA's interactions with users are based on the theory of Rogerian psychotherapy
(Rogers, 1957), which emphasizes the importance of active listening and the use of open-
ended questions. When a user inputs a statement or question, ELIZA responds with
a generic, open-ended question or statement that is intended to encourage the user to
continue with the conversation. For example, if a user says feel sad,” ELIZA might
respond with\Can you tell me more about why you feel sad?"

The program uses a set of simple pattern-matching rules to generate its responses.
These rules are based on keywords and phrases in the user's utterance, and they allow
ELIZA to respond in a way that is appropriate to the context of the conversation. ELIZA's
pattern-matching rules are relatively simple and do not involve any deep understanding
of the meaning of the user's utterance. However, the program is able to generate a wide
variety of responses, which can make it seem more sophisticated than it actually is.

ELIZA was one of the rst programs to demonstrate the potential of natural language
processing and has inspired many other similar programs. The program was also used as
a tool to study human behavior, as it revealed the extent to which people are willing to
attribute human-like characteristics to computers. The program's ability to engage users
in a seemingly meaningful dialogue, despite its simple rules, was seen as a demonstration
of the power of human imagination.
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2.2.2 Alice

ALICE is one of the systems inspired by ELIZA. It won Loebner Prize (Mauldin, 1994)
three times. The bot utilizes the Arti cial Intelligence Modelling Language (AIML) (Wal-
lace, 2003) programming language. AIML allows developers to create conversational
agents, or chatbots, that can understand natural language input and respond in a human-
like manner. The ALICE chatbot utilizes AIML to de ne a set of categories that the
chatbot uses to understand user input and respond appropriately. These categories con-
sist of a pattern that the chatbot looks for in the user's utterance and a template that
the chatbot uses to generate its response. The ability of the chatbot to understand and
respond to user input is determined by the number and complexity of categories that have
been de ned in its AIML script.

One of the bene ts of using AIML is that it is an open-source language that allows
developers to customize and modify the chatbot's behavior easily. Additionally, the AIML
community has created a large library of pre-existing AIML categories that can be used
to train the chatbot as well as the interpreters written in various programming languages
quickly.

2.2.3 |IBM Watson

IBM Watson, a pioneering computer system, emerged from IBM's DeepQA project, led
by principal investigator David Ferrucci. Initially designed for question-answering, Wat-
son gained global attention by winning the Jeopardy! Quiz show in 2011 against the
two highest-ranked players in a nationally televised two-game Jeopardy! (Ferrucci, 2012).
Watson leverages IBM's DeepQA software (Ferrucci, 2011) and the Apache Unstructured
Information Management Architecture (UIMA) framework (Ferrucci et al., 2009). Its suc-
cess and conceptual design inspired the NLP community to start research areas that were
not the primary research focus, such as information retrieval, structured knowledge repre-
sentation, and automated reasoning.

Notably, Watson's capabilities expanded beyond Jeopardy! (Ferrucci et al., 2013), with
its rst commercial application announced in 2013 for utilization management decisions
in lung cancer treatment at Memorial Sloan Kettering Cancer Center. IBM emphasized
Watson's use of over 100 techniques to analyze natural language, identify sources, gen-
erate hypotheses, score evidence, and merge and rank hypotheses. In recent years, Wat-
son's evolution has included new deployment models, enhanced machine learning capabil-
ities, and optimized hardware, transforming it into a versatile system capable of various
language-related tasks. This transformation pushed the system's abilities beyond question-
answering, contributing to the broader landscape of conversational Al.

2.3 Natural Language Based Interfaces

Despite the signi cant milestones in conversational Al history, the technology was not
mature enough for the massively used multi-turn context-ware conversational systems until
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recently. However, simpler natural-language-based interfaces using command{response
approaches such as search engines and virtual assistants became popular at the beginning
of the 21st century.

2.3.1 Search Engines

Search engines started to be popular at the end of the 20th century when the Internet
started to be used on personal computers. The role of search engines as the entry point to
the World Wide Web and the main tool for retrieving information has undergone signi -
cant evolution, with advancements transforming them into sophisticated natural language
interfaces.

In the 1990s, the rst search engines, such as Archie, Gopher, or AltaVista, primarily
operated on keyword-based searches, requiring users to input queries using concise and
structured language (Seymour et al., 2011). The experience was rather slow. Google
Search, rst launched in 1998, revolutionized the way people access information on the
internet. It addressed the issues of its predecessors and started creating an extensive index
of billions of web pages.

The main success (Seymour et al., 2011) of the Google search was due to their patented
PageRank algorithm (Page et al.,, 1998). Additionally, Google Search started using ad-
vanced natural language processing algorithms to quickly and accurately match users'
queries with relevant information. The NLP algorithms used for web search originally
included semantic parsing intent recognition and named entity recognition. The usage
of these algorithms started the shift from strict keyword-based queries to more natural-
language-like and even conversational ones, which contributed to a better user experience.
Another signi cant shift came with the concept of semantic search (Nayak, 2019). The
semantic search allowed users to nd the desired web page even if they used di erent key-
words while they were semantically similar. This approach started to be massively adopted
since the introduction of transformer-based models (Liu and Lane, 2016) such as BERT
(Devlin et al., 2019).

Besides the understanding of context and meaning behind user queries, Google's Knowl-
edge Graph (Singhal, 2012) was introduced in 2012, aimed to comprehend the relationships
between entities, enabling more context-aware responses, especially in the factual questions
such as\When was Barack Obama born?"

The historical progression of search engines from keyword-based systems to sophisti-
cated natural language interfaces has played a crucial role in shaping the landscape of Al
conversational systems. The integration of NLP, semantic search, and knowledge graphs
has not only enhanced information retrieval but has also in uenced the design and capa-
bilities of modern conversational Al.

2.3.2 Virtual Assistants

Virtual assistants push forward the capabilities of natural language interfaces primarily
by introducing an ability to interact with them via voice and a wide range of use cases.
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They are rule-based and machine-learning-based applications that are designed to assist
and perform tasks for users. Virtual assistants are typically accessed through a device
such as a smartphone, tablet, or computer, and they can be used to perform tasks such
as scheduling appointments, setting reminders, making phone calls, sending messages, and
searching the internet.

They started to be popular in the early 2010s with the advancement of automatic speech
recognition (ASR) and text-to-speech (TTS) technologies. Large corporations started to
implement their own virtual assistants to provide their services via additional channels.
The key virtual assistant providers were originally Apple with Siri (2011), Google with
Google Now (2012), and Amazon with Alexa (2014). The strategy of Apple and Google
was to build the assistant in the mobile operating systems while Amazon created a custom
device called Echo, which is intended to be placed in households.

In the early days, virtual assistants were mainly powered by rule-based approaches with
pattern matching or by simple intent recognition algorithms. The technology level allowed
users to interact with the in a command{response manner. This type of interaction does
not require working with a context of previous turns or sessions but only extracts the
information from the current utterance. The single utterance commands then progressed
to multi-turn form- lling-like conversations to naturally get additional information from
the user by asking questions to ful ll the command successfully. This typically includes
the combination of intent recognition and entity (slot) recognition algorithms.

One of the key features of virtual assistants is the integration of various external services
such as web search, calendars, note-taking applications, reservation systems, and more.
However, when the number of operatable services is high, intent recognition and service
disambiguation become challenging. There are multiple ways to deal with this issue. For
example, Alexa comes with the concept of invocation words for identifying a particular
service. Specifying the invocation words as the name of the service is inconvenient as the
user needs to remember the exact phrase. To conveniently recognize the desired service
from the context, the virtual assistants need to use advanced machine-learning approaches,
including the Large Language Model, for both response generation and service calls. The
companies behind virtual assistants are slowly adopting these approaches, but the overall
user experience still relies mostly on the more straightforward approaches. The LLMs (as
in the other use cases) have a big potential to push the capabilities more towards the
natural conversation (Dong et al., 2023).

2.4 Recent Approaches in Conversational Systems

In the 2010s, neural networks started to play a signi cant role in the eld of conversational
systems. The traditional approaches used before struggled to capture the complexity and
nuances of natural language, limiting the development of complex and contextual dialogue
systems. Neural networks, with their ability to model patterns and dependencies in data,
brought new possibilities for working with context in conversational systems. Recurrent
neural networks (RNNs) especially Long Short-Term Memory (LSTM) (Hochreiter and

16



2.4. Recent Approaches in Conversational Systems

Schmidhuber, 1997) introduced possibilities to model patterns in sequential data, even for
long sequences. With the attention mechanism (Bahdanau et al., 2014), it gave birth to
the Sequence{to{Sequence (Seq2Seq) model with an encoder{decoder architecture. The
architecture debuted originally in machine translation task (Sutskever et al., 2014) where
the input to the network is an utterance in the source language, and the output is the
utterance in the target language, whereas while used in the conversation systems, the
input is a user utterance and the output is the response of the system.

The baseline framework is proposed by Vinyals and Le (2015). It is a plain Seq2Seq
architecture that is trained on the helpdesk chat service and Opensubtitles dataset. The
drawbacks presented in the paper include short and generic responses and inconsistent
personality. The responses could also be inconsistent for questions that are not identical
but are semantically similar.

Wu et al. (2018) proposed an approach that tries to control the response generation by
incorporating dialogue acts. The solution consists of two models: a generative network for
the response generation and a policy network for the dialogue acts. The dialogue acts, as
the additional input for the generative networks, improve the response quality by enabling
the response to be generated di erently for statements, questions, or context switch acts.

In human{human conversations, people tend to use the same words mentioned in the
previous utterances to some extent. The Seq2Seq models fail to generate such words as
they typically work only with the latent representation of the utterance, and the decoder
part does not interact directly with the words. The copying mechanism proposed by Gu
et al. (2016) tries to mitigate this problem. The task for the models is to decide when to
generate the word and when to copy it from the original utterance.

The Seq2Seq models with RNN or LSTM-based encoders and decoders have typically
been trained on the conversational data relevant to the speci c use case as the network
architecture is not suitable for pretraining on a large corpus of natural language data
to learn language patterns without forgetting them while ne-tuning. The Transformer
architecture introduced by Vaswani et al. (2017), with its parallelization capabilities, al-
lowed the creation of bigger models and addressed the mentioned limitations of traditional
Seq2Seq models. One of the biggest advantages of the transformer models is the possibility
of e ectively using transfer learning instead of learning the desired task from scratch. The
transformer architecture has been a standard for NLP models in various tasks, includ-
ing the sub-task for conversational systems (intent recognition, named entity recognition,
...) and end-to-end conversational systems. The pre-trained models bene t from already
learned language patterns, allowing the downstream tasks to be trained using smaller data
sets.

The trend with the reduction in the data amount needed for model training even-
tually resulted in few-shot and zero-shot models. Popularized by OpenAl's Generative
Pre-trained Transformer (GPT) 3 by Brown et al. (2020), the approach represents a signif-
icant shift in the capability of models to perform tasks without explicit training for them.
This approach introduces a new dimension to conversational systems, allowing them to
generalize and adapt to a wide range of tasks with minimal supervision. A model can take
a prompt as an input where the desired input is described in a natural language (zero-shot
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learning). Additionally, the prompt may contain a few examples of mapping the input to
the output (few-shot learning).

2.5 Conversational Systems Categorization

The conversational systems and their underlying research are commonly divided into two
categories based on the purpose of the system: goal-oriented systems and open-domain
systems. A goal-oriented system typically follows a scenario to ful Il a prede ned goal or
multiple goals. As it typically requires gathering certain information, additional algorithms,
such as slot- lling, must be implemented compared to the open-domain systems. On the
other hand, open-domain systems require a signi cant amount of conversational data to
train a system that is robust enough.

2.5.1 Goal-Oriented Systems

Goal-oriented systems refer to conversational systems that are designed to achieve a speci c
task or objective, such as a room or table reservation (Pateras et al., 1999), technical
support (Vinyals and Le, 2015), or providing tourist guidance (Mrlksc et al., 2016). These
systems usually require users to provide speci ¢ information to the chatbot, which is then
used to Il prede ned slots with specic values. This process is commonly referred to
as \slot- lling." The main objective of a goal-oriented dialogue system is to Il all the
required slots using the lowest number of dialogue turns possible.

The system has a speci c goal or a prede ned set of goals. Each goal has a corresponding
set of values that need to be obtained from the user to achieve the goal. Therefore, the
key aspect of the system is its ability to understand and interpret user input and extract
desired values. Moreover, for a uent conversation, it is critical for the system to recognize
multiple values from a single utterance instead of asking redundant questions.

Once the required values are extracted, they are typically used to create a query in a
database or call a service that performs a particular action. The database or service usually
returns a value or values that need to be presented to the user. The information is processed
by the Natural Language Generation (NLG) part of the system. The NLP typically uses
sentence templates or the encoder{decoder models described earlier. Additionally, Large
Language Models (LLMs) play a signi cant role in response generation, as they are strong
in considering the context as well as the actual variable values.

The traditional architecture described above, consisting of natural language under-
standing for value extraction, dialogue management for action selection (e.g., database
guery), and natural language generation for presenting the output to the user, has been
used for years. With the rise of LLMs, it still remains relevant, with the only di erence
being that each part of the framework may be handled by the same LLMs with an ap-
propriate prompt. The LLMs allow faster development of these systems as they don't
require large sets of training data. However, the downside of these models is the hardware
requirements that are signi cantly higher than using simpler models.
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2.5.2 Open-Domain Systems

In contrast to goal-oriented systems, open-domain systems are designed to handle a wide
range of topics and user queries without a speci c prede ned task. The goal is to keep
an engaging conversation as long as possible (Ram et al., 2018). There is no success or
failure at the end of the conversation, and there is a focus on natural responses. Users can
only give a rating based on their subjective impression. The systems have been historically
based on end-to-end architecture (described later) using a single model trained on a large
corpus of conversation data. With the recent advancement of capabilities of the end-to-end
systems mostly driven by LLMs, the open-domain system gained more popularity. Various
mobile apps o ering virtual friends or even a relationship partner have emerged on popular
platforms.

Additional techniques allowing the model to be enriched by additional information
started to be used frequently recently. The techniques are mostly based on Retrieval
Augmented Generation (RAG) (Gao et al., 2023a).

2.6 Conversational Systems Architectures

2.6.1 End-to-end Systems

An end-to-end dialogue system is a type of conversational Al that is designed to handle the
entire process of understanding and generating natural language for the purpose of carrying
out a conversation. This process includes understanding the user's intent, generating an
appropriate response, and delivering that response in a natural and conversational manner.

End-to-end dialogue systems are typically based on neural network architectures, such
as Recurrent neural networks (RNNs) (Wen et al., 2017) and transformer models (Vaswani
et al., 2017; Radford et al., 2018, 2019; Brown et al., 2020). These architectures are trained
on large datasets of conversational data to learn patterns in human language and how to
generate appropriate responses.

The original research on end-to-end dialogue systems was focused on encoder-decoder
architecture (Cho et al., 2014). The encoder takes in the input sentence and encodes it into
a xed-length vector representation that captures the meaning of the sentence. The decoder
then takes this vector representation and generates an appropriate response. Recent LLMs
such as GPTs simplify the architecture by using only the decoder part (Radford et al.,
2018, 2019; Brown et al., 2020).

End-to-end dialogue systems can be used in a variety of applications, including chatbots,
virtual assistants, and customer service systems. They can be integrated into websites,
mobile apps, and other platforms to provide users with a natural and convenient way to
interact with the system. Their main advantage is that they can handle a wide range of
inputs and generate natural and appropriate responses without the need for rule-based
systems or manual scripting. However, these systems still have some limitations, such as
the need for large amounts of training data and the di culty of handling more complex
tasks and scenarios.
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Overall, end-to-end dialogue systems are an advanced form of conversational Al that
has the potential to greatly improve the user experience in a variety of applications. With
the continued advancement of neural network architectures and the availability of large
amounts of training data, it is likely that end-to-end dialogue systems will continue to im-
prove and become an increasingly important part of our daily interactions with technology.

2.6.2 Modular Systems

Modular dialogue systems are designed with a modular architecture, where di erent com-
ponents or modules handle speci ¢ aspects of the dialogue process. The components are
typically trained separately on a domain-speci ¢ datasets. A single dialogue turn is pro-
cessed sequentially by all of the components. The typical ow is shown in Figure 2.1, and
the individual components will be described in detail in section 2.7. Sequential process-
ing is often required by certain components requiring the outputs from the previous ones.
When the dependency is not necessary, parallelization may be implemented to speed up
the process.

The modular approach often comes along with a set of lightweight components com-
pared to a monolithic end-to-end model. It allows the individual components to be trained
on a smaller amount of specic data. This approach is more suitable for goal-oriented
systems where a large amount of in-domain conversational data is not typically available.
The datasets for the individual components can be created by domain experts to bootstrap
the initial versions of the system. The modularity also allows the inclusion of the addi-
tional optional components required for speci ¢ domains only. The typical examples are
domain-speci c classi ers, e.g., emotion detection for psychologically oriented dialogues.

2.6.3 Hybrid Systems

In hybrid dialogue systems, the architecture is designed to take advantage of the strengths
of both end-to-end and modular approaches. The end-to-end approach ensures the ability
to respond to a wide range of utterances by leveraging pretraining on large dialogue datasets
without relying on hand-crafted rules or separate components. On the other hand, modular
approaches divide the dialogue process into separate components, each designed to handle
a specic task in an easily modi able way. This allows for more explicit control over
individual components and a more structured approach to development.

The critical point of the hybrid system is the logic that combines the end-to-end model
with the individual components. Switching the approaches comes with the challenges of
sharing the context, i.e., the information extracted using the other component. Moreover,
the modular system may use templated responses, and the uent combination of these
responses with the ones generated by the end-to-end approach may not be straightforward.

The strengths of this approach are that it is used in scenarios where the end-to-end
approach grants the ability to respond to unexpected utterances in a reasonable way while
the modular approach precisely drives the conversation in a designed way. We focus on
this scenario in more detail in the following chapters of this thesis.
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2.7 Modular Architecture Components

As outlined above, the modular architecture consists of various modules that we want to
describe in more detail in this section. The modules work together to perform speci c tasks
that are divided into the following high-level categories: Natural Language Understand-
ing (NLU), Dialogue Management (DM), and Natural Language Generation (NLG). These
modules can be combined in di erent ways, but the canonical information ow is illus-
trated in Figure 2.1. Additionally, short-term storage|usually called context|long-term
storage|usually called pro leJand knowledge base are used for storing the information
and using it in the conversation. In the case of voice-enabled applications, the Automatic
Speech Recognition (ASR) and Text to Speech (TTS) components are at the beginning or
at the end of the ow, respectively.

Figure 2.1: The overview of modular dialogue system architecture

2.7.1 Natural Language Understanding

Natural Language Understanding (NLU) is the family of tasks related not only to the
conversational system but also to other parts of NLP. In the conversational systems, the
NLU algorithms process the utterance at the beginning of the pipeline. Their results are
critical for further processing. In voice-enabled systems, the algorithms often work with a
text transcript produced by ASR or multiple ASR hypotheses if available. Additionally,
the understanding can be done using the audio of recorded voice or a combination of
both. This is useful for tasks such as emotion recognition (Trinh Van et al., 2022) as the
information about the emotion lies in the voice tone more than in the actual content of
the speech.

The most essential component of NLU is the intent recognition. It categorizes the
utterance into one of the intent classes, which in uences further processing. Additional
components may include:

Entity Recognition and Slot Filling { Extracting relevant entities and lling semantic

slots from user utterances to capture important pieces of information necessary for
task completion or context understanding within the conversation.
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Dialogue Act Detection { Recognizing the communicative actions or speech acts
performed by speakers in a conversation. This includes categorizing utterances into
di erent dialogue acts, such as questions, statements, requests, acknowledgments,
etc., to better understand the structure and ow of the dialogue.

Sentiment Analysis { Analyzing the sentiment expressed in user utterances to de-
tect emotions, attitudes, or opinions, which can in uence the tone and style of the
conversational system's responses.

We describe the most important component in more detail in the following subsections.

2.7.2 Intent Recognition

Intent recognition in dialogue systems is the process of identifying the intent or goal of a
user's spoken or written input. It is a critical component of natural language understand-
ing in dialogue systems, as it allows the system to determine what the user is trying to
accomplish and respond appropriately.

Since intent recognition is the text classi cation task, it leverages the algorithms and
model architecture for this task type. Text classi cation relies on two main aspects: text
representation and the actual classi cation model. The rst systems used Bag of Words
(BOW) or N-grams (Lee et al.,, 2013) as the text classi cation method. Coupled with
similarity metrics or classi cation models such as Logistic regression or Support Vector
Machines (SVM), it forms a baseline approach. Additional features such as part-of-speech
tags (Voutilainen, 2003), sentiment, topics, or dependency parses (Nivre, 2010) were often
used to improve the overall performance. Moreover, the preprocessing of the input, such
as removing stop words, has been a highly leveraged step (Uysal and Gunal, 2014).

With the introduction of a text representation capturing the semantics (Mikolov et al.,
2013b; Pennington et al., 2014; Bojanowski et al., 2017; Wu et al., 2017), the need for fea-
ture engineering and preprocessing became lower. This type of representation is suitable to
be processed by neural networks to learn the downstream task. Additionally, the amount
of data needed for the model training is lower thanks to the pertaining of the representa-
tions on a large unlabeled text. The neural architectures used for text classi cation often
leveraged convolutional (Kim, 2014) or recurrent units (Ravuri and Stolcke, 2015).

Recent advances in neural architectures, especially the introduction of a transformer
architecture (Vaswani et al., 2017), have led to more e ective language representation. The
models such as BERT, Albert, DistilBert (Devlin et al., 2019; Lan et al., 2019; Sanh et al.,
2019) and GPT-3 (Brown et al., 2020) are some of the most popular nowadays and achieve
the state-of-the-art performance on various text classi cation tasks.

2.7.3 Entity Recognition

Entity recognition in dialogue systems is the process of identifying and extracting speci c
pieces of information, known as entities, from natural language text. These entities can
include proper nouns, such as person or location names, as well as numerical values, such as
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dates or monetary amounts. The goal of entity recognition is to enable a dialogue system
to understand the meaning hidden in the text spans representing the entities.

Entity recognition is a token classi cation task where each token is tagged as an entity
or not. More speci cally, each token is tagged with eithelinside, outside, begin(IOB)
(Ramshaw and Marcus, 1999) tag to distinguish non-entity tokens, a rst token belonging
to a particular entity, and additional entity tokens. Additionally, there could be an entity
type tag for each entity token resulting, for example, inB-city, I-city, O" tags.

The original approaches leveraged dependency parsing (Nivre, 2010) to identify nouns
and noun phrases that could be later matched with the list of anticipated entity tokens.
However, this approach requires the list of entities to be known, which is often not the case,
or they cannot be easily enumerated. Similarly to intent recognition, entity recognition
leverages the text embedding representation, capturing the semantics. With the popular-
ization of the LSTM-based (Hochreiter and Schmidhuber, 1997) neural networks, these
models started to be used for entity recognition as their strength is the ability to capture
dependencies in longer sequences. The bidirectional LSTM layer is used to handle the
dependencies in both directions in the utterance. Additionally, the Conditional Random
Field (CRF) layer (Huang et al., 2015) is used to model dependencies among the output
classes. Another approach (Kurata et al., 2016) takes advantage of encoder{decoder ar-
chitecture to encode the input sentence into a xed-length vector that is used as the input
for the decoder layer. The decoder layer then operates with the information from the
whole sentence. The most recent approach also leverages transformer-based architectures.
In comparison to the text classi cation, the model has been modi ed head to label each
token individually. Few-shot approaches (Fritzler et al., 2019) aim to lower the amount of
needed training data.

As intent detection and entity recognition depend on each other, several combined
approaches were proposed. A similar approach to the entity recognition itself can be
applied to the combined recognition. The only modi cation is that the end-of-sentence
token is tagged with the intent (Hakkani-Tur et al., 2016). Another approach is to modify
the encoder{decoder architecture by adding a second decoder for the intent, which shares
the same encoder with the entity-tagging decoder (Liu and Lane, 2016).

2.7.4 Dialogue Acts Detection

Dialogue act detection is the task of identifying the communicative intention behind an
utterance in a dialogue. It involves categorizing the utterance into one of several prede ned
dialogue acts, such as informing, con rming, or requesting. Dialogue act detection is an
important component of dialogue systems, as it helps the system understand the user's
goals and intentions and respond accordingly.

Dialogue act detection can be performed using various techniques, including rule-based
methods, machine learning algorithms, and neural networks similar to intent recognition.
In rule-based methods, hand-crafted rules are used to identify the dialogue act based on
features such as word frequency, part-of-speech, and syntax (Yeh, 2016). Machine learning
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algorithms use labeled training data to learn the mapping between utterances and dialogue
acts. The state-of-the-art approaches are described later in chapter 6.

Dialogue act detection is often used in addition to other natural language processing
tasks, such as intent classi cation, entity recognition, and sentiment analysis, to provide a
more complete understanding of the user's inputs. This information can be used to inform
the system's response generation process, allowing for more context-aware and human-like
responses.

2.7.5 Additional Classi cation

The additional classi cation is not essential for the processing of the modular conversational
system. However, for some use cases, the selected classi ers may improve the overall NLU
accuracy or be bene cial for further processing. The additional classi cation tasks are, for
example:

Emotion classi cation { the task of recognizing and categorizing the emotional state

of a speaker from their speech or text. This involves detecting the presence of emo-
tions such as happiness, sadness, anger, fear, surprise, and others. The results of
emotion classi cation can be used to improve the user experience in conversational
systems, analyze public opinion, and develop applications that can respond to the
emotional state of users.

Topic classi cation { the task of identifying the topic or subject matter of a text or
speech. This involves assigning the text to one or more prede ned categories, such
as sports, politics, entertainment, and others.

Topic-speci ¢ classi cation { classi cation of topic-dependent aspects. This is closely
connected to intent recognition, which is also dependent on the current topic. How-
ever, topic-speci c classi cation is relevant throughout the discussion of the particular
topic, while speci c intent is relevant only in a part of the topic. The example is a

product classi cation for a company-speci ¢ dialogue system.

2.7.6 Dialogue Management

Dialogue management is the process of controlling the ow of a conversation between
a dialogue system and a user. It involves deciding what action the system should take
based on the user utterance and consequent NLU annotations. It can be performed in
di erent ways, including rule-based systems, nite-state machines, and machine learning-
based systems.

In rule-based systems, the dialogue management process is de ned by a set of hand-
crafted rules (Allen, 1995) that specify how the system should respond to di erent inputs.
This is a straightforward approach considering the reasonable amount of intent classes,
entity categories, and additional classi cations. The mentioned tasks represent the NLU
annotations combinations that can be directly mapped to the dialogue actions. Finite
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state machines extend rule-based systems, where the dialogue is modeled as a series of
states and transitions (Larionov et al., 2018). These systems allowed for more dynamic
and context-sensitive responses by encoding dialogue policies as state transitions.
Machine learning-based approaches take advantage of both supervised learning and
reinforcement learning. An approach called Neural Belief Tracker is proposed by Mrkst
et al. (2016). It assumes each intent{entity pair determines the action of the bot unam-
biguously and learns the policy that maps the pairs to the output actions. Reinforcement
learning algorithms such as Markov Decision Processes (MDPs) and Partially Observable
Markov Decision Processes (POMDPSs) were applied to learn optimal dialogue strategies
through interaction with users (Young et al., 2013). These approaches enabled more adap-
tive and data-driven dialogue management but required signi cant amounts of training
data and computational resources. Additionally, Li et al. (2017) proposed a system lever-
aging end-to-end reinforcement learning approach for both DM and NLU. The system
uses a combined intent-entity model, as described earlier in this chapter. Next, DM uses
the output from NLU to construct a query to the knowledge base and to determine the
next action. NLG is a part of the user simulator, (Schatzmann et al., 2007) which uses
both template-based and sequence-to-sequence generated utterances. The actual DM is
represented as Deep Q-network (DQN) (Mnih et al., 2015). Instead of the user simulator,
the labeled data for supervised learning can be used as proposed by Williams et al. (2017).
Recent advancements in neural networks driven mainly by transformer-based architec-
ture have also impacted dialogue management. End-to-end neural dialogue systems use
neural networks to directly map user inputs to system responses without explicitly mod-
eling dialogue states (Serban et al.,, 2017). Sequence-to-sequence models and attention
mechanisms have been employed to learn e ective dialogue policies from raw conversa-
tional data. These approaches o er improved performance and scalability compared to
traditional methods, especially in handling complex and diverse dialogue scenarios (Bor-
des et al., 2016).

2.7.7 Recommendation

The recommendation in dialogue systems refers to the process of suggesting items or actions
to a user based on their past behavior or preferences. This can be used to personalize the
user experience and make it easier for them to nd a suitable topic of discussion. It is very
important in open-domain dialogue systems as the users may not be aware of the system's
capabilities and, therefore, struggle with proactive suggesting of new topics. In a dialogue
system, the recommendation can be integrated as a component that provides suggestions
at the beginning of the conversation and during the conversation when a particular topic
ends and a new one needs to be suggested.

There are several types of recommendation algorithms that can be used in dialogue
systems. Content-based (Lops et al., 2011) is one of the types that is based on the charac-
teristics of the items being recommended. It recommends items or actions that are similar
to those that a user has liked or interacted with in the past. In dialogue systems, this ap-
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proach can be used to recommend responses or topics based on the content of the current
conversation and the user's long-term pro le.

Another approach is Collaborative Itering (Resnick and Varian, 1997) that recom-
mends items or actions based on the preferences of similar users. In dialogue systems, this
approach can be applied to recommend responses or topics based on the users with similar
values storied in their pro le or with similar conversational histories.

The additional approaches include a hybrid recommendation (Burke, 2002) where both
content-based and collaborative Itering are leveraged. Also, additional values that are
relevant for the current context (Adomavicius and Tuzhilin, 2010) rather than for the
long-term user pro le are useful in the dialogue systems since this contextual information
may change rapidly over time. This includes the emotional state of the user, current topic,
sentiment of the utterances, or even location.

2.7.8 Natural Language Generation

Natural language generation is one of the nal components in a modular dialogue system
pipeline. 1t is responsible for forming a natural language response given the output of
previous components, especially the dialogue management output. Given the nite number
of the possible DM actions, the straightforward approach is to use a prede ned set of
templates for each action. Each template contains placeholders, which are eventually
replaced by entity or slot values. There can be multiple templates for a single action to
mitigate repetitiveness that can be chosen randomly or based on the similarity with the
previous context.

To avoid handcrafted responses, the Sequence{to{Sequence (Seq2Seq) models (Cho
et al., 2014) were proposed. The input sequence consists of an action name and a list of
entity type and entity value (slot name, slot value) pairs. The input is decoded using an
LSTM decoder (or another neural network architecture such as transformer-based), which
outputs the hidden representation of the whole utterance. The decoder is then initialized
with the last hidden state of the encoder, and based on the previously generated token and
the previous hidden state, it generates the output. To incorporate the information about
the whole input in every decoding step, the attention mechanism (Bahdanau et al., 2014)
is used.

The improvements proposed by Dwsek and Jurcek (2016) use the contextual utter-
ances to avoid repetitiveness and generate the sentences in a way that re ects the previous
statements. The rst approach is to simply concatenate previous user utterances with the
intent-slot-value representation. The second approach requires a di erent decoder for the
contextual utterance. The results of both of the decoders are then concatenated. The last
proposed approach is to use a ranker for thiebest-generated results. The ranker gives
a higher rank to the utterances based on the commom-gram with the preceding user
utterance. This approach selects more natural responses as they use a similar structure to
the previous sentence.

The transformer architecture (Vaswani et al., 2017) contributes to the NLG signi cantly
and more impactfully compared to the other elds of NLP. The extensive pre-training
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allowed the models to produce meaningful responses only with data-e cient ne-tuning.
One of the models is Text-to-Text Transfer Transformer (T5) (Ra el et al., 2020). Itis a
versatile transformer-based encoder{decoder model that frames all NLP tasks as text-to-
text tasks. In the NLG segment, T5 can be trained in a text-to-text manner where the
input text includes the dialogue history and a special token indicating the system's turn,
and the output text is the generated response.

Generative Pre-trained Transformer (GPT) architecture (Radford et al., 2018) is un-
doubtedly one of the most popular model architectures used by a wide public. It used
decoder-only transformer architecture, and its later versions (Brown et al., 2020; Ope-
nAl, 2022) have shown an impressive performance in response generation tasks. However,
the response generation is not focused on conversational systems in plain GPT models.
Therefore, focused models such as (Zhang et al., 2019) have emerged. It is trained on con-
versational data and optimized for generating human-like responses in dialogue scenarios
and ne-tuned with additional dialogue-speci c objectives to improve response quality and
coherence.

2.7.9 Retrieval Augmented Generation

Even though Neural response generation based on the machine learning model has pro-
gressed signi cantly, as described in the previous subsection, they tend to generate non-
speci ¢ and sometimes non-relevant responses. The models themselves can only use the
information included in the training data. It also depends on the model's capacity and
whether it can hold all the relevant information.

Retrieval Augmented Generation (RAG) (Gao et al., 2023b) combines the retrieval ap-
proach with response generation in a way the input for the generative model is enriched
via retrieved information. The information may be retrieved using various methods such
as keyword matching or full-text search, but the most popular is a semantic search method
(Guha et al., 2003). The semantic search is strong in nding semantically similar chunks
of text but cannot extract the exact information. Additionally, it may fail to distinguish
between semantically close chunks of text. To mitigate the issue, multiple matched can-
didates are propagated into to generation step. The generative model then extracts the
relevant information. This preselection is important as the information source may be large
and cannot be tted into the input of the model.
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Chapter 3

Natual Language Processing Algorithms

In this chapter, we describe the machine learning algorithms from the Natural Language
Processing (NLP) eld that are relevant to the conversational Al described in this thesis. As
the thesis is focused on Natural Language Understanding, we will describe the algorithms
from that part. However, many of the modern model architectures can be e ectively used
across NLP elds, and especially models primarily used for Natural Language Generation
(NLG) can be used for understanding as well with an appropriate mapping of the results.
Even the Large Language Models (LLMs) are among the most performing model types
recently, we also focus on the other model architectures and approaches since the balance
between the model's resource consumption and the actual performance is critical for this
thesis and for the production use of the conversational systems.

The overview outline of this chapter is as follows:

1. Text Representation{ a method for converting text data into sparse or dense vector
formats. Typically used for similarity measuring or as an input for the bigger model.

2. Traditional Machine Learning { non-neural models such as logistic regression or SVM
that typically take the vector representation of the text as an input. Suitable for use
cases where training and inference time are critical.

3. Neural Networks{ feed-forward, recurrent, convolutional, or transformer-based model,
using the text representation or representing the text inside the model.

4. Large Language Modelg transformed-based models with millions or billions of pa-
rameters with extensive pretraining.

3.1 Text Represenation

Text representation in machine learning involves converting raw text data into numerical
vectors or matrices that can be processed by machine learning algorithms. This process,
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also known as feature extraction or vectorization, aims to capture the semantic and syn-
tactic information present in the text while preserving its underlying structure. However,
some of the original methods are not designed to capture the semantics but work with the
representation only on a vocabulary level. Common techniques are described in subsec-
tion 3.1.2.

3.1.1 Tokenization

Tokenization is a intial task in NLP that involves breaking down a text (a sequence of
character) into smaller units, typically words, subwords, or individual characters, known
as tokens. The set of tokens then for a vocabulary and each token can be represented as
an index in the vocabulary.

In word-level tokenization, the input text is segmented into individual words based
on whitespace or punctuation boundaries. However, word-level tokenization may not be
su cient for in ection languages as the the resulted vocabulary size would be to high. Sub-
word tokenization addresses this limitation by breaking down words into smaller linguistic
units, such as pre xes, su xes, or stems. This approach enables more e ective handling of
out-of-vocabulary words and improves the generalization capability of NLP models. Tech-
nigues like Byte Pair Encoding (BPE) (Gage, 1994) and WordPiece (Wu et al., 2016) are
commonly used for subword tokenization. Character-level tokenization, on the other hand,
segments the input text into individual characters. The word or sub-word representation
need to be learn as part of the model leveraging this input type.

3.1.2 Represeantation Methods

1. One-hot encoding: This method creates a binary vector for each unique word in the
text data, with a "1' in the position of the corresponding word in the vocabulary and
a 0'in all other positions. This method does not capture the relationships between
words or the semantic meaning of the text.

2. Bag of Words: Similarly to the one-hot encoding, BOW is a vector with a length of
the size of the vocabulary. Each position contains a number of occurrences of the
corresponding word in the input text.

3. Term frequency-inverse document frequency (TF-IDF): This method represents text
as a numerical vector based on the frequency of each word in the text data. The
TF-IDF value for a word is calculated as the product of its term frequency (TF) and
the inverse document frequency (IDF), which measures the rarity of the word across
the entire text corpus.

4. Word embeddings: This method represents words as dense, continuous-valued vectors
in a high-dimensional space. The vectors are trained on large text corpora using tech-
niques such as neural language models, and they capture the semantic relationships
between words and their context in the text data.
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5. Sentence embeddings: This method represents entire sentences or documents as a
single vector, capturing the overall meaning and context of the text data. Sentence
embeddings are often created by averaging the word embeddings of the words in the
sentence or by using advanced techniques such as transformers.

In summary, text representation in machine learning is an important step in converting
raw text data into a format that can be used for training and evaluating machine learning
models. The choice of text representation method depends on the speci ¢ requirements of
the machine learning task and the resources available for processing the text data.

3.1.3 Text Embeddings

Word embeddings are a type of representation for words used in natural language process-
ing tasks. They map words to dense, continuous vectors of numbers, allowing them to
capture the meaning and semantic relationships between words. In contrast to one-hot en-
coded representations, which assign a unique binary vector to each word, word embeddings
provide a compact, dense representation of words that can capture both their syntactic
and semantic relationships. Sentence embeddings have the same goal but on the scope of
a whole sentence.

Figure 3.1: CBOW and Skip-gram architectures (Suleiman et al., 2017)

Word2Vec is a popular word embedding technique that was introduced by Mikolov
et al. (2013a). It uses a shallow neural network to learn the relationships between words
in a large corpus of text. The network takes a word as input and predicts the surrounding
context words, allowing it to capture the meaning and context of a word. Word2Vec can
be trained using two methods, Continuous Bag of Words (CBOW) and Skip-Gram, each
with its own strengths and weaknesses.
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Global Vectors for Word Representation (GloVe) is another popular word embedding
technique that was introduced by researchers at Stanford University (Pennington et al.,
2014). 1t combines the advantages of Word2Vec with a global log-bilinear regression model
that considers both word-word co-occurrence statistics and word context information. This
results in embeddings that capture not just local context but also the global semantic
relationships between words.

FastText is a word embedding technique introduced by Mikolov et al. (2018). It is
designed to handle out-of-vocabulary words, which are words that are not present in the
training data, by breaking words down into subword units or characters. This allows
FastText to handle morphologically rich languages, such as those that have many a xes,
and also handle rare or unknown words. FastText operates by training a simple neural
network to predict the probability of a word given its surrounding context words, much
like Word2Vec. The main di erence is that FastText uses character n-grams in addition
to whole words as input to the network, allowing it to better handle rare or unseen words.

Embeddings from Language Models (ELMo) is a more recent embedding technique
that was introduced by researchers at the Allen Institute for Arti cial Intelligence (Peters
et al., 2018). ELMo uses deep bidirectional language models to generate context-sensitive
representations of words. The approach involves ne-tuning a pre-trained language model
on a speci c task, allowing the embeddings to be tailored to the task at hand and to
capture task-speci ¢ information.

Universal Sentence Encoder (USE) (Cer et al., 2018) is a sentence embedding with a
focus on transfer learning to other NLP tasks. It is introduced in two variants: Deep
Average Network (DAN) and transformer-based (TRAN). Two variants of the encoding
models allow for trade-o s between accuracy and compute resources.

In addition to the native sentence embeddings such as USE, the popular method for
representing a whole sentence is to use an average or TF-IDF-weighted average of individual
word vectors.

3.2 Semantic Text Similarity

Semantic text similarity is the task of determining the degree of similarity between two
pieces of text based on their meaning, as opposed to their surface-level features such as
word count or word overlap. There are di erent approaches to measure semantic similarity
based on the selection of text representation and a similarity function. The typical text
representation for semantic text similarity is the usage of text embeddings, as described in
the previous section.

One of the popular similarity functions used along text embeddings is the cosine simi-
larity.

cos() = M
NWalllJwa2j)
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Alternatively, neural network-based models such as Siamese networks or Transformer mod-
els can also be used to measure semantic similarity by comparing the representations of
the two texts generated by the models. The neural network can be used to compute just
the similarity using the text embeddings or combine the learning of the text representation
with the actual similarity estimation. When using a neural network to encode a text input,

we can use two approaches: Bi-encoder and Cross-encoder. The former encodes each text
in a pair by an individual or shared encoder and produces two representations. The latter
encodes the pair as a whole, resulting in a single representation. While the cross-encoder
may achieve better accuracy in certain scenarios, the bi-encoder is suitable for scenarios
where the set of representatives should be encoded during the system initialization, and
then the already encoded representations can be compared to the query at the runtime.
This saves the computation resources for creating the representations of a rarely changing
set of representatives.

3.3 Traditional Machine Learning

Traditional machine learning in NLP typically involves the use of statistical and proba-
bilistic models, as well as feature engineering techniques, to process and analyze text data.
These methods often rely on handcrafted features extracted from text, such as one-hot
encodings, Bag of Words, n-grams, part-of-speech tags, or syntactic patterns. Common
algorithms used in traditional NLP include Support Vector Machines (SVM), Naive Bayes
classi ers, decision trees, and logistic regression. While these approaches have been success-
ful in many NLP tasks, they often require extensive feature engineering and domain-speci c
knowledge and may struggle to capture complex linguistic patterns and semantics present
in natural language. However, when combined with a robust enough text representation
using pre-trained models on large corpora of a language, they may form a strong baseline
that is signi cantly more computationally e ective compared to the complex neural net-
works. The resource e ectiveness is bene cial for real-time applications such as chatbots
or voice bots. Additionally, the training time is signi cantly shorter, allowing the dialogue
creators to prototype rapidly.

3.4 Convolutional Neural Networks

Convolutional neural networks (CNNs) are a type of arti cial neural network that were
originally developed for image processing tasks. However, they have also been adapted and
applied to a wide range of NLP tasks (Kim, 2014).

In NLP, CNNs are used to process and analyze text data by treating it as a 2D grid
of words, where each word is represented by a vector. The convolutional layer applies a
convolution operation to the input data, which detects local patterns or features in the text
data. The pooling layer reduces the dimensionality of the data by aggregating the output
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Figure 3.2: CNN architecture for a text classi cation task (Kim, 2014)

of the convolutional layer over a small window. The fully connected layer then combines
the output of the pooling layer and produces the nal output of the CNN.

One of the key advantages of CNNs in NLP is their ability to learn hierarchical rep-
resentations of text data. The convolutional layers learn local patterns or features in the
text, while the deeper layers learn more global patterns or features. This allows CNNs to
achieve high accuracy in tasks such as text classi cation, sentiment analysis, and named
entity recognition.

Overall, CNNs have been successfully applied to a wide range of NLP tasks and have
shown to be a powerful tool for understanding and analyzing text data. However, they
have recently been replaced by more e ective transformer-based models.

3.5 Recurrent Neural Networks

Recurrent neural networks (RNNs) are a type of arti cial neural network that are partic-
ularly well-suited for processing sequential data, such as text or speech. They are able to
handle variable-length input sequences and maintain a hidden state that captures infor-
mation about the past elements of the sequence.

In NLP, RNNs are used to process and analyze text data by treating it as a sequence of
words, where each word is represented by a vector. The RNN processes each word in the
sequence one at a time, updating its hidden state at each step. The hidden state captures
information about the past words in the sequence and allows the RNN to understand the
context of the current word.

One of the key advantages of RNNs is their ability to handle variable-length input text
and maintain context across the entire sequence. This makes them well-suited for tasks
such as language modeling, understanding, and text generation, where the input text can
vary greatly in length, and context is important to understand the meaning of the text.
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Additionally, their ability to handle sequential data and maintain the order of the words
is also important to understanding the meaning of the text.

There are di erent types of RNNs that have been used in NLP such as the standard
RNN, Long Short-Term Memory (LSTM) and Gated Recurrent Units (GRU) (Cho et al.,
2014), which are designed to overcome the vanishing and exploding gradients problem of
the standard RNNSs.

3.5.1 LSTM

Figure 3.3: Diagram of an LSTM cell structure (Olah, 2015)

Long Short-Term Memory (LSTM) is a type of Recurrent neural network (RNN) used in
deep learning, which was designed to address the vanishing gradients problem that occurs
in traditional RNNs (Hochreiter and Schmidhuber, 1997). This problem occurs when the
network tries to propagate gradients over a long sequence, causing the gradients to become
very small and disappear. LSTM solves this problem by using a memory cell that can store
information over a long period of time and gates that control the ow of information into
and out of the memory cell.

LSTMs are widely used in various tasks (Ravuri and Stolcke, 2015; Huang et al., 2015;
Kurata et al., 2016; Hakkani-Tur et al., 2016). They can handle input sequences of varying
lengths and learn to recognize patterns and dependencies in sequential data. They have
also been used in dialogue systems, where the LSTM network is used to encode the user's
inputs, generate context-aware responses, or perform a classi cation.

Their sequential nature, however, does not allow a proper parallelization during the
training and inference time in multi-GPU environments. Besides other improvements, this
shortcoming is addressed in the recent transformer architecture.
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3.6 Transformers

Transformers are a very popular type of neural network architecture that was introduced
in the paper \Attention is All You Need" by Vaswani et al. (2017). They have been widely
adopted in NLP tasks due to their ability to handle long-range dependencies and process
sequential data e ciently.

Figure 3.4: The transformer block schema (Zhang et al., 2023)

Transformers are based on the concept of self-attention, which allows the model to weigh
di erent parts of the input sequence di erently when making predictions. This allows the
model to focus on the most relevant parts of the input for a given task.

An original transformer model is composed of an encoder and a decoder, where the
encoder processes the input sequence, and the decoder generates the output sequence.
The encoder is composed of multiple layers, each containing a multi-head self-attention
mechanism and a feedforward neural network. The decoder is similar to the encoder but
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also includes a masked self-attention mechanism to prevent it from seeing future tokens in
the output sequence.

One of the key advantages of transformers in NLP is their ability to handle long-range
dependencies and process sequential data e ciently. Another advantage of transformers is
their ability to handle large amounts of data and can be easily parallelized across multiple
GPUs, which allows them to achieve state-of-the-art results on a wide range of NLP tasks.

Popular transformer models include BERT (Devlin et al., 2019), GPT-2 (Radford et al.,
2019), and GPT-3 (Brown et al., 2020), which have been applied to a wide range of NLP
tasks and have shown to be a powerful tool for understanding and generating text.

3.6.1 Generative Transformers

Generative transformers, as a subset of all transformer-based models, are models focused
on generating natural language text as their output. They are often considered zero-
shot learners because they can perform language tasks without any explicit supervision
or training data for the speci c task at hand. The typical representatives are Generative
Pre-trained Transformers (GPTs) models.

Generative transformers are trained on large amounts of unlabeled text data. This
pre-training allows them to learn the patterns and structure of language, which can be ne-
tuned for speci ¢ NLU tasks, such as question answering, text classi cation, and sentiment
analysis.

In NLP tasks, generative transformers can be used to make predictions or generate
output without having seen any examples of the speci ¢ task during training Brown et al.
(2020). Thisis because they have learned a rich representation of the patterns and structure
of language through pre-training. As a result, they can be used in zero-shot learning
settings, where the task and its associated outputs are unknown during training.

3.6.2 GPT Models

Generative Pre-trained Transformer (GPT) models are a series of advanced NLP models
developed by OpenAl (Radford et al., 2018, 2019; Brown et al., 2020; OpenAl, 2022).
These models are built upon the transformer architecture using only the decoder part and
are designed to generate human-like text based on the context provided to them.

They use the unmodi ed transformer decoder blocks, including self-attention mech-
anisms, to capture long-range dependencies in sequential data e ciently. In the GPT
architecture, the model consists of a stack of multiple layers of transformer decoder blocks,
where each block includes a multi-head self-attention mechanism, followed by position-wise
feedforward networks. However, unlike the transformer used in tasks like machine trans-
lation, GPT is an autoregressive model, meaning it generates text sequentially, one token
at a time, from left to right.

During the pre-training phase, GPT models are trained on vast amounts of unlabeled
text data. During this phase, the model learns to predict the next word in a sentence,
capturing the structure and semantics of the language. After pre-training, the model can
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be ne-tuned on specic tasks or domains with labeled data to adapt its learned repre-
sentations for more targeted applications such as conversational systems. Additionally, as
introduced in ChatGPT-3.5 (OpenAl, 2022), reinforcement learning is used to ne-tune
the models using the rewarded responses.

GPT models have evolved throughout time, and they have changed, especially in the
number of parameters:

GPT-1 (Radford et al., 2018) { The rst iteration had 117 million parameters and
laid the foundation for subsequent models.

GPT-2 (Radford et al., 2019) { Signi cantly larger with 1.5 billion parameters. It in-
troduced the ability for ne-tuning and demonstrated impressive language generation
capabilities.

GPT-3 (Brown et al., 2020) { The largest and most powerful model in the series
with a staggering 175 billion parameters. GPT-3 showcased unprecedented language
understanding, zero-shot learning, and versatile application across various NLP tasks.

ChatGPT-3.5 { It is assumed to have the same number of parameters as GPT-3. It
has introduced reinforcement learning ne-tuning. Thanks to the public availability,
it extremely popularized the whole GPT model family.

GPT-4 { The most powerful GPT model. The number of parameters has not been
revealed. However, the community estimates it to be over 1 trillion.

GPT-3 introduced the concept of zero-shot learning, enabling the model to perform
certain tasks without explicit training for them. This capability demonstrates the general-
ization and adaptability of the model to diverse tasks. This contributes to the versatility of
the model usage in various NLP applications, including language translation, summariza-
tion, question-answering, text completion, and more. Its ability to generate coherent and
contextually relevant text has found applications in creative writing, content generation,
and conversational agents.

OpenAl has adopted a strategy of progressively increasing model sizes, leveraging larger
datasets, and re ning training techniques to enhance the performance and capabilities of
each GPT iteration. In summary, GPT models represent a groundbreaking advancement
in the eld of NLP, showcasing the e ectiveness of pre-training on massive datasets and
transformer architecture.

3.6.3 Prompt-Based Learning

Prompt-based learning is a machine learning paradigm that involves training models to
perform speci ¢ tasks using structured prompts or instructions provided as input. In this
approach, instead of training models on large amounts of labeled data, models are trained
to generate outputs conditioned on prede ned prompts or cues. The prompts serve as
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guidance for the model to produce desired outputs, enabling targeted learning for specic
tasks. The GPTs are typical representatives of such models.

Prompt-based learning is particularly e ective for tasks where labeled data is scarce
or expensive to obtain. By providing explicit instructions or examples through prompts,
models can learn to generalize to new inputs and produce accurate outputs even with
limited training data. Additionally, prompt-based learning allows for ne-grained control
over model behavior and output, as the prompts can be tailored to emphasize certain
aspects or criteria of the task.

This approach has been successfully applied in various natural language processing
tasks, such as text classi cation, question answering, and language generation. For ex-
ample, in text classi cation, models can be trained to classify documents into prede ned
categories based on prompts that specify the desired classi cation criteria or features of
interest. Similarly, in question answering, models can be trained to generate answers to
guestions by providing prompts that guide the model to focus on relevant context or in-
formation.
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Chapter 4

E ective Hybrid Architecture of a
Conversational Socialbot

This chapter describes a novel approach to an open-domain conversational system with an
overall goal to conduct a coherent and engaging conversation with a user. The main non-
functional requirement is the resource e ciency of the system's runtime. The system is not
oriented on a particular domain, and it should be able to respond to various user inputs
for an arbitrary topic. This type of conversational system has been callesbcialbotssince
the rst annual Alexa Prize Socialbot competition (Ram et al., 2017). The namsocialbot
stands for asocial chatbotas an illustration of the open-domain \social" conversation
between a user and the bot.

The novel approaches described in this chapter include the evolution of four versions
of the system called Alquist from the rst four years of the Alexa Prize competition. Each
version of the system leverages strong parts of the previous ones and builds on top of it.
All the systems shared the main aspect of modular architecture instead of a monolithic
single model. The modular architecture allowed the usage of external information sources
as well as the rapid development of the conversational strategy and content.

The chapter is organized as follows. First, we describe the concept of socialbots as part
of the Alexa Prize competitions. Then, we describe the versions of the Alquist socialbot
with an emphasis on understanding natural language. We will evaluate the relevant indi-
vidual parts of the system on the corresponding datasets. Moreover, the overall system
performance will be human-evaluated using a large number of evaluators. Finally, we will
summarize the main contributions of the evolved system architecture.

4.1 Alexa Prize Socialbot Grand Challenge
The Alexa Prize (Ram et al., 2017) is an annual competition organized by Amazon to

encourage research in the eld of conversational Al and to advance the development of
socialbots. The term socialbot, rst introduced during the rst year of the competition,
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became widely used for conversational systems that can conduct an engaging, coherent,
and human-like conversation with users on an arbitrary topic. Coherence and engagingness
are two critical points of the conversation. The recent models trained on a large amount of
data are capable of a coherent conversation without a low e ort. The engagingness, on the
other hand, typically requires proper dialogue management and access to the up-to-date
information that needs to be incorporated into the conversation based on the context of
the conversation.

Despite the competitive character of the Alexa Prize and awards for the rst three
places plus the Grand prize for the average time of the nal conversations being higher
than 20 minutes, the main benet of developing the system as part of the competition
is the huge number of users evaluating the system. The evaluation corresponds with the
competition assignment, i.e., the users evaluate the relevance, coherence, and engagingness
of the conversation by giving one to ve stars at the end of the conversation.

The Alexa Prize Socialbot Grand Challenge is a multi-stage competition where a dif-
ferent group of users evaluate the competing bot during each stage. The socialbots are
tested in real-world interactions, rst with a limited set of selected users, then with various
Amazon Echo users, and nally with a handful of trained judges.

The Alexa Prize has become a major event in the eld of conversational Al, attract-
ing participants from around the world and inspiring new research and innovation in the
development of socialbots. The competition has contributed to the advancement of the
eld and has helped to create more natural and engaging conversational experiences for
users. This thesis focuses on the rst four years of the competition. First, we describe the
di erences over the years, and then we focus on the evolution of the underlying Alquist
technology.

4.1.1 Alexa Prize Socialbot Grand Challenge 1

In late 2016, conversational Al started gaining popularity among technological companies
as the research had been pushing the capabilities further. However, the limitations were
still signi cant, especially in the eld of context-aware or longer conversations. The rst
Alexa Prize competition (Ram et al., 2017) aimed to address this challenge and advance
conversational Al, gaining the university research teams access to large-scale data and real-
world feedback, which is crucial to the e ective development and evaluation of a socialbot.
Teams were also provided with live news feeds to enable their socialbots to stay current
with popular topics and news events that users might want to talk about.

4.1.2 Alexa Prize Socialbot Grand Challenge 2

The second year of the competition introduced several modi cations to help the research
teams focus on the relevant research. The Alexa Prize team introduced a CoBot toolkit
(Khatri et al., 2018b,a), allowing both new teams as well as teams participating in the
previous year the seamless integration to the Amazon Skills Kit (ASK) infrastructure. Ad-
ditionally, the toolkit included several out-of-box models such as Topic and Dialog Act Clas-
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si ers, Conversation Evaluators, and Sensitive Content Detector. As Automatic Speech
Recognition (ASR) is provided via the ASK infrastructure to the teams, the signi cant
improvement was the release of the new ASR model with a 25% relative improvement in
Word Error Rate (WER). Additionally, the Common Alexa Prize Chats (CAPC) dataset,
containing turns from the Alexa Prize conversations, which was introduced during the rst
year of the competition, was now available from the beginning, allowing the teams to start
training their models based on the data gathered from multiple socialbots.

4.1.3 Alexa Prize Socialbot Grand Challenge 3

Besides the improved CoBot (v2), the direction of the third year of the Alexa Prize com-
petition (Gabriel et al., 2019) was driven by the rising popularity of the generative models
GPT (Radford et al., 2018) and GPT-2 (Radford et al., 2019). Amazon provided teams
with a model based rst on GPT and then on GPT-2 and ne-tuned on the Topical chat
dataset created by Gopalakrishnan et al. (2019). The dataset itself was also available to
the teams. The model was called Neural Response Generator (NRG) and was available
in two versions, the rst vanilla ne-tuned models and the second enhanced policy-driven
(PD). The response generation process of the PD model can be controlled using dialogue
acts, topics, and knowledge to create the most suitable response. Additional contributions
included enhanced Topic classi cation, the Dialogue Act classi cation models, and the
enhanced Topical chat with a simulated ASR error.

4.1.4 Alexa Prize Socialbot Grand Challenge 4

The focus on generative models was the primary topic in the fourth year of the Alexa Prize
competition as well (Hu et al., 2021). The improved NRG models were trained on the
conversation of the top 5 bots from the previous year. The controlled version of NRG was
focused on empathy and topical control. The new NLU models included both Hierarchical
Recurrent Neural Network (HCNN) (Gabriel et al., 2019) and BERT (Devlin et al., 2019)
models for topic classi cation, basic intent recognition, and named entity recognition. The
evaluation started to be more focused on A/B testing by including experiment tra c that
was not impacting teams' ranking.

4.1.5 Other Alexa Grand Challenges

Besides the Alexa Prize Socialbot Grand Challenge, Amazon recently introduced two ad-
ditional conversational Al competitions, the Taskbot Grand Challenge and Simbot Grand
Challenge.

The Alexa Prize Taskbot Grand ChallengéGottardi et al., 2022) encourages research
to advance the development of task-oriented dialogue systems. The competition's goal
is to build a task-oriented dialogue system that assists humans with real-world Cooking
and Do-It-Yourself tasks. The created systems use a multimodal interface that combines
voice interaction with visual elements such as lists, text, and images on supported devices.
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The multimodal approach was then adopted by Alexa Prize Socialbot Grand Challenge 5,
allowing the teams to support the conversation about popular topics via relevant text and
images and create a visual identity for the socialbot.

The main criterion of the bot performance evaluation was user satisfaction rating,
which was equivalent to the rating in the Socialbot Grand Challenge. Additionally, the
completion metric was used that indicate whether a user was able to complete the task.

The Alexa Prize Simbot Grand ChallenggShi et al., 2023) is aimed at building con-
versational robots that also need to interact with and complete tasks in a (simulated)
physical environment. The users interact with a bot via voice, making the bot navigate
the environment and manipulate objects.

The evaluation of the bots was inspired by the Taskbot Challenge, including the user
satisfaction rating and a mission success rate, which are equivalent to the completion
metric. The mission was de ned as a set of tasks that the bot needed to accomplish in the
environment.

Taskbot and Simbot Challenge, along with the original Socialbot Challenge, have a goal
to push boundaries in conversational Al with di erent goals and in di erent environments.
All three competitions eventually concluded that users bene t from a multimodal interface
regardless of the use case. However, the multimodality opens additional research topics,
especially the ability to be aware of the other modalities.

4.2 Alquist: A Hybrid Socialbot

The core concept of the Alquist architecture, as we published in Pichl et al. (2017), is to
leverage a hybrid design. The hybrid system combining the end-to-end system and tree-
based approach allows the system to pursue the engagigness of the most popular topics,
leveraging the precise conversational design while allowing the system to respond to various
utterances from a wide range of topics. Moreover, the data sources containing the current
information about real-world entities can be easily integrated.

We designed a system that is split into smaller tree-based topic-speci ¢ dialogues, such
as sports, movies, or books. An entertaining dialogue needs to contain speci ¢ information
about the conversational topic. A tree-based approach and constrained dialogue allow
us to work with this information easily. On the other hand, we use the generative and
retrieval dialogue implementation once the dialogue diverges from the tree-based topics.
The information provided using this approach is not that rich, but the topic coverage is
signi cant.

The high-level system architecture adopts the modular system concepts described in
section 2.7. Automatic Speech Recognition (ASR) as an input and Text to Speech (TTS)
as an output (shown in Figure 2.1) are provided by the Alexa infrastructure, allowing us
to work directly with text input and output. The architecture is divided into two cate-
gories: Information Aggregation (o ine) and Alquist Pipeline (online). The information
Aggregation part gathers information from various sources for later use. It is described in
section 4.2.1. Alquist Pipeline is the actual system's core, which accepts the message from
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the user and generates a response. Alquist Pipeline and its components are described in
section 4.2.2.
The high-level information ow through the pipeline is as follows.

1. A user utterance along with the ASR hypotheses are processed by the analysis com-

ponents (section 4.2.2, left part of the Figure 4.1). In case of a low hypothesis score,
the bot may produce a response asking the user to repeat.

. Dialogue management (middle part of the Figure 4.1) selects one of the following
modules: chit-chat, opinion, question answering, or one of the Structured Topic
Dialogues (STD) based on the information from the analysis part. The STDs are
preferred multi-turn units. If the previous STD is not nished, the DM prioritizes
the nishing of the dialogue.

. In case an STD is triggered, a sub-dialogue manager relevant to the selected STD
comes into play. Unless the STD is interrupted by the global DM, the sub-DM selects
the most suitable ow within the dialogue.

. Once the specic module is selected and produces the answer, the answer is nor-
malized by a set of rules and checked for profanities (important for generative and
retrieval approaches). Finally, it is passed to the TTS service (external).

Figure 4.1: The architecture schema of the Alquist: A Hybrid Socialbot

4.2.1 Information Aggregation

One of the important aspects of an engaging conversation is to have access to up-to-date
information. For example, referencing the performance of an actor in a movie or discussing
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the sports match result could be used in respective topics. For that reason, we implemented
two main information sources. We take advantage of several types of information sources
based on the type of information stored:

Knowledge Bases include the facts that do not change over time, or their values
change only occasionally. We obtain this type of information from a Freebase RDF
database (Bollacker et al., 2008b).

We also use the Microsoft Concept graph (Roach, 2016) to recognize concepts be-
longing to the individual entities in the user's message. We expanded the Concept

graph data with additional entries containing movies and games. These entries were

obtained from The Movie Database and Internet Game Database, respectively.

Additionally, we use The Movie Database, Internet Game Database, Goodreads, and
Last FM APIs to obtain other movie, game, book, and music-related information
respectively.

Regularly updated information usually depends on the current events or other
time-related aspects. As we want to deliver up-to-date content, we regularly save
data from several services. We download daily news articles from The Washington
Post and headlines from Today | Learnedsubreddit, which we present as fun facts
in conversations.

The information aggregation pipeline is not part of the runtime component pipeline and
runs separately therefore, it is not included in the Component Pipeline section. However,
the results of the Information Aggregation are persisted and used by individual pipeline
components.

4.2.2 Component Pipeline

The pipeline consists of several interconnected components. It was designed to be highly
modular, allowing us to swap individual components and test di erent approaches quickly.

The core Alquist pipeline was inspired by Apache UIMA (Ferrucci and Lally, 2004).
We adopted several design concepts, such as central annotation storage (context), where
every component stores its results. We describe the context in detail later in this section.

There are two main types of components in the pipeline: analysis components and
response-producing components. The purpose of the analysis components is to extract
intent and entities from the user's input. The response-producing components are either
generative or retrieval-based neural networks and nite state automata.

The response-producing components are grouped into modules according to the types of
responses they produce. We currently employ the following modules: Chit-chat, Question
Answering, Structured Topic Dialogues, and Opinion. These modules are selected by the
top-level DM based on information extracted during message analysis.

1The URLSs of the services:wwwthemoviedb:org, wwwigdb :com wwwgoodreads:com wwwast :fm
https:/iwww :reddit :com/r/todayilearned/
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Context

The context contains all the information relevant to the current session. All modules of the
pipeline are storing and accessing information in the context. It holds the ASR hypotheses,
NLP annotations, recognized entities, and eventually the nal response. The information
that needs to be stored for whole sessions or all following sessions can be marked as a
session context or long-term context, respectively. It can be used, for example, for storing
a user's name or user's favorite topics. The information about a topic and the last state
of ongoing Structured Topic Dialogue is also stored in the context. Additionally, for each
topic, the last state and discussed entity are stored in the session context.

The context is regularly (after each response) stored in a persistent Dynamo Database.
This allows the bot to retrieve the context even if the session was interrupted and to
continue with the dialogue.

NLP Analysis

The NLP analysis part of the pipeline uses its components to extract the necessary infor-
mation from the user's utterance. This information is then used by the dialogue manager
and the following parts of the pipeline to produce a response. The analysis components
can be generic or topic-speci c. Generic analysis components are used for all user's mes-
sages. These components tokenize the input, annotate with part-of-speech (POS) tags,
and detect entities from the message. Topic-speci ¢ analysis components are used only in
certain states of Structured Topic Dialogues. An example of such a topic-speci ¢ analysis
component is specialized entity recognition of book or movie titles.

General analysis components Stanford CoreNLP (Manning et al., 2014) was selected
for standard natural language processing (NLP) tasks. The tool provides several anno-
tators. Currently, we use annotators for sentence splitting, tokenization, part-of-speech
tagging, dependency parsing, lemmatization, sentiment analysis, and named entity recog-
nition (NER). Additionally, we take advantage of TrueCase annotation, which reconstructs
the letter case that was lost by ASR. This is helpful for NER, which has a model trained
on sentences with original case.

The entity recognition is implemented using two approaches. The rst one is Microsoft
Concept Graph (Cheng et al., 2015; Wu et al., 2012), which provides a list of possible
concepts for a given entity (for example \Frozen" has the following concepts: Im, feature,
processed food, ...). We have a snapshot of the Concept gragtored in the Elasticsearch
instance. This allows us to query for a speci ¢ entity name and retrieve a concept quickly.
The second tool is based on Label-lookéipvhich is used in question answering system
YodaQA (Bauds, 2015). Label-lookup uses the cross-wikis (Spitkovsky and Chang, 2012)
dataset to match strings together with the nearest Wikipedia concept. Our version of the
tool has two modi cations. First, we include the Freebase ID in the database and thus

3Snapshot was downloaded in March 2017.
“https://github  :com/brmson/label-lookup
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eliminate a SPARQL query to DBpedia Lehmann et al. (2015) to retrieve it. Secondly, we
deleted all cross-wiki labels with the Levenshtein distance greater than 3 from the canonical
label.

Topic-speci ¢ Analysis Components The group of topic-speci ¢ analysis components
consists of the recognizers that are suitable for a speci ¢ Structured Topic Dialogue. Each
topic has a xed list of patterns. If the pattern is found in the message, it is stored in
the context. They are used, for example, for recognition of sports teams, subjects of news
articles, or movie genres.

We also extract a focus phrase from the user's message as candidate words for entity
recognition. This procedure is achieved by a combination of several approaches. The rst
approach selects all words from the input sentence that are marked as a named entity (NE)
by the CoreNLP tool. The second approach selects every sequence of consecutive words
marked as a noun phrase (NNP) by the POS tagger as a focus phrase, too. Additionally,
a heuristic method based on the dependency parser output selects the lowest noun mod-
i cation ( nmodl of the sentence root and its corresponding adjective modi cationafogl.

We also trained Conditional Random Fields (CRF) sequence labeling using data that were
generated using described heuristics and manually corrected. The results of all approaches
are combined, and the duplicates are removed.

ASR Con dence and Profanity Filtering We compute a speech recognition con -
dence as follows. We take all ASR hypotheses (up to 5 hypotheses are obtained from the
Conversational ASR model provided by ASK) and their corresponding scores and eliminate
some of them based on the following procedure.

Algorithm 4.1  Filter Sentences by Token ASR Scores

1: function FilterSentences (sentencelList)
2: tokenProbabilities  GetTokenScores(sentenceList)

3 averageProbability = ComputeAverageScores(tokenProbabilities)
4: for each sentencein sentencelList do

5: if averageScorefentencg < threshold then

6: Removesentencefrom sentenceList

7: end if

8: end for

9 if no sentences remain isentencelList then

10: Ask user to repeat the message

11: end if

12: return sentencelList
13: end function

The profanity Itering is done simply by searching for banned words from a list. If a
word from the list is found in a user's message, the bot refuses to talk about that topic.
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Dialogue manager

Dialogue management is divided into two levels.

1. Top-level DM decides which module should be executed (chit-chat, question an-
swering, Structured Topic Dialogue, etc.) and additionally which topic should be
executed in Structured Topic Dialogue (sports, movies, etc.). We experimented with
several approaches (as described in section 4.2.3). In addition to a predicted topic,
we implemented a feature that allows the bot to select a topic according to a men-
tioned entity. Whenever the Structured Topic Dialogue module is recognized, the
bot checks if there is an entity matched to some entry in MS Concept Graph. If
there is such an entity, the bot compares its concept to a prede ned list of concepts
corresponding to each topic. For each topic, the bot sums up the popularity of the
entity given each concept from a list. We select a topic with the highest accumulated
popularity count.

2. Topic-level DM is used in individual Structured Topic Dialogue. It uses an intent
recognition-based approach with a mapping of each intent to a particular action.
The actions are, for example, selecting a response, saving information into context,
or accessing the API. If no action is selected, the system responds with a response
generated by the generative network.

The system controls the dialogue ow using a state graph. However, we allow the user
to take the initiative. We detect an additional set of intents speci c to a given dialogue, and
if one of these intents is detected, the system switches to a de ned state. This approach
allows us to handle a turn-taking conversation with an initiative on both sides. Intent
speci ¢ to dialogue is detected by embedding a similarity-based method.

Response Generation

Structured Topic Dialogues cover the main interaction with the user. They are de-
signed to cover the most frequent topics and to provide more in-depth interaction and en-
gaging conversation to the user. The system additionally contains generic dialogue about
entities from Freebase and dialogues providing easier and more uent interaction with the
bot (help dialogue, initial dialogue, exit dialogue, recommendation dialogue). Since our
system contains multiple dialogues, it has to decide which one should be executed. This
decision is made by the topic-level DM.

Generative Neural Networks are used for a chit-chat dialogue. Chit-chat does not
necessarily require knowledge about a set of entities. This is, for example conversation
about the user's (bot's) mood, a question about the day, etc. It is triggered when the
chit-chat module is recognized or if no other module generates a response.

We use sequence-to-sequence (Sutskever et al., 2014) network architecture to generate
the responses. This framework is commonly used for machine translation but was recently
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proposed as a conversational model as well (Vinyals and Le, 2015). Both the encoder
and decoder are based on the LSTM blocks. The parameters were empirically selected as
follows. We set the size of both encoding and decoding vocabulary to 50,000, the number
of LSTM cells is 1024 in each layer, and the number of layers to 3. Additionally, we
set the batch size to 64 and the learning rate to 0.8. As a training data, we used the
discussions from Reddt We removed messages with special characters and those longer
than 20 words from the dataset. The preprocessing step resulted in the dataset of 3,735,209
message-response pairs, and we created a training split consisting of 3M samples. The rest
of the samples were used as validation data.

Question answering  module is used whenever the user asks a factoid question. These
guestions are recognized by the module recognizer. The actual process of generating an-
swers is delegated to three systems: YodaQA (Bauds, 2015; Pichl, 2016), Evi (provided
for the competing teams), and a system for answering questions about a news article.

4.2.3 Experiments

With the thesis focus on the NLU part, we report the results of two main experiments.
The rst one is intent recognition accuracy since it is the most critical NLU component of
the system that directly impacts the decision logic in Top-level DM. The second one is the
average rating and conversation duration of the individual topics, as these two values are
the main criteria of socialbot evaluation.

Intent Recognition

The goal of the intent recognition part of the system is to both maximize the accuracy and
minimize the training and inference time.
Results are shown in the table 4.1. Tested methods of intent detection are:

TF-IDF:  We use the TF-IDF implementation from the scikit-learn library (Pe-
dregosa et al., 2011). We found the hyper-parameters of TF-IDF by grid search.
They are following, analyzer: word, ngranrange: (1,2), maxdf: 0.9, min.df: 0.0,
norm: |11, smoothidf: False, sublineartf: True. The rest of the parameters have
default values.

Embeddings: We use pre-trained GloVe (Pennington et al., 2014) vectors. We
convert training examples to vector representation by calculating the average of em-
beddings of the example's words. We normalize vector representations of training
examples to unit length. We do the same for the user's input. We calculate the
cosine similarity of the user's input to each training example and use the label of
the most similar training example as the recognized intent. We achieved the best
accuracy with the 300-dimensional variant of vectors.

Shttps://www :reddit :com/r/datasets/comments/3bxig7/i  _have_every _publicly _available _reddit _.comment/
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Logistic regression: We use the scikit-learn implementation with default param-
eters and balanced classes. The input is the vector of word uni- and -bi grams
concatenated with the vector of POS uni- and bi-grams.

Neural network: We use GloVe embeddings of dimensidw = 300 for input words
(both message and focus) and a multi-channel convolution (Kim, 2014) with channels
of size 1 to 5 for message input and 1 to 3 for focus phrase input. The number of
convolutions is set toN=2, the activation function is tanh, and max-pooling is over

the whole sentence. Since the convolutions of message and focus input are separate
layers, the resulting vectors are then concatenated. Additionally, the label predicted
for the previous message is concatenated to the vector as well. The concatenated
output is then fed into a dense layer with an output dimension equal to 300, followed

by dropout with a rate of 0.5, and nally with a softmax-activated dense layer with

an output dimension equal to a number of classes.

Table 4.1: Accuracy of intent detection

Text representation Classi er Accuracy
TF-IDF Cosine similarity  88.3
Glove Cosine similarity  89.7
Word+POS Ngrams Logistic regression 92.6
Glove CNN 92.7

Average Rating and Conversation Duration

We selected the average user's rating and average time spent as a quality metric for our
Structured Topic Dialogues. The average rating is calculated as follows. We collect user's
ratings (one to ve stars) of the whole conversation. The rating of the conversation is
assigned to all Structured Topic Dialogues that were used in the conversation. We calculate
the average of assigned ratings. Time spent in the dialogue and the number of dialogue
turns are measured from the start of Structured Topic Dialogue until a di erent module

is recognized by the DM. The average ratings, times, and dialogue turns are presented in
the table 4.2.

4.2.4 Conclusion and Next Steps

As the rst-in-the-row of the proposed conversational systems, this version of the Alquist
socialbot forms a strong baseline for the following versions to be compared with. The
proposed hybrid architecture proved to be an e ective approach for the rapid development
of the social bot. The proposed system implemented as part of the Alexa Prize Socialbot
Grand Challenge Competition was awarded as the second-best socialbot. The detailed
results are shown in section 4.6. We evaluated the most important part of the NLU
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Table 4.2: Average rating, time, and number of dialogue turns of Structured Topic Dia-
logues

S. T. dialogue | Rating Time Turns | S. T. dialogue | Rating Time Turns

Books 3.774 83s 6.151 || Jokes 3.931 50 s 4131
Fun facts 3.972 64 s 3.823 || Movies 3.669 69 s 6.199
Games 3.828 93s 6.979 || Music 3.823 35s 2.947
General chat 3.616 40 s 2.509 || News 3.763 102 s 5.655

Gossip 3.761 66 s 4.315 || Recommendation| 3.575 15s 1.403
Help 3.509 24 s 1.025 || Repeat 2.429 14 s 2.392
Holidays 3.740 26 s 2.495 || Sports 3.767 50 s 4.007
Initial chat 3.437 44 s 3.959 || Stop 3.682 44 s 2.745

pipelinelintent recognition|jand showed the competitiveness of the algorithms that do

not demand a lot of computational power. The other parts of the NLU pipeline are subject
to the research of the following versions of the system and will be described in the following
sections.

4.3 Alquist: Towards Sub-Dialogue Models

The previous version of the system was built using a hybrid approach. The structured part
of the hybrid system was divided into individual topics, each represented by a designed
dialogue structure. As a next step, we propose a sub-dialogue structure, described in
Pichl et al. (2018) and in this section, addressing several major issues of the previous
approach. First, the monolithic dialogue structures caused repetitiveness due to limited
ow variability, while sub-dialogue structures allow a unique experience in every session.
Second, the maintenance of the large structure is demanding with the increasing size of
the dialogue. The last important aspect is the reusability of the individual parts of the
sub-dialogue structure.

The dialogue structure changes come along with the changes in NLU components.
Intent recognition, even though it is still being divided into top-level and sub-dialogue
level classi cation, is signi cantly improved on the sub-dialogue level side. Additional
classi cations, such as sentiment detection, dialogue act detection, entity recognition, entity
sentiment detection, and topic switch detection, are introduced and discussed later in this
section.

4.3.1 Architecture

The system consists of multiple components, which are visualized in Figure 4.2. The ar-
chitecture focuses on e ective information persistence with an emphasis on low-latency
access. Moreover, the components orchestrated by the Core are developed with e ective-
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ness in mind while keeping state-of-the-art results. Each component is described in detail
in Section 4.3.3.

Figure 4.2: Alquist 2.0 architecture schema

The core component serves as an integration layer managing various NLU and other
modules distributed across services. The NLU module encapsulates multiple understanding-
related models. A hybrid code network is a module on the border of NLU and DM dedicated
to each sub-dialogue. Topic switch detector allows seamless transition among individual
topics. All of these four modules are standalone containers.

All the information (context) gathered during each dialogue turn is persistently saved
in the database. The information includes all of the annotations, messages, generated
responses, current topics, current states, etc. Crawled data that are required to be queried
using full-text queries are stored in the Elasticsearch database. The crawling sources
include Washington Post articles and Reddit content. Additionally, we have a snapshot
of Microsoft Concept Graph (Cheng et al., 2015), which is used to determine a type of a
given entity.

That last component is an RDF knowledge graph. It contains the last dump of Freebase
(Bollacker et al., 2008a) enriched by our custom data.

4.3.2 Information ow

The following list describes the high-level processing logic and the ow of the user utterance
through the individual system components.
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