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Abstract
In this work, we develop and evaluate
a system for classifying time-series data
of daily human activities, with a focus
on monitoring and detecting potentially
hazardous actions. We record a multi-
modal dataset combining 3D pose (Me-
diaPipe), depth (RealSense), object posi-
tions (AruCo), and audio, covering every-
day activities, work-related tasks, commu-
nication gestures, and SPPB/Timed “Up
& Go” movements.

We implement two classification
pipelines — 1-NN with Dynamic Time
Warping (DTW) on raw 3D landmark
sequences and a clustered k-medoids
+ kNN–DTW approach to accelerate
neighbor search — each evaluated under
three input configurations: (1) motion
only; (2) motion + object context; and
(3) motion + object context + sound.
Additionally, we perform 5-fold cross-
validation to assess the stability of the
results. Our experiments demonstrate
that incorporating object context and
audio features significantly improves the
accuracy of detecting anomalous and
dangerous movements while maintaining
computational efficiency. Finally, we
discuss prospects for real-time deploy-
ment and applications in elderly care
monitoring and human–robot interaction.

Keywords: time-series classification;
action detection; object context; dataset;
Dynamic Time Warping (DTW); DTW
visualisation; 1-NN classification; kNN
classification; k-medoids clustering; SVM
classification; multimodal fusion; 3D pose
estimation; depth sensing; audio feature
extraction; human–robot interaction

Supervisor: Mgr. Karla Štěpánová,
Ph.D.

Abstrakt
V této práci vyvíjíme a vyhodnocujeme
systém pro klasifikaci časových řad den-
ních lidských činností se zaměřením na
monitorování a detekci potenciálně nebez-
pečných pohybů. Zaznamenali jsme mul-
timodální dataset kombinující 3D pozice
klíčových bodů (MediaPipe), hloubku (Re-
alSense), polohy objektů (AruCo) a zvuk,
který pokrývá běžné denní aktivity, pra-
covní úkoly, komunikační gesta a pohyby
zahrnuté ve SPPB a Timed „Up & Go“
testu.

Implementujeme dva klasifikační pří-
stupy – 1-NN s Dynamic Time War-
ping (DTW) na syrových 3D sekvencích
klíčových bodů a clusterovaný přístup
k-medoid s následným kNN–DTW pro
urychlení vyhledávání sousedů. Každý pří-
stup hodnotíme ve třech konfiguracích
vstupních dat: (1) pouze pohyb, (2) po-
hyb + kontext objektů, (3) pohyb + kon-
text objektů + zvuk. Navíc provádíme
5-násobnou křížovou validaci (5-fold cross
validation) pro ověření stability dosaže-
ných výsledků. Experimenty ukazují, že
přidání objektového kontextu a zvukových
parametrů výrazně zlepšuje přesnost de-
tekce abnormálních a nebezpečných po-
hybů, aniž by výrazně narostla výpočetní
náročnost. Na závěr diskutujeme možnosti
reálného nasazení a aplikace v monito-
rování péče o seniory a v interakci člo-
věk–robot.

Klíčová slova: klasifikace časových řad;
detekce akcí; kontext objektu; dataset;
Dynamic Time Warping (DTW); DTW
vizualizace; 1-NN klasifikace; kNN
klasifikace; k-medoidová shluková
analýza; SVM klasifikace; multimodální
fúze; 3D odhad póz; snímání hloubky;
extrakce zvukových rysů; interakce
člověk–robot
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Chapter 1
Introduction

1.1 Motivation

Accurate detection and classi�cation of human actions are fundamental to
�elds such as health monitoring, human�robot interaction, and imitation
learning [2]. Thanks to the proliferation of a�ordable depth cameras and
advances in machine learning [3], we can now capture rich 3D motion data
alongside contextual cues such as object positions and audio, enabling systems
that recognize a broad spectrum of human movements in real time.

A principal driver of this research is the urgent societal need to support
an aging population. Falls, fainting, and other hazardous events pose serious
risks for elderly individuals; according to the World Health Organization,
falls are the second leading cause of accidental injury deaths worldwide,
with over 37 million requiring medical attention each year [4]. A system
capable of quickly recognizing such events can trigger timely assistance and
potentially prevent severe outcomes. Moreover, continuous monitoring of
routine activities provides clinicians with longitudinal data on mobility and
balance, feeding into preventative care and rehabilitation programs that take
advantage of established tests such as the Short Physical Performance Battery
(SPPB) [5] and the Timed �Up & Go� [6].

Beyond elderly care, reliable action classi�cation underpins next-generation
human�robot collaboration and imitation learning. Robots that interpret
human gestures and full-body movements can dynamically adapt their be-
havior, learning new skills by observation and operating safely in shared
environments [7].

1.2 Goals and Contributions

The primary aim of this thesis is to develop a system for detecting and
classifying daily human actions from multi-modal sensor data (see Fig. 2.2
for illustration of the problem solved in this thesis, where the activity is
detected from the motion data and contextual cues like sound and object
positions). To this end, we assemble and preprocess a dataset comprising two
categories of actions: daily home activities and standardized mobility tests

1



......................................... 1.3. Related Work

by integrating 3D pose landmarks (via MediaPipe), depth maps (RealSense),
object positions (AruCo tracking), and synchronized audio.

We then design two classi�cation pipelines: (a) a raw 1-NN classi�er using
Dynamic Time Warping (DTW) on multivariate 3D landmark sequences and
(b) a clustered k-medoids followed by the kNN-DTW approach to reduce
computation time. We evaluate their performance under progressively richer
modality combinations (motion only; motion + object; motion + object +
sound).

Finally, we conduct a detailed evaluation of each pipeline performance.
We report overall accuracy as well as per-class precision, recall, and F1-
scores; we speci�cally quantify the system's ability to detect anomalous or
dangerous movements (such as falls and rapid postural changes); and we
analyze computational cost and 5-fold cross-validation stability to assess
real-time deployment feasibility in assistive monitoring applications.

1.3 Related Work

This section will focus on previous related work in time-series classi�cation
and the fusion of multimodal signals for action detection.

1.3.1 Time-series classi�cation with DTW

Dynamic Time Warping (DTW) is a widely used method to compare two
temporal sequences that can vary in speed or duration [8]. At its core,
DTW �nds an optimal alignment between the time indices of two sequences,
stretching or compressing regions as needed to minimize the overall distance.
This makes DTW particularly well suited to human motion data, where the
same action (for example, sitting down or standing up) can be performed at
slightly di�erent speeds by di�erent subjects or even by the same subject on
di�erent occasions.

However, classic DTW has a tendency to over-align: it can match a single
frame in one sequence to a long block of frames in the other, e�ectively
'�attening out' short-term variations and potentially masking important dif-
ferences in the shape of the motion. To address this, Hsu et al. introduced
Flexible DTW (FDTW)[ 9], which modi�es the DTW cost function by reward-
ing sustained one-to-one matches. In practice, FDTW monitors when the
alignment path runs in near-diagonal fashion for several consecutive steps and
adds a small bonus, thereby discouraging the kind of extreme local stretching
that can blur subtle but meaningful distinctions between actions.

Beyond FDTW, Hsu and colleagues showed that combining multiple align-
ment metrics in an ensemble can further improve classi�cation accuracy. In
their experiments on the standard UCR time-series archive, they built ensem-
bles of three classi�ers: classic DTW, derivative DTW (which operates on
rate-of-change features), and FDTW, and demonstrated that voting among
these methods yields lower error rates than any individual component. This
ensemble approach leverages the fact that di�erent variants of DTW capture

2



......................................... 1.3. Related Work

complementary aspects of the temporal structure: raw signal similarity, local
trend similarity, and structural consistency.

In our work, we adopt this insight by focusing on two streamlined DTW-
based pipelines: raw 1-NN DTW and clustered k-medoids + kNN-DTW, but
we also draw inspiration from the �ndings of Hsu et al. . In particular, we pay
close attention to maintaining the structural integrity of fast transitions (falls,
rapid lies) without overcompressing them against slower actions. Although
we do not explicitly ensemble multiple variants of DTW, we will compare
our pure DTW results to those obtained when we augment the time-series
with additional semantic features (object distance and audio amplitude),
e�ectively creating a richer multimodal representation that can be thought of
as a generalized 'ensemble' of visual, spatial, and acoustic cues.

1.3.2 Audio signals classi�cation

Audio-based classi�cation provides complementary context to motion and
object cues, and a variety of methods have been proposed, from classical
MFCC-based HMM / GMM pipelines to end-to-end neural networks. One of
the most recent is the work by Su and Sheng [10]. Unlike the DTW-based
temporal alignment approach described in Section 1.3.1, which rely solely
on visual and depth landmarks, this method focuses exclusively on acoustic
event recognition via a lightweight CNN, providing orthogonal information
for multimodal fusion.

Su and Sheng [10] incorporate a sound-based context recognition module
to classify 33 types of household audio events (e.g., coughing, falling down,
washing hands, using a microwave). Each 1s audio clip is sampled at 32 kHz
and transformed into a 64Ö32 Mel-Frequency Cepstral Coe�cient (MFCC)
spectrogram (FFT window = 2048, hop = 1024, 64 Mel bands). A lightweight
convolutional neural network�three 3 Ö3 convolutional layers (64, 128, 256
�lters), followed by a dense layer of 128 units, processes these MFCC inputs.
Evaluated on 5 940 training and 660 test samples collected in a realistic home
environment, the model achieves 94. 7 % classi�cation accuracy on unseen
audio samples. This shows that MFCC-based CNN classi�ers can robustly
recognize �ne-grained sound events, providing valuable cues when combining
acoustic and motion data for multimodal action detection.

This thesis leverages a simpli�ed audio cue, per-frame RMS amplitude,
sampled in lockstep with video frames at 0.1 s intervals. As a single-scalar
time-series feature, it captures high-impact events (e.g., footfalls, collisions,
falls) and is concatenated with motion and object-distance data prior to
DTW alignment. This lightweight multimodal representation enhances the
di�erentiation of anomalous movements without incurring the computational
overhead of full-spectrogram based CNN audio classi�ers.

3
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1.3.3 Prior Work at FEE, CTU

In this thesis we extend Michal Mikeska's work [11] at CTU's Faculty of
Electrical Engineering that investigated time-series classi�cation for action
detection in imitation learning:. Main thesis: Evaluation of 1-NN with DTW, LSTM, and GRU in

datasets of skeletal motion, audio, robotic simulation, and hand gestures.. Supporting evidence: kNN-DTW achieved 100% precision on clearly
separable motion datasets, while the RNN models reached 84% in audio
and 90% in gesture data after a thorough adjustment of the hyperparam-
eters.. Limitations: High computational cost of DTW on long sequences; RNNs
require expensive grid search; lack of standard benchmark comparisons.. Practical application: kNN-DTW is a reliable baseline for o�ine
analysis, whereas GRU classi�ers o�er a better latency�accuracy balance
for real-time systems handling shorter sequences.

In relation to this thesis, we build on Mikeska's evaluation of DTW and
RNN methods by applying similar time-series classi�cation algorithms not
only to 3D skeletal landmarks and audio, but also to incorporate object
detection data and synchronized sound cues into our multimodal pipelines.
This extension enables a more comprehensive monitoring of daily activities
and improves the detection of complex or context-dependent actions.

1.4 Outline

The remainder of this thesis is structured as follows. Chapter 2, 'Materials and
Methods', describes our data collection setup and the two DTW-based classi-
�cation pipelines. Chapter 3, 'Data Collection and Dataset Creation', details
action classes, recording protocols, preprocessing steps, and dataset splits.
Chapter 4, 'Classi�cation results', presents accuracy, precision and recall
metrics, confusion matrices, results of 5-fold cross-validation, and illustrative
DTW distance heatmaps and visualizations for motion-only, motion+object,
and full multimodal experiments. Finally, Chapter 5, 'Conclusion and future
work', summarizes the main �ndings and outlines directions for extending
this work.

4



Chapter 2
Materials and Methods

This chapter details our multimodal action classi�cation pipeline. We begin
with the hardware-software integration of the MediaPipe Pose, RealSense
D455, and ArUco markers for 3D motion and object capture in Sec. 2.1. We
then outline the experimental goals and functional tests in Sec. 2.2. The
real-time recording and preprocessing steps follow in Sec. 2.3, covering audio
feature extraction and linear interpolation for misdetection repair. Next,
in Sec. 2.4, we describe the DTW-based classi�ers, raw 1-NN-DTW and
clustered k-medoids kNN�DTW (the classi�cation data �ow is described on
high-level in Fig. 2.2). We conclude in Sec. 2.5 with the visualization and
evaluation tools that assess system performance, such as trajectory plots,
DTW heatmaps, confusion matrices, and cross-validation (ling for the code
of the system is in Appendix B).

Frame/Audio
Capturing

Preprocessing JSON Dataset Classi�cation Result

Figure 2.1: Pipeline of the system

Human Pose

Object

Sound

Model Action

Figure 2.2: Subsequent data �ow: JSON Dataset! Classi�cation ! Result
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2.1 MediaPipe and RealSense Integration

The data collection pipeline (see Fig. 2.1 and 2.3) combines the Google Medi-
aPipe Pose solution with an Intel RealSense D455 depth camera. MediaPipe
extracts 33 3D body landmarks per frame, providing(x; y) pixel coordinates
and a normalized relative depth. The RealSense depth stream is aligned with
the RGB feed through the intrinsics of the camera, providing true depth
values for each detected landmark.

To establish a common global coordinate frame and detect objects, we
place ArUco markers in the scene and on key scene elements (e.g., a bed
or chair). OpenCV's ArUco API [ 12] estimates the marker's pose(R ; t ) by
solving a PnP problem, returning rotation and translation vectors in the
same meter-based units as the marker's 3D corner coordinates:

rvec ; tvec = solvePnP(X marker ; x image; K ; D ) (2.1)

where X marker are known 3D corners,x image the detected pixel corners,K
the camera matrix, and D its distortion coe�cients.

Camera-to-World Coordinate Transformation. After obtaining rvec and
tvec of the Global marker, we convert rvec to a rotation matrix R using the
Rodrigues formula:

R = Rodrigues(rvec ) : (2.2)

Each detected landmark pcam = ( x; y; z)> in camera-frame coordinates is
transformed into the world frame by:

pworld = R > �
pcam � tvec

�
: (2.3)

This operation reprojects all 3D landmark points into a global coordinate
system [13]. The same transformation is applied to object-marker translations,
giving its world-frame coordinates and embedding the spatial context in every
frame. In this way, both motion landmarks and object positions reside in a
uni�ed, meter-based coordinate system, allowing consistent comparison of
human trajectories and object context during classi�cation.

6
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