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Abstract
Deep reinforcement learning (RL) has been successfully applied to a variety of game-like
environments. However, the application of deep RL to visual navigation with realistic 3D
environments is a challenging task. We propose a novel learning architecture capable of
navigating an agent to a target given by an image. To achieve this, we have extended
batched advantage actor-critic (A2C) algorithm with auxiliary tasks designed to improve
visual navigation performance. We propose three additional auxiliary tasks for the prediction of the depth map, of the observation image segmentation and of the target image
segmentation. These tasks enable the use of supervised learning to pre-train a major part
of the network and to substantially reduce the number of training steps. The training
performance can be further improved by increasing the environment complexity gradually
over time. An efficient neural network structure is proposed, which is capable of learning for multiple targets in multiple environments. Our method navigates in continuous
state spaces and on the AI2-THOR environment simulator surpasses the performance of
state-of-the-art goal-oriented visual navigation methods from the literature.
Keywords: Robot navigation, deep reinforcement learning, actor-critic, auxiliary tasks.

Abstrakt
Hluboké posilované učení bylo aplikované na řadu herních prostředí. Aplikace hlubokého
posilovaného učení na vizuální navigaci v realistických prostředích je však náročný úkol.
Navrhujeme novou učící architekturu schopnou navigovat agenta k cíli danému obrázkem.
K tomu, abychom toho dosáhli, jsme rozšířili batched A2C algoritmus o pomocné moduly,
které byly navrženy, aby vylepšily výkon algoritmu aplikovaného na vizuální navigaci.
Navrhujeme tři rozšiřující pomocné moduly pro predikci hloubkové mapy a segmentačních
masek pozorovaného obrázku a cílového obrázku. Tyto moduly umožňují použít učení
s učitelem na předtrénování velké části neuronové sítě, což snižuje počet trénovacích kroků
potřebných k naučení algoritmu. Výkon učení může být navíc zlepšen, když se postupně
zvyšuje složitost prostředí s časem. Navrhujeme efektivní strukturu neuronové sítě, která
je schopná naučit se navigovat do různých cílů v různých prostředích. Naše metoda je
schopná navigace ve spojitých prostředích a v prostředí AI2-THOR překonává výkon
state-of-the-art metod umožňujících navigaci do zadaného cíle.
Klíčová slova: Robotická navigace, hluboké posilované učení, actor-critic, pomocné moduly.
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Chapter 1
Introduction
Ultimately, the goal of artificial intelligence (AI) is to be able to replace humans on every
task. There is still a long way to go from now. Although we have seen AI achieving humanlevel performance or even outperforming humans on several tasks (Silver et al., 2017; Mnih
et al., 2013, 2015), there are still many problems that resist any attempt to solve them.
Navigation is the essential skill that needs to be mastered before a generation of robots
can help humans with their everyday chores. It is the very prerequisite that would enable
a wide range of applications in robotics. However, as of now, none of the known methods
have been able to approach human-level perception and navigation. The problem is that
navigation using visual input is a complex task requiring vision, recognition, localization,
memorization, planning and other skills. Although we have developed methods good
enough for reproducing most of the needed skills, joining them together shows itself to be
increasingly difficult. Eventually, the missing piece of the puzzle is generalization. Current
methods can operate quite reliably if the map of the environment is given beforehand.
If there is no prior knowledge, we still struggle to solve the navigation task. The goal
of this research is to change that and move us a bit towards achieving the human-level
performance in this domain.
Reinforcement learning is a general tool to solve any problem involving agents interacting with an environment. Any problem could be formalized in this way. This is not a
coincidence. In fact, any problem that we want to solve involves us as agents interacting
with the universe as the environment. This might be the reason why human brain uses
similar algorithms as we use to solve reinforcement learning problems (Law and Gold,
2009; Sigala and Logothetis, 2002). If we ever want to achieve true artificial general intel1
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ligence, our algorithms would need to solve any problem that is posed to them just like
humans. Reinforcement learning is, therefore, our best tool to achieve that.
With the recent rise of computational power our computation capabilities increased.
It allowed us to take the idea of multi-layer perceptron further. We created deep neural
networks and applied them to several large-scale domains. The idea of a deep neural
network is also not too distant from the way the human brain works. The visual cortex in
the human brain could be viewed as one large deep neural network. Deep neural networks
were applied to several domains including object recognition (He et al., 2016; Krizhevsky
et al., 2012), object detection and even machine translation or voice recognition (van den
Oord et al., 2016). When applied to vision tasks the neural network was able to develop
similar convolutional filters as engineers used to handcraft before the advent of deep
learning.
A combination of these two, called deep reinforcement learning, has been successfully
applied to a variety of problems including playing the game of Go (Silver et al., 2017),
chess, playing Atari games (Mnih et al., 2013) or 3D games (Jaderberg et al., 2016;
Espeholt et al., 2018). It even went as far as writing programs to draw images (Ganin
et al., 2018). Thus, it seems an intriguing idea to apply deep reinforcement learning
to visual navigation tasks. Visual navigation involves vision and therefore could benefit
from the application of deep learning. On the other hand, the navigation problem is best
formalized as a reinforcement learning problem. We also have an agent or a robot moving
in an environment. This agent is supposed to navigate somewhere and receives the reward
upon reaching the destination. Another motivation for using deep reinforcement learning
might be perhaps the fact that humans can do that and they are the best at it.
However, the application of deep reinforcement learning to visual navigation is very
challenging. The real-world environment is far more complex than a game-like environment. The complexity of the visual input calls for a deep neural network. These networks
should be comparable in size to those used in He et al. (2016); Krizhevsky et al. (2012).
Training these networks seems to be an idea difficult enough on its own. For training the
agent, we need a good 3D environment simulator. This simulator should resemble the
real-world environment as close as possible and be fast enough to be of any use for the
training. As for now, there is no such simulator. Another problem arising when applying deep reinforcement learning to the visual navigation problems is the sparsity of the
2

reward. The agent does not know if he goes in the right way for a long time. It knows it
went in the right direction only after he reaches the destination. Some clever strategies
must be used to help the agent find the correct way.
We wanted our agent to be as general as possible. Therefore the agent uses only one
monocular camera, and an image specifies the target (an image it will see from the target
position). The goal of the agent is to move from its current location to the target by
applying a sequence of actions, based on the camera observations only. We focus on the
case when the environment is initially unknown, i.e., no explicit map is available. The
learning algorithm is based on the batched version of advantage actor-critic algorithm
(Wu et al., 2017), extended with auxiliary tasks to help the agent learn useful features
in the absence of informative rewards. During the training of the deep network, we use
depth maps and image segmentations as inputs to auxiliary tasks. In addition, we propose
a method to pre-train the neural network before the reinforcement learning algorithm is
applied. The algorithm could be sped up by transfer learning from one environment to
another and by gradually increasing the environment complexity. Finally, to address the
partial observability problem, we propose a novel neural network architecture that is both
efficient and compact. We evaluate our method in realistic indoor environments similar
to Zhu et al. (2017) and Mirowski et al. (2016).

3

Chapter 2
Related Work
2.1

Classical Methods

There has been a lot of work done in visual navigation. Several methods use an explicit
map of the environment. However, the map does not need to be complete or precise.
At least a generic map, which does not contain any details about the environment, must
be provided. One of these methods (Kim and Nevatia, 1999) uses edge detection to
reconstruct the detailed map. The planning algorithm is able to respond to symbolic
commands, e.g. “at the first conter, turn left”, expressed in a formal language. Similarly,
in Oriolo et al. (1995), only a generic map is provided. An agent then observes the
environment and uses fuzzy logic to incorporate the local map into the global map of the
environment. The A* algorithm is used for path planning.
Other methods try to avoid the problem of having a map of the environment a priori
by reconstructing the map on the fly. The navigation then occurs in the reconstructed
map. Wooden (2006) reconstruct the map from visual sensory input by detecting known
features. The A* algorithm is then run on this reconstructed map to find a path to
the destination. Tomono (2006) use images only, to reconstruct a map of an indoor
environment. Some methods, e.g. the work by Kidono et al. (2002), rely on human
guidance in the map reconstruction phase. Saeedi et al. (2006) extract scene features from
visual input and their 3D positions are calculated. Then their trajectories are calculated
as the agent moves.
We will now take a look at the methods that neither need a map of the environment
beforehand nor do they reconstruct it on the fly, e.g. the work by Lenser and Veloso
5
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(2003), and by Remazeilles et al. (2004). Remazeilles et al. (2004) use images of the
environment in the training phase. The agent has a task to navigate to a given image.
It relies on feature extraction and matching to match similar images pairwise and then
find the shortest path in the resulting graph. Potential field methods are used to navigate
between two consecutive images on the path. Lenser and Veloso (2003) use the visual
input for obstacle avoidance. Bonin-Font et al. (2008) give a survey of methods used in
visual navigation.

2.2

Reinforcement Learning

The problem of navigating an agent in an unknown environment is well suited for reinforcement learning (RL) methods. Therefore, recent successes of RL and their application
to the problem of navigation and motor control will be summarized in this section.
Many methods use RL-based techniques for collision avoidance and motor control.
An obstacle avoidance method (Michels et al., 2005) tries to drive a remote controlled
car in unstructured outdoor environments using monocular camera input only. It uses
a combination of supervised learning algorithm with an RL agent. This RL agent has
the distance to the closest obstacle in different parts of the input image as its input and
uses the PEGASUS algorithm (Ng and Jordan, 2000) to learn the correct policy. The
authors showed that a system trained on synthetic data was able to perform well in realworld environments. Another method (Kim et al., 2004) uses a similar combination of
supervised learning and an RL agent to control the flight of a helicopter autonomously.
The authors used the Kalman filter for predicting the position, speed, and rotation of the
helicopter from sensory inputs. The PEGASUS algorithm was also used (Ng and Jordan,
2000) on the data collected from a real flight of an expert to learn the agent’s policy.
Both of these approaches share the same PEGASUS method (Ng and Jordan, 2000)
for finding the optimal policy of the RL agent. This method transforms any Markov
decision process (MDP) or partially observable Markov decision process (POMDP) to a
deterministic POMDP (such a POMDP where the state resulting from taking a given
action in a certain state is not random).
The paper by Peters and Schaal (2008) addresses the problem of learning complex
motor skills with human-like limbs. The authors compare several policy-gradient methods
6
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for finding the optimal control policy. Another reinforcement learning method (Kohl and
Stone, 2004) uses gradient methods to find a policy to control a four-legged robot. It
optimizes the agent for fastest forward motion.
A map reconstruction method (Kollar and Roy, 2008) focuses on simultaneous localization and mapping problem (SLAM). It automates the data collection for map reconstruction. It tries to optimize the agent’s trajectory to collect optimal data for map
construction. It uses a policy search using dynamic programming (DP) (Bagnell et al.,
2004) to find the optimal policy. The support vector machine (SVM) is used as a one-step
policy to map high-dimensional inputs to actions.

2.3

Deep Reinforcement Learning

Recently, DNNs were also used as function approximators in RL. The method combining
RL with deep learning is called deep reinforcement learning (DRL). A method called deep
Q-learning (Mnih et al., 2013) successfully applied DRL to several Atari games, achieving
or surpassing human level on several of them. A deep convolutional neural network was
used as the function approximator for the state-value function, feeding the raw image
input without using any hand-crafted features. An experience replay buffer was used
to stabilize the convergence of the learning algorithm by decoupling strongly correlated
consecutive frames of the game. The Q-learning algorithm was used for off-policy training
of the function approximator. Benefits of DRL were demonstrated in the AlphaGo method
(Silver et al., 2016) by surpassing the human-level performance on the game of Go. The
authors used a convolutional DNN in combination with Monte Carlo tree search (MCTS).
Expert knowledge was used to initialize the algorithm. This method was then improved
by AlphaGo Zero (Silver et al., 2017), which used only the experience collected by playing
against itself. This method achieved the best performance on the game of Go, defeating
AlphaGo.
Another method (Sallab et al., 2017) focused on autonomous driving. It used deep
attention reinforcement learning to extract the features needed for the control task. Long
short-term memory (LSTM) (Hochreiter and Schmidhuber, 1997) was employed to deal
with partial observability of the environment. The network was trained end-to-end using
the deep Q-learning algorithm.
7

Chapter 2. Related Work

2.4

Deep Reinforcement Learning for Visual Navigation

The application of DRL to visual navigation suffers from high dimensionality of the observation space. Observation space dimensionality can be reduced by using hand-crafted
features, or by using learned features trained on either the training dataset or on a completely different one, e.g. ResNet (He et al., 2016) features, automatically extracted from
the image (Zhu et al., 2017; Bruce et al., 2017). A different, proposed in Wu et al. (2018),
uses image segmentations and depth maps as inputs to the agent. It was trained and
evaluated on houses from SUNCG dataset (Song et al., 2017) and the trained agent was
able to find multiple targets specified as a separate input to the agent.
Raw high-dimensional input images can also be used directly for navigation (Jaderberg
et al., 2016; Mirowski et al., 2016). These two methods extend the asynchronous advantage
actor-critic (A3C) algorithm (Mnih et al., 2016) with auxiliary tasks to stabilize the
training and make it more efficient when the reward is sparse. They, however, use the
DeepMind Lab (Beattie et al., 2016) game simulator which is much simpler than realistic
simulators (Kolve et al., 2017; Wu et al., 2018; Song et al., 2017). The only method that
relies on visual input only in a realistic indoor environment was presented by Zhu et al.
(2017). However, it was applied to AI2-THOR 3D environment simulator (Kolve et al.,
2017) which contains small single-room environments, and the action space discretized
the environments into a simple grid worlds.
In our approach, the agent learns to navigate based on the observed raw images only,
as opposed to Zhu et al. (2017), which uses ResNet features. It was applied to realistic
indoor environments similar to Zhu et al. (2017) and Mirowski et al. (2016). The input
to our agent is only the image input from the environment (we also utilize depth maps
and image segmentations, but only for training).
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Chapter 3
Theoretical Background
This chapter begins with a concise introduction to deep learning. We discuss multilayerperceptrons and extend the idea to recurrent neural networks. Next, the reinforcement
learning is described. We will give our formalization of the problem. Value-based methods,
as well as policy-gradient methods, are discussed. The chapter is concluded with a short
overview of selected actor-critic methods.

3.1

Deep Learning

Deep learning represents a method for function approximation. First, we will introduce
the feed-forward neural networks, which can be viewed as directed acyclic graphs. The
idea will be taken further to the case of recurrent neural networks.

3.1.1

Multilayer Perceptron

The deep feed-forward network (Goodfellow et al., 2016), also called multilayer perceptron,
is a machine learning model used for function approximation. The original function
𝑓 (𝑥) is approximated by a deep feed-forward network represented by a function 𝑓ˆ(𝑥, 𝜃),
parametrized by 𝜃 ∈ R𝑛 . This reduces the problem of searching for a function in the

space of all functions to the search in R𝑛 . The space of all functions obtained by changing
parameters 𝜃 is called the hypothesis space. If the function 𝑓 lies in the hypothesis space,
it can be approximated with zero error. The best-approximating function is chosen such
9
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that it minimizes the empirical risk given by
𝑅(𝜃|𝒟) ,

1 ∑︁
𝐽(𝑦 − 𝑓ˆ(𝑥, 𝜃)) ,
|𝒟|

(3.1)

(𝑥,𝑦)∈𝒟

where 𝐽 is the loss function, e.g. the mean squared error (MSE), and 𝒟 is the training
set.
The function 𝑓ˆ(𝑥, 𝜃) is constructed by alternating affine functions in the form 𝐴𝑥 + 𝑏
with non-linear functions. Some examples of non-linear functions are tanh, sigmoid,
ReLU. The resulting differentiable function is then optimized using stochastic gradient
methods (Robbins and Monro, 1951). The recent rise of computational power allowed for
big functions with lots of parameters to be optimized efficiently.
We often view the network as being composed of several layers. A layer is composed
of an affine function followed by a non-linear function. This non-linear function is called
the activation function. The layers are stacked on top of each other – the output of each
layer is the input to the next layer. Let 𝑙1 , 𝑙2 , . . . , 𝑙𝑚 be the network layers. Then the
neural network is given by
𝑓ˆ(𝑥, 𝜃) ≡ 𝑙𝑛 ∘ . . . ∘ 𝑙2 ∘ 𝑙1 ,

(3.2)

where 𝑙𝑖 (𝑋) = nonlin𝑖 (𝜃𝑖,𝑤𝑒𝑖𝑔ℎ𝑡 𝑋 + 𝜃𝑖,𝑏𝑖𝑎𝑠 ) for a non-linear function nonlin𝑖 . Softmax nonlinear function is defined as
e𝑥𝑖
𝜎(𝑥)𝑖 = ∑︀𝑛
𝑗=1

e𝑥𝑗

,

(3.3)

and the ReLU function is defined as

ReLU(𝑥)𝑖 = max {0, 𝑥𝑖 } ,

(3.4)

where both the ReLU and the softmax functions maps from R𝑛 to R𝑛 , indexed by subscript.
A layer is not always connected to the next layer in sequence. Instead, we view
the network as a directed acyclic graph where the layers represent the nodes and the
connections between the layers represent the edges. We can allow for a single node to
have more than one incoming as well as outgoing edges. In this case, the input is simply
the concatenation of the input vectors. This graph-view of the deep neural networks will
be especially useful later when describing the neural network layout.
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3.2. Reinforcement Learning

3.1.2

Recurrent Neural Networks

Feed-forward neural networks are great tools when dealing with all sorts of problems,
especially vision. However, it would be useful for the neural network to have a memory.
In feed-forward neural networks, knowledge is embedded in network parameters. Each
network evaluation is independent on another. For some tasks, however, it would be useful
to let the network remember the previous evaluations. A motivation could be translation
problems where the next word depends on the previous words. We would like to enable
the network to build a compact representation of all previous experience in the form of
a state. To achieve this, we relax the acyclic property of our neural network graph. By
allowing the network to use the outputs of previous evaluations, the gradients propagate
back in time and the network is allowed to use the past experience. The set of outputs
of the previous evaluation that are passed to the next one is called a state. Note that
the state is not a set of all neural network outputs. Usually, it is a secondary output of
a hidden layer. Neural networks which reuse the outputs from previous evaluations are
generally called recurrent neural networks (RNNs) (Sherstinsky, 2018).
When the gradient is propagated backward in time, there is a problem with gradient
decay. Clever network architectures must be used to solve this problem. One example of
such an architecture is LSTM (Hochreiter and Schmidhuber, 1997).

3.2

Reinforcement Learning

In this section, we provide a brief introduction to the concepts used in our method. The
notation used in this section follows Sutton and Barto (2018), where random values are
denoted by capital letters whereas lower letters are used for their observed values1 . For
brevity, we will mostly describe the discrete space case. The equations could, however, be
extended to the continuous case simply by replacing sums with integrals and by replacing
probability mass functions with probability density functions.
11
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Figure 3.1: Reinforcement learning (RL) process (Sutton and Barto, 2018).

Agent
New state 𝑠𝑡+1

Reward 𝑟𝑡+1

Action 𝑎𝑡
Environment

3.2.1

Formalization

A broad range of problems can be described as RL problems. These problems include a
decision maker called agent which tries to achieve a given goal. The agent interacts with
the environment throughout a specified set of actions and receives a real-valued quantity
called reward. The reward describes how well was the agent able to achieve the predefined
goal.
More specifically, the agent and the environment interact at discrete time steps 𝑡 ∈ N.
At each time step 𝑡, the agent observes the state 𝑆𝑡 ∈ 𝒮 of the environment and picks
one of the possible actions 𝐴𝑡 ∈ 𝒜. The environment then changes its state to state
𝑆𝑡+1 ∈ 𝒮 and the agent receives reward 𝑅𝑡+1 ∈ R. The process is visualized in Figure 3.1.
The agent starts in a state 𝑆0 sampled from a distribution over a set of initial states.
Then it proceeds until it reaches a terminal state. This process is called an episode 2 .
Each episode is independent of another. An example of an episode is a single play of a
game. The experience the agent collects in a single episode is called the trajectory. The
trajectory is defined as
𝜁 = 𝑆0 , 𝐴0 , 𝑅1 , 𝑆1 , 𝐴1 , 𝑅2 , . . . .

(3.5)

We call the problem an MDP when the probability distribution over the next state
𝑆𝑡+1 , obtained by following action 𝑎𝑡 ∈ 𝒜 in the state 𝑠𝑡 ∈ 𝒮, depends only on the state
𝑠𝑡 and the action 𝑎𝑡 , i.e. the following property holds in the discrete state-space case:
𝑃 (𝑆𝑡+1 = 𝑠𝑡+1 |𝑆𝑡 = 𝑠𝑡 , 𝐴𝑡 = 𝑎𝑡 ) =

(3.6)

𝑃 (𝑆𝑡+1 = 𝑠𝑡+1 |𝑆𝑡 = 𝑠𝑡 , 𝐴𝑡 = 𝑎𝑡 , . . . , 𝑆1 = 𝑠1 , 𝐴1 = 𝑎1 ) .
1

For the sake of simplicity, we write 𝑆 ∈ 𝒮 to denote that the observed value of the random variable
𝑆 belongs to the set 𝒮, as used in Sutton and Barto (2018).
2
Sometimes called a trial
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If the agent does not have access to the true state, but receives only an observation of
the true state which depends on but does not fully determine the true state, we call the
problem a POMDP. For the moment, we will only consider the MDP case. Later, we will
extend the algorithms used to the POMDP case.
An agent can be represented by a probability distribution 𝜋 over the set of possible
actions, conditioned on the state3 . This distribution is called a policy. Let the discounted
cumulative reward be defined as
𝐺𝑡 ,

∞
∑︁

𝛾 𝑖 𝑅𝑡+𝑖+1 ,

(3.7)

𝑖=0

where 𝛾 is greater than 0 and less than or equal to 1.
[︀ ]︀
The agent tries to maximize the expected discounted cumulative reward: E 𝐺0 .

3.2.2

Dynamic programming

If the probability distribution over the next states 𝑃 (𝑆𝑡+1 = 𝑠𝑡+1 |𝑆𝑡 = 𝑠𝑡 , 𝐴𝑡 = 𝑎𝑡 ) is
available, we can employ DP methods. The solution of finding an optimal policy 𝜋⋆ ,
[︀ ]︀
such that it maximizes E 𝐺0 , can be found by solving the Bellman optimality equations

(Bellman, 1957). Let the optimal state-action value function 𝑞⋆ : (𝒮, 𝒜) → R be defined
as
[︀
]︀
𝑞⋆ (𝑠, 𝑎) = E 𝑅𝑡+1 + 𝛾 max
𝑞⋆ (𝑆𝑡+1 , 𝑎′ )|𝑆𝑡 = 𝑠, 𝐴𝑡 = 𝑎 .
′
𝑎

(3.8)

This equation gives us the expected discounted cumulative reward we would get by taking
action 𝑎 in state 𝑠 and following the optimal policy 𝜋⋆ from there. Optimal policy for the
discrete action space case can be represented as probability mass function 𝜋⋆ which can
be obtained from 𝑞⋆ , as shown in (3.9). For more detail, please refer to Sutton and Barto

3

Sometimes, we will use the same symbol for either the probability density function of the policy if
the action space is continuous or for the probability mass function of the policy if the action space is
discrete.
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(2018).

𝜋⋆ (𝑎|𝑠) =

where

∑︁

𝑎∈arg max𝑎′ 𝑞⋆

⎧
⎪
⎨0

⎪
⎩𝛿 𝑎

if 𝑎 ∈
/ arg max𝑎′ 𝑞⋆ (𝑠, 𝑎′ ) ,

(3.9)

otherwise ,

𝛿𝑎 = 1 .
(𝑠,𝑎′ )

Most of the times, however, the model is not available to us or the state space is too
large for constructing the state-value function4 .

3.2.3

Model-Free Methods

Model-free methods do not require the model, but only the experience collected from
the interaction between the agent and the environment. We can split them into policy
gradient methods (Sutton et al., 2000) and value-based methods. Value-based methods
use an approximation of the value-function or the state-value function. These algorithms
include SARSA (Sutton and Barto, 2018) or Q-learning.

Value-Based Methods
Q-learning (Watkins and Dayan, 1992) is an off-policy algorithm – the policy used to
select the action is different than the policy that is being optimized. To ensure exploration
the algorithm uses the 𝜖-greedy policy, which selects a random action with probability 𝜖
and follows the policy 𝜋 otherwise. In each step, the algorithm performs the temporal
difference (TD) (Sutton and Barto, 2018) learning step to update its state-value function.
It means that the state-value function is not updated with full DP update described in
(3.8) but only with its sample. We cannot compute the full update because we do not have
access to the model – probability distribution over next states (3.6). Note that in this
case, the state-value function is random for two reasons. It depends on the initialization
(bootstrapping is used) and the updates to the state-value function are just Monte Carlo
approximations of the real updates we would get if we could evaluate the full state-value
updates according to (3.8). It makes the algorithm a combination of a DP method where
bootstrapping is used and the Monte Carlo method where only samples from the DP
4
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updates are used to update the state-value function. For more details please refer to the
description of TD methods in Sutton’s Introduction to RL (Sutton and Barto, 2018),
the Q-learning algorithm convergence proof (Watkins and Dayan, 1992) and a lecture on
temporal-difference methods (Gašić, 2017).
Policy-Gradient Methods
Instead of constructing either the state-value function or the value-function, the policy
gradient methods model and optimize the policy directly. Let the reward function for the
policy 𝜋 be defined as
[︀
]︀
𝐽𝜋 , E𝑠∼𝑑𝜋 (𝑠),𝑎∼𝜋𝜃 (𝑎|𝑠) 𝑞𝜋 (𝑎, 𝑠) ,

(3.10)

where 𝑞𝜋 (𝑎, 𝑠) is the state-value function for 𝜋 and 𝑑𝜋 is the stationary distribution of
Markov chain for 𝜋. In the discrete case, it is defined as
𝑑𝜋 (𝑠) = lim 𝑃 {𝑆𝑡 = 𝑠} .
𝑡→∞

(3.11)

The initial state 𝑆0 ∼ Uinit is sampled from the uniform probability distribution over a
set of initial states.5
Let the policy 𝜋𝜃 be parametrized by a set of parameters 𝜃. By using the policy
gradient theorem (Sutton and Barto, 2018), the gradient is obtained as
[︀
]︀
𝜕𝐽𝜋𝜃
𝜕
= E𝑠∼𝑑𝜋𝜃 (𝑠),𝑎∼𝜋𝜃 (𝑎|𝑠) 𝑞𝜋𝜃 (𝑎, 𝑠) log 𝜋𝜃 (𝑎|𝑠) .
𝜕𝜃
𝜕𝜃

3.2.4

(3.12)

Deep Reinforcement Learning

For complex reinforcement learning problems, neither the policy 𝜋 nor the value-function
can be represented explicitly. When the dimension of the state space is too big or the
state space is continuous, we have to use approximators for either the policy or the valuefunction. The use of approximators can also be motivated for cases where there is a
concept of similarity between states – for example in case of images. A metric measuring
the similarity between states can be defined in the state space. It is beneficial if the
approximator translates the metric from the state space to actions or values. This concept
of metric translation vaguely means that when two states are similar, so should be the
5

Other distributions over the set of initial states than uniform could be used.
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output of the approximator used.
Deep neural networks are a great choice for such an approximator. They not only learn
the function they are approximating, but they also learn the correct way to translate the
similarity metric from the state space. An example of this is when the input to the
network is an image of an animal. We would like to teach the algorithm to act in a
specific way if the animal in the picture is a cat. If we did not use any approximators,
the original space would have a high number of dimensions. The algorithm would be
incapable of generalization. We would need to use all possible images of all possible
animals to train it correctly. When a neural network with a suitable architecture is used
as a function approximator, it can learn the common features describing the concept of
a cat. A desired property of the neural network is to yield a similar output for similar
animals. It can, therefore, generalize well to previously unseen images. Use of DNNs as
function approximators in RL is generally called deep reinforcement learning (DRL).

Deep Q Networks
In Q-learning, we aim to find the function 𝑞 : (𝒮 × 𝒜) → R mapping from the state-action
space to real numbers. We can instead reformulate the problem as finding a vector 𝜃 such
that 𝑞ˆ(𝑠, 𝑎|𝜃) ≈ 𝑞(𝑎, 𝑠), where 𝑠 ∈ 𝑆, 𝑎 ∈ 𝒜 and 𝑞ˆ is a parametrized approximator of 𝑞.
This extension allows to apply the algorithm to continuous or large state spaces where it
would not be possible to enumerate all the states. We can apply the Bellman optimality
equation (3.8) for 𝑞ˆ to obtain
[︀
]︀
𝑞ˆ(𝑠, 𝑎|𝜃) = E 𝑅𝑡+1 + 𝛾 max
𝑞ˆ(𝑆𝑡+1 , 𝑎′ |𝜃)|𝑆𝑡 = 𝑠, 𝐴𝑡 = 𝑎 .
′
𝑎

(3.13)

We want to minimize the MSE criterion. The loss function is given by
[︀(︀
)︀2 ]︀
𝐽(𝜃) = E 𝑅𝑡+1 + 𝛾 max
𝑞ˆ(𝑆𝑡+1 , 𝑎′ |𝜃) − 𝑞ˆ(𝑆𝑡 , 𝐴𝑡 |𝜃) .
′
𝑎

(3.14)

Fortunately, this equation is differentiable with respect to 𝜃, and thus we can employ
gradient-based methods to find the optimal value for 𝜃. This algorithm is called deep
Q networks (DQN) (Mnih et al., 2013).
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3.3

Actor-Critic Methods

Actor-critic algorithms are policy gradient methods. They are suitable for continuous state
spaces (Grondman et al., 2012). They use two functions: the actor and the critic. The
actor is the function approximator of the policy and the critic is the function approximator
of either the value-function or the state-value function.

3.3.1

Advantage Actor-Critic Algorithms (A2C)

To reduce the variance, the advantage actor-critic (A2C) uses the advantage function
instead of the state-value function. Let the state-value function be approximated by
𝑣𝜃𝑣 : 𝒮 → R, parameterized by 𝜃𝑣 . We use a stochastic policy 𝜋𝜃𝑝 (𝑎|𝑠) which is a probability distribution over the set of possible actions, conditioned on the state 𝑠 ∈ 𝒮, and
parameterized by 𝜃𝑝 . Let the bootstrapped 𝑛-step return 𝐺𝑛𝑡 be defined as
𝐺𝑛𝑡 = 𝑅𝑡+1 + 𝛾𝑅𝑡+2 + . . . + 𝛾 𝑛−1 𝑅𝑡+𝑛 + 𝛾 𝑛 1c 𝑣𝜃𝑣 (𝑆𝑡+𝑛 ) ,

(3.15)

where 1c is zero if the episode ended during the rollout and one otherwise and 𝑛 ≥ 1. The
actor is updated similarly to REINFORCE algorithm (Williams, 1992) with advantage
estimates from the critic. The gradient of the actor’s loss function 𝐽𝑝 from Sutton et al.
(2000) is given by
𝑡+ℓ

∑︁ 𝜕
𝜕𝐽𝑝
=−
log 𝜋𝜃𝑝 (𝑎𝑖 |𝑠𝑖 )(𝑔𝑖𝑡+ℓ−𝑖+1 − 𝑣𝜃𝑣 (𝑠𝑖 )) .
𝜕𝜃𝑝
𝜕𝜃
𝑝
𝑖=𝑡

(3.16)

The term 𝑔𝑖𝑡+ℓ−𝑖+1 − 𝑣𝜃𝑣 (𝑠𝑖 ) is referred to as the advantage function. The critic is updated
using 𝑛-step temporal difference learning: the MSE between the bootstrapped 𝑛-step
return and the critic output is computed and a gradient descent update is applied. The
gradient of the critic’s loss function 𝐽𝑣 is
𝑡+ℓ
)︀2
𝜕𝐽𝑣 ∑︁ 𝜕 1 (︀ 𝑡+ℓ−𝑖+1
=
𝑔𝑖
− 𝑣𝜃𝑣 (𝑠𝑖 ) .
𝜕𝜃𝑣
𝜕𝜃𝑣 2
𝑖=𝑡

(3.17)
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To ensure exploration, the negative entropy of the actor is added to the total loss. The
negative entropy of the actor in state 𝑠 is defined as
𝐻 − (𝑠, 𝜃𝑝 ) =

∑︁

𝜋𝜃𝑝 (𝑎|𝑠) log 𝜋𝜃𝑝 (𝑎|𝑠)

(3.18)

𝑎∈𝒜

and its gradient on the rollout data is
𝑡+ℓ

𝜕𝐽𝑒 ∑︁ ∑︁ 𝜕
=
𝜋𝜃 (𝑎|𝑠𝑖 ) log 𝜋𝜃𝑝 (𝑎|𝑠𝑖 ) .
𝜕𝜃𝑝
𝜕𝜃𝑝 𝑝
𝑖=𝑡 𝑎∈𝒜

(3.19)

Note that the above setting differs from the one given in Sutton and Barto (2018), which
uses 𝑛-step forward view to compute the return 𝐺. When DNNs are used as the function
approximators for the actor and critic, it is beneficial to optimize on multiple time-steps
in a single batch. We therefore use only the rollout data to optimize all time-steps in
the rollout at once. The estimated returns are a mixture of returns with different length
for each state, which was proven to have the error reduction property in the discrete RL
setting (Watkins and Dayan, 1992; Gurvits et al., 1994).
As the critic and actor can share knowledge about the environment, they can share
some of their parameters, which leads to an improved learning performance. For example,
when using neural networks for visual tasks, the bottom-most convolutional layers used
in both the actor and the critic need to learn the same convolutional filters. It is therefore
beneficial to share their parameters as there are fewer to train, the hypothesis space has
fewer dimensions and the search for an optimal solution is simpler.

3.3.2

Asynchronous Advantage Actor-Critic Algorithm (A3C)

A3C – first proposed by Mnih et al. (2016) – differs from original A2C in the sense that
there are up to 𝑘 agents, each doing the same rollout-optimization steps as described in
Section 3.3.1. Each agent has its copy of the environment and its copy of parameters 𝜃.
At the beginning of each rollout, each agent updates its parameters with the parameters
from a centralized parameter store and the optimization after each rollout is done with
respect to the centralized parameters. The process is visualized in Figure 3.2. Each agent
starts from a different initial state and sometimes with a slightly modified environment.
Due to this diversity having multiple agents spawned in this way have stabilizing effects
18
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on the learning. As was argued in Mnih et al. (2016), this serves the role of experience
replay buffer used in Mnih et al. (2013).
parameter store
trainer 1

trainer 2

trainer 3

environment 1 environment 2 environment 3
Figure 3.2: A3C training configuration. Each trainer has its own copy of parameters. At the beginning of the optimization step, it pulls the newest parameters from the
centralized parameter store. The gradients are then applied directly to shared parameters.

However, having multiple agents causes problems when running on GPUs. We can
no longer utilize batch updates, which makes the algorithm less efficient. As multiple
agents update the same parameters at the same time, the conflicts need to be resolved.
Two techniques are generally applied. Either one of the conflicting updates is discarded,
which decreases the performance (on terms of the number of frames processed), or a
locking mechanism must be introduced, also decreasing the number of processed frames
per second.

3.3.3

Batched Advantage Actor-Critic (A2C)

Batched advantage actor-critic (Wu et al., 2017) tries to improve the training performance
of A3C algorithm. There are 𝑘 different environment simulator instances. At each time
step, 𝑘 actions are sampled by the actor, one for each simulator. The rollouts collected
from the environments are used to optimize the actor and the critic in a single batch.
This training process is visualized in Figure 3.3. Having multiple environment simulators
has the same stabilizing effect on the training process as A3C.
batch trainer

environment 1 environment 2 environment 3
Figure 3.3: A2C training process. There are multiple environment simulator instances,
but a single trainer with only one set of parameters. The steps in all environments are
performed in parallel and the collected data are used to compute the gradients in a batch.
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3.3.4

Off-policy Critic Updates

Collecting observations can be costly, especially when the environment simulator has to
simulate physics and render 3D scenes. For an algorithm to be efficient, it needs to learn
as much as possible from the experiences collected so far. To improve the data efficiency
and the stability of the algorithm, a memory of past experiences called the experience
replay buffer is used. It keeps the last 𝑛𝑒 experiences, i.e., observations, actions, rewards,
and terminals6 . At each learning step, a sequence of experiences is sampled from the
buffer and it is used to compute the bootstrapped 𝑛-step returns (3.15) to optimize the
critic.

3.3.5

UNREAL Auxiliary Tasks

Deep RL algorithms are commonly enhanced with auxiliary tasks in order to improve their
learning performance. For instance, Jaderberg et al. (2016) extended the A3C algorithm
with two auxiliary tasks, reward prediction and pixel control. The former predicts the sign
of the reward based on past four observations and the latter uses an additional pseudoreward function to learn a policy that maximizes the absolute pixel change. The batched
A2C or A3C can be enhanced in the same way; more details are given in Section 4.3.

6
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A terminal is the indicator of the episode ending in a particular time step.

Chapter 4
Proposed Learning Architecture
Our method extends batched A2C algorithm with UNREAL auxiliary tasks and additional auxiliary tasks for visual navigation. We call the method A2CAT-VN, which is an
abbreviation of A2C with Auxiliary Tasks for Visual Navigation. We have made its implementation1 as well as a framework implementing several deep RL algorithms2 publicly
available on GitHub.
First, we will describe the neural network used in our method. Different ways to solve
the partial observability problem are discussed. Then, we will describe UNREAL auxiliary
tasks (Jaderberg et al., 2016) and our additional auxiliary tasks for visual navigation. The
chapter ends with our approach to simplify the training in large environments.

4.1

Neural Network

The deep neural network used in our method consists of several modules: convolutional
base, LSTM, actor, critic, and auxiliary tasks, see Figure 4.1. In the sequel, we explain
the individual blocks one by one.
The convolutional base is depicted in Figure 4.2. Its inputs are the observed image
and the target image, each entering into a separate stream of two convolutional layers
with shared weight parameters. The outputs of the second layer are concatenated and
passed to additional two convolutional layers, followed by a single fully-connected linear
layer.
Each of these layers is followed by the ReLU activation function. Unlike He et al.
1
2

https://github.com/jkulhanek/a2cat-vn-pytorch
https://github.com/jkulhanek/deep-rl-pytorch
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target

Figure 4.1: A2CAT-VN neural network architecture.
(2016), we do not employ maxpool layers. Instead, the images are down-sampled by
using stride only, as suggested in Springenberg et al. (2014). The convolutional base
features are merged with the previous action and the previous reward and passed to the
LSTM layer (Hochreiter and Schmidhuber, 1997).
The previous action is encoded using one-hot encoding and the reward is clipped to
the interval [−1, 1]. LSTM features are used as the input for both the actor and the
critic, as well as for the pixel control auxiliary task. Let 𝜑(𝑥) be the LSTM features of
an input 𝑥 (LSTM features are computed from the convolutional features and therefore
are a function of the input). Note that the input is composed of the image observation,
the target image, the last action and the last reward, as well as the previous LSTM state.
The critic is an affine transformation of the LSTM features and the actor is the result of
the softmax function applied to an affine transformation of the LSTM features.

4.2

Resolving Partial Observability

The partial observability of the environment does not allow the agent to uniquely distinguish which state it occupies based on a sole observation. Using previous observations
can, however, greatly improve its ability to navigate in the environment. For example,
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Figure 4.2: Convolutional base neural network structure. The feature size after
applying each layer is shown in the picture.
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if the agent faces a wall, it can instead look at the previous observation and the action
taken. Mnih et al. (2013) and Zhu et al. (2017) used past four frames, fed into the network instead of single image input. Jaderberg et al. (2016) used an LSTM Hochreiter
and Schmidhuber (1997) instead. We have used the latter in our approach, as we have
experimentally found that it was superior to using the past four frames. Past four frames
were not enough to capture the complex experience the agent collected when exploring
the environment and more frames lead to unmanageable increase of the parameter space
size and memory requirements.

4.3
4.3.1

UNREAL Auxiliary Tasks
Reward Prediction

The goal of the agent is to maximize the cumulative reward. It proves beneficial to train
the network to predict whether a given state leads to a positive reward or not since it
helps the network to build useful features to recognize potentially fruitful states. The
agent learns to predict the next reward based on the past three observations (Jaderberg
et al., 2016; Munk et al., 2016)3 . First, a sequence of experiences is sampled from the
experience replay buffer such that there is a fixed ratio between the sequences ending
with zero reward and the sequences ending with non-zero reward. The output of the
fourth convolutional layer computed from all three past observations is merged into a
single vector. An additional linear layer and the softmax function are applied to output
probabilities of the reward being positive, negative or zero. This new network is then
trained using the cross-entropy loss.

4.3.2

Pixel Control

The pixel control task is defined via an additional pseudo-reward function in order to
maximize the absolute pixel change. Using this reward, an additional policy is trained
that shares most of its parameters with the A2C actor and critic. This policy must be
trained using an off-policy RL algorithm since it uses the data sampled from the experience
replay buffer generated by the actor. Jaderberg et al. (2016) used the 𝑛-step Q-learning
3

24

Also here LSTM could be employed, however, we prefer to use the original method from the literature.

4.4. Additional Auxiliary Tasks for Visual Navigation
loss (Mnih et al., 2013) to update the policy. The observation images are downsized,
converted to gray scale, and the absolute difference between two consecutive observations
is computed and used as pseudo-rewards for Q-learning (Mnih et al., 2016).
A new head is attached to the output of LSTM. This head consists of deconvolutional
layers – upsampling the low-dimensional features back to the size of the downsampled
observations. For each action, there is a different output in the last layer to output the
Q-function for each pixel. The dueling DQN technique (Wang et al., 2015) is used to
improve the performance of the pixel control network. The pixel control network used in

51

2

our method can be seen in Figure 4.3.
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Figure 4.3: Pixel control network structure. The feature size after applying each
layer is shown in the picture.

4.4

Additional Auxiliary Tasks for Visual Navigation

Motivated by Lange and Riedmiller (2010) and Mirowski et al. (2016), we introduced
additional auxiliary tasks that are specific to visual navigation. They were designed to
enhance the training process as well as to help the network generalize. We train the model
to predict the depth map, image segmentation of the observation and image segmentation
of the target. For the image segmentations we map the object-type to the RGB colour
space and maximize the distances between each colour in the HSB colour space. The input
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Figure 4.4: Visual navigation auxiliary task network – observation image segmentation
and target segmentation prediction. The feature size after applying each layer is shown
in the picture.
is passed through a narrow part of the network in autoencoder fashion to improve the
quality of features in the shared part of the network. This gives the actor and the critic
good features in bottom-most layers with a compact representation of all information
needed to reconstruct depth map and image segmentations. These bottom-most layers
would otherwise be difficult to train since the network is deep and the loss is noisy due to
the imprecise target values computed using the RL algorithm. The image segmentation
for the target ensures the network pays attention to what the target is. Otherwise it
would be difficult for the network to take the target input into account.
For each visual navigation auxiliary task there is a network attached to the last convolutional layer consisting of deconvolutional layers. The network architecture for the
observation image segmentation and the target image segmentation can be seen in Figure 4.4. For the depth map prediction the structure of the network is the same but the
intermediate deconvolutional layer has only 32 filters and the last layer has a single channel. True features (the image segmentations for observation and the target and the depth
map) are downsampled to a smaller size. The MSE is computed between the outputs of
the networks and the true features.
The additional auxiliary tasks for visual navigation also allow for the use of supervised
learning to initialize the network with good features in the bottom-most part of the
26
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network since these are the least dependent on the policy. It is costly to render a 3D scene,
but it is cheap to pre-compute a dataset of observations taken from the environment and
use it for supervised training.

4.5

Environment Complexity

The training of the agent might be hard especially when the environment is large and
the initial state is far from the target. To make the task easier for the agent we first
sample the initial states closer to the target and gradually increase the distance between
the initial state and the target. Let 𝜏 ∈ [0, 1] be the environment complexity. We define

the maximal sampling distance dmax𝐸 : [0, 1] → R of an environment 𝐸 as follows:
dmax𝐸 (𝜏 ) = 𝜏 max{dist(𝑠1 , 𝑠2 )} ,
𝑠1 ,𝑠2

(4.1)

where dist(·, ·) measures the distance between any two states of the given environment 𝐸.
Any distance measure can be used, e.g. the Euclidean distance between the corresponding
agent positions in the environment.
The initial state 𝑠0 is sampled from the uniform probability distribution over the set
of possible initial states closer to any target than dmax𝐸 (𝜏 ):
U({𝑠1 |𝑠1 ∈ 𝒮𝑠𝑡𝑎𝑟𝑡 , 𝑠2 ∈ 𝒮𝑡𝑎𝑟𝑔𝑒𝑡 , dist(𝑠1 , 𝑠2 ) ≤ dmax𝐸 (𝜏 )}) ,

(4.2)

where the set of target states is denoted by 𝒮𝑡𝑎𝑟𝑔𝑒𝑡 . The environment complexity 𝜏 starts
at a low value, e.g. 0.3, and gradually increases during the training to 1.0.
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Chapter 5
Experiments
We have experimentally evaluated the performance of our method A2CAT-VN, using
the average episode length and the average episode undiscounted return as performance
metrics. The averages are computed Monte Carlo estimates based on 100 rollouts. The
randomness comes from the initial state, the non-deterministic behaviour of the environment and the stochasticity of the actor.
First, the environment simulators used in our experiments will be discussed. We will
describe the training configuration. Next, the description of experiments and their results
is given.

5.1

Environment Simulators

We have employed three different 3D environment simulators suitable for visual navigation
tasks: DeepMind Lab, AI2-THOR, and House3D with SUNCG.

5.1.1

DeepMind Lab

DeepMind Lab (Beattie et al., 2016) is a 3D framework which allows an agent to move
and collect objects in synthetic environments. It is fast and highly optimized for training AI agents and the set of allowed actions is customizable. Figure 5.1 shows examples
of images from this environment simulator. We used it to compare the proposed algorithm with alternatives from the literature and to pre-train the agent’s network for other
environments, which sped up the training process.
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(a) NavMaze 1

(b) NavMaze 1

(c) SeekAvoid

(d) NavMaze 2

Figure 5.1: Sample images from DeepMind Lab framework (Beattie et al., 2016).
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5.1.2

AI2-THOR

AI2-THOR (Kolve et al., 2017) is a photo-realistic interactive framework with high-quality
indoor images (see Figure 5.2). Most of the environments are a single room and are
dynamic, i.e., at the beginning of the episode, various objects can be placed at random
positions. The agent moves on a grid: an action moves the agent to a neighboring point
on the grid or rotates the agent by 90 ∘ . This does not allow for a good generalization
since the agent can memorize the finite (and small) number of observations it can possibly
receive. Therefore, we have modified the implementation of the AI2-THOR 3D simulator
to use continuous space. We have extended the set of possible actions by adding a rotation
by an arbitrary angle and a movement by an arbitrary distance. We have also changed the
way collisions are handled – when an action would lead to a collision, instead of leaving
the agent at the original location, we execute a part of the action until the collision occurs.

(a) bedroom

(b) bathroom

(c) kitchen

(d) living room

Figure 5.2: Sample images from AI2-THOR framework (Kolve et al., 2017).
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5.1.3

House3D with SUNCG

House3D (Wu et al., 2018) is a 3D framework allowing to use the environments from
the SUNCG dataset (Song et al., 2017). The SUNCG dataset consists of over 45 000
indoor environments, most of them being two-storey houses and studios. House3D is
highly optimized for AI agents training and runs fast on GPUs. Apart from RGB output
rendering, it also supports depth map and image segmentation rendering. Illustrative
images from this environment simulator are shown in Figure 5.3. The set of actions can
be customized in a similar way as in the DeepMind Lab environment simulator.

Figure 5.3: SUNCG (Song et al., 2017) images from the House3D (Wu et al., 2018)
framework.
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5.2

Action Space

In each of our experiments we used actions from the following set: forward, backward, left,
right, rotate-left, rotate-right, tilt-up, tilt-down. The forward and backward actions move
the agent in the direction it is currently facing. The left and right actions move the agent
in perpendicular directions to the direction it is facing. The rotate-left and rotate-right
actions rotate the agent by 30 degrees1 counter-clockwise and clockwise respectively and
the tilt-up and tilt-down actions tilt the agent’s camera up or down by 30 degrees.
In real-world environments, the actuators would rarely be able to move the agent
precisely. To simulate such a setting, Gaussian noise is added to the position and rotation
˜ 𝜎) be the agent’s
of the agent after taking an action. More specifically, let 𝑠˜ = (𝑥˜1 , 𝑥˜2 , 𝜃,
position, horizontal rotation, and tilt of the camera after taking an action before we
added the noise. Then the agent’s final position and rotation is 𝑠 = (𝑥1 , 𝑥2 , 𝜃, 𝜎), with
˜ 22 ).
𝑥1 ∼ 𝒩 (𝑥˜1 , 0.022 ), 𝑥2 ∼ 𝒩 (𝑥˜2 , 0.022 ) and 𝜃 ∼ 𝒩 (𝜃,

5.3

Training

The reward can be assigned to the agent using different schemes. In our work we give
the agent reward one if it reaches the target and zero otherwise. In the training phase,
we compute the total gradient as the weighted sum of all the partial gradients: the actor,
the critic, the entropy loss, the off-policy critic and the auxiliary tasks. The gradient is
clipped so its 𝑙2-norm does not exceed 0.5 and the RMSprop optimizer is used to optimize
the weights. In all experiments we used two Tesla K40 GPUs (10GB each) – one GPU
was dedicated for the environment simulator instances and the other for the agent. The
parameters used in our method are given in Table 5.1, where 𝑓 denotes the number of
frames processed so far and 𝑓max is the maximum number of frames to be processed during
training. Some parameters were chosen to be the same as in Jaderberg et al. (2016) and
in Wu et al. (2017), others were chosen experimentally.

1

One experiment uses 90 ∘ angles.
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Table 5.1: Method parameters.
name
discount factor (𝛾)
maximum episode length
maximum rollout length
maximum number of frames (𝑓max )
number of environment simulator instances
replay buffer size
optimizer
RMSprop alpha
RMSprop epsilon
learning rate
max. gradient norm
entropy gradient weight
actor weight
critic weight
off-policy critic weight
pixel control weight
reward prediction weight
depth map prediction weight
observation image segmentation prediction weight
target segmentation prediction weight
pixel control discount factor
pixel control downsize factor
auxiliary VN downsize factor
pre-training optimizer
pre-training total epochs
pre-training dataset size
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value
0.99
900
20
4 · 107
16
2 000
RMSprop
0.99
10−5
−𝑓
7 · 10−4 𝑓max
𝑓max
0.5
0.001
1.0
0.5
1.0
0.05
1.0
0.1
0.1
0.1
0.9
4
4
Adam
30
2 · 105
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5.4

Partial Observability

We compared two different approaches to resolve the partial observability problem. One
approach used by Zhu et al. (2017) and Mnih et al. (2013) concatenates the past four
frames as the input to the agent. The other approach (Jaderberg et al., 2016) uses the
LSTM network (Hochreiter and Schmidhuber, 1997). We tested both methods on the
DeepMind Lab environment simulator because of its great speed and relative simplicity.
The allowed actions were forward, backward, left, right, rotate-left, rotate-right. We did
not use any noise and the distance by which the actions moved the agent were 0.3 meters
for actions forward, backward, left, right. The input to the agent was a single RGB image
with the resolution of 84 × 84 pixels. The network structure based on Jaderberg et al.
(2016) was similar in both cases except in the frame concatenation version, where the
LSTM was replaced by a linear layer. Both networks used the UNREAL auxiliary tasks
(Jaderberg et al., 2016). The algorithms were trained on the DeepMind Lab SeekAvoid
environment. The results can be seen in Figure 5.4. The experiment clearly shows that
LSTM outperforms the frame concatenation method.
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Figure 5.4: Comparison of LSTM model (LSTM) with frame-concatenation model
(FRAMESTACK) trained using deterministic UNREAL. Plot shows average return curves
during training on DeepMind Lab (Beattie et al., 2016) environment called SeekAvoid.
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5.5

AI2-THOR
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Figure 5.5: Comparison of our model (A2CAT-VN) with target driven visual navigation
paper (Zhu et al., 2017) (ICRA2017) trained on four environments from AI2-THOR. Plot
shows the average episode length curves during training.
We have trained our algorithm on four environments from AI2-THOR environment
simulator with multiple targets. We have used the same set of actions as Zhu et al. (2017)
– rotate-left, rotate-right, forward, and backward. Actions forward and backward moved
the agent in the direction is was facing by either 0.33 m or −0.33 m. Actions rotate-left

and roatate-right rotated the agent by ±90∘ . No noise was applied. This allowed us
to compare our method to Zhu et al. (2017) and also to cache the observations since it
turned the problem into an instance of a grid world. The resolution of the input images
was 174 × 174 pixels. We used 16 environment simulator instances in parallel for our
algorithm each using different environment or different target. We did not use any pretraining nor did we increase the environment complexity. Our method is compared to
Zhu et al. (2017). We used their own code for fair comparison, however, the environments
we chose for this experiment were bigger and more difficult to navigate than those used
in Zhu et al. (2017). The training of our algorithm took roughly 1 day, but we had
to stop the training of Zhu et al. (2017) after three days with unsatisfactory results –
their implementation did not allow to speed up the training by using GPUs. The results
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5.6. Continuous AI2-THOR
can be seen in Figure 5.5. Our method A2CAT-VN reached the optimal solution after
approximatelly 5 · 105 frames, whereas the method described in Zhu et al. (2017) was not

able to move closer to the optimal solution after 7 · 106 frames.

5.6

Continuous AI2-THOR
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Figure 5.6: This plot shows the average episode length curve while training our algorithm
A2CAT-VN in a single environment from AI2-THOR framework (Kolve et al., 2017) with
multiple randomly placed targets.
We trained our agent on our modified version of the AI2-THOR environment. We used
the full set of actions as described in Section 5.2: forward, backward, left, right, rotateleft, rotate-right, tilt-up, tilt-down. The forward and backward actions moved the agent
by 0.5 and −0.2 meters respectively and the left and right actions moved the agent by 0.35
meters. Due to performance issues, however, the noise was only applied in the direction of
the movement and no noise was applied in case of tilt-up and tilt-down actions. The agent
was trained on a single bedroom environment with multiple targets specified by images.
We used 16 environment simulator instances in parallel, each having a different target.
The target object was placed randomly to different positions in the environments and the
agent was trained to get to close proximity of the target object (1 meter). The resolution
of the input images was 174 × 174 pixels. We did not use pre-training nor did we increase
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the environment complexity. The results can be seen in Figure 5.6. The training took
4 days. The AI2-THOR 3D environment simulator was too slow for further experiments.
The results show the ability of the agent to navigate in non-static environments and find
dynamically placed objects.

5.7

Auxiliary Tasks

We compared our method (A2CAT-VN) with the batched A2C extended with the original
two UNREAL auxiliary tasks. Single agent was trained on 16 houses from the SUNCG
dataset (Song et al., 2017) using House3D environment simulator. We used the same
actions as those described in Section 5.6 except for the tilt-up and tilt-down actions.
Inspired by Wu et al. (2018), the agent was trained to find a selected room in the house.
The room was given to the agent in the form of an observation taken in a room of the
same type. For example, if the target room is the bedroom, the agent is supposed to find
any bedroom. The resolution of the input images was 174×174 pixels. We pre-trained our
neural network using the data collected from a subset of all houses from SUNCG dataset.
The number of images we used for pre-training was approximatelly 20 000 and we trained
our network for 30 epochs using the Adam optimizer. The pre-training took roughly one
hour. For the full training, we linearly increased the environment complexity from 0.3 at
the time step 5M to 1.0 a the time step 10M. The training took rougly two days. The
training curves for the average episode length can be seen in Figure 5.7. Our algorithm
A2CAT-VN converged much faster with additional auxiliary tasks for visual navigation
enabled, reaching the average episode length 200 in ≈ 3 · 106 frames whereas without the
additional tasks the training took ≈ 8 · 106 frames to get to the same level.
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Figure 5.7: Comparison of our method (A2CAT-VN) with the A2C algorithm extended
with UNREAL auxiliary tasks (Jaderberg et al., 2016). The training was performed on
a set of 16 environments from SUNCG dataset (Song et al., 2017). The plot shows the
average episode length curve.
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Conclusions & Future Work
In this thesis, a novel learning architecture A2CAT-VN for visual navigation in indoor
environments has been proposed. It is based on a compact deep neural network capable
of fast learning over multiple realistic environments, using the batched A2C algorithm
extended with auxiliary tasks. By using the target image as an input, the method enables
the agent to locate arbitrary goals, as long as their images have been seen during the
training phase.
The method was demonstrated on AI2-THOR and House3D environment simulators.
First, we have shown that the basic batched A2C algorithm benefits from the addition
of the UNREAL auxiliary tasks (Jaderberg et al., 2016). Further performance gain was
achieved by employing our novel auxiliary tasks specifically designed to improve the performance of the algorithm when applied to visual navigation. These tasks included depth
map, observation image segmentation, and target image segmentation prediction. After
the training, our tasks did not require any additional input to the agent except for the
observation image. A large part of the DNN could be pre-trained with these auxiliary
tasks, reducing the training costs. Additionally, we have proposed a way to improve the
training by incrementally increasing the environment complexity.
When applied to AI2-THOR environments, our method was able to converge at least
an order of magnitude faster than an alternative state-of-the-art method (Zhu et al., 2017),
which also allows for using multiple targets and was demonstrated in indoor environments,
similarly to our method. The auxiliary tasks introduced were shown to reduce the number
of frames needed to train the agent by the factor of two. Our method was able to achieve
satisfactory results when applied to dynamically changing environments where the goal
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was to find randomly positioned objects.
Future research should investigate the potential effects of using supervised pre-training
of additional auxiliary tasks for visual navigation on the training performance. The network could also be forced to output the input image and, therefore, to build a compact
representation of the observation.
We would also like to explore the application of our method to more 3D environments
(perhaps outdoor environments) and potentially apply it to real-world environments. An
efficient 3D environment simulator needs to be developed, which would allow us to change
the lighting conditions and other details, and would be realistic both in terms of the physics
used and the image quality.
Another line of research needs to be conducted on the ability of the method to generalize to unseen targets. Also, we believe the ability of the agent to deal with unseen
environments might outline a critical area for future research.
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Vision-based Navigation Using Deep Reinforcement Learning
Jonáš Kulhánek1 , Erik Derner2 , Tim de Bruin1 , and Robert Babuška3

Abstract— Deep reinforcement learning (RL) has been successfully applied to a variety of game-like environments. However, the application of deep RL to visual navigation with
realistic environments is a challenging task. We propose a
novel learning architecture capable of navigating an agent to
a target given by an image. To achieve this, we have extended
the batched A2C algorithm with auxiliary tasks designed
to improve visual navigation performance. We propose three
additional auxiliary tasks for the prediction of the depth-map,
image segmentation and the target image segmentation. These
tasks enable the use of supervised learning to pre-train a major
part of the network and to substantially reduce the number
of training steps. The training performance can be further
improved by increasing the environment complexity gradually
over time. An efficient neural network structure is proposed,
which is capable of learning for multiple targets in multiple
environments. Our method navigates in continuous state spaces
and on the AI2-THOR environment simulator surpasses the
performance of state-of-the-art goal-oriented visual navigation
methods from the literature.
Index Terms— Robot navigation, deep reinforcement learning, actor-critic, auxiliary tasks.

I. I NTRODUCTION
Visual navigation is the problem of navigating an agent
in an environment using camera input only. The agent is
given a target image (an image it will see from the target
position), and its goal is to move from its current position
to the target by applying a sequence of actions, based on
the camera observations only. We focus on the case when
the environment is initially unknown, i.e., no explicit map is
available. Such a visual navigation problem can be formalized as a reinforcement learning (RL) problem [1]. Two main
challenges in the RL formulation are the dimensionality of
the agent’s observation space and the fact that the actual state
is only partially observable from the images.
Observation space dimensionality can be reduced by using
hand-crafted features, or by using learned features trained on
either the training dataset or completely different one, e.g.,
ResNet [2] features automatically extracted from the image
1 Jonáš
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[3], [4]. A different method was proposed in [5] that uses
image segmentation and a depth map as the inputs to the
agent. It was trained and evaluated on houses from SUNCG
dataset [6] and the trained agent was able to find multiple
targets specified as a separate input to the agent.
Raw high-dimensional input images can also be used
directly for navigation [7], [8]. These two methods extend the
asynchronous advantage actor-critic (A3C) algorithm with
auxiliary tasks to stabilize the training and make it more
efficient when the reward is sparse. They, however, use the
DeepMind Lab [9] game simulator which is much simpler
than realistic simulators [10], [5], [6]. The only method
that relies on visual input only in a realistic indoor-scene
environment is [3]. However, it was applied to AI2-THOR
environment [10] which contains small single-room environments and the action space discretized the environment into
a simple grid world.
In our approach, the agent learns to navigate based on
the observed raw images only, as opposed to [3], which
uses ResNet features. The learning algorithm is based on
the batched version of advantage actor-critic (A2C) [11],
extended with auxiliary tasks to help the agent to learn
useful features also in the absence of informative rewards.
During the training of the deep network, we do involve
depth-maps and image segmentation as inputs to auxiliary
tasks. In addition, we propose a method to pre-train the
neural network before the reinforcement learning algorithm
is applied. This is accomplished by transfer learning from
one environment to another, gradually increasing the environment complexity. Finally, to address the partial observability
problem, we propose a novel neural network architecture that
is both efficient and compact. We evaluate our method in
realistic indoor-scene environments similar to [3] and [8].
II. P RELIMINARIES
A. Formal setting
The visual navigation problem is a partially observable
Markov decision process (POMDP). For example, when the
agent faces a wall, there are many states yielding the same
or very similar image. However, for the ease of notation,
we will introduce the problem as an instance of a standard
MDP. We will use the state st ∈ S as if it was available to
the agent. Later, we will replace the state by a sequence of
past observations o1 , o2 , . . . , ot .
At the beginning of each learning episode, the agent starts
from state s0 which is uniformly sampled from the set of all
possible initial states Sstart : s0 ∼ U(Sstart ).1 At discrete
1 Other

distributions than the uniform one can be used.

time steps t = 0, 1, 2, . . . the agent executes actions at . As a
result of each action, the agent moves to the next state st+1
and receives reward rt+1 . The experience the agent collected
in a single episode is defined as the following sequence:
ζ = s0 , a0 , r1 , s1 , a1 , r2 , . . . .

(1)

An episode ends when the agent reaches the target or after
a maximum number of time steps has elapsed. For the
purpose of learning, the episode is split into equally long
rollouts, where the last rollout obviously can be shorter. The
experience collected in a single rollout of length ` is defined
as:
ζt` = st , at , rt+1 , st+1 , at+1 , rt+2 , ..., rt+`+1 , st+`+1 . (2)
B. Advantage Actor-Critic Algorithms (A2C)
Actor-critic algorithms are suitable for continuous state
spaces [12]. The critic is an approximator of the state-value
function: vθv : S → R, parameterized by θv , while the actor
is an approximator of the policy. We use a stochastic policy
πθp (a|s) which is a probability distribution over the discrete
set of possible actions, conditioned on the state s ∈ S, and
parameterized by θp . Let the bootstrapped n-step return gtn
be defined as:
gtn = rt+1 + γrt+2 + . . . + γ n−1 rt+n + γ n 1c vθv (st+n ) , (3)
where 1c is zero if the episode ended during the rollout and
one otherwise and n ≥ 1. The actor is updated similarly to
REINFORCE algorithm [13] with advantage estimates from
the critic. The gradient of the actor’s loss function Jp from
[14] is given by:
t+`
X
∂
∂Jp
=−
log πθp (ai |si )(git+`−i+1 − vθv (si )) . (4)
∂θp
∂θ
p
i=t

The term git+`−i+1 − vθv (si ) is referred to as the advantage
function. The critic is updated using n-step temporal difference learning: the Mean squared error (MSE) between the
bootstrapped n-step return and the critic output is computed
and a gradient descent update is applied. The gradient of the
critic’s loss function Jv is:
t+`
X
2
∂Jv
∂ 1 t+`−i+1
=
gi
− vθv (si ) .
∂θv
∂θv 2
i=t

(5)

To ensure exploration, the negative entropy of the actor is
added to the total loss. The negative entropy of the actor in
state s is defined as:
X
H − (s, θp ) =
πθp (a|s) log πθp (a|s)
(6)
a∈A

and its gradient on the rollout data is:
t+`

XX ∂
∂Je
=
πθ (a|si ) log πθp (a|si ) .
∂θp
∂θp p
i=t

(7)

a∈A

Note that the above setting differs from the one given in [1],
which uses n-step forward view to compute the return g.
When DNNs are used as the function approximators for the

actor and critic, it is beneficial to optimize on multiple timesteps in a single batch. We therefore use only the rollout
data to optimize all time-steps in the rollout at once. The
estimated returns are a mixture of returns with different
length for each state, which was proven to have the error
reduction property in the discrete RL setting [15], [16].
As the critic and actor can share knowledge about the
environment, they can share some of their parameters, which
leads to an improved learning performance. For example,
when using neural networks for visual tasks, the bottommost convolutional layers used in both the actor and the critic
need to learn the same convolutional filters. It is therefore
beneficial to share their parameters as there are fewer to train,
the hypothesis space has fewer dimensions and the search
for an optimal solution is simpler. The A2C algorithm [17]
has been adapted for the use with DNNs by introducing the
following two modifications:
1) Batched Advantage Actor Critic (A2C). In batched
A2C [11], there are k different environments. At each
time step, k actions are sampled by the actor, one
for each environment. The rollouts collected from the
environments are used to optimize the actor and the
critic in a single batch. This process can be viewed as
having k separate instances of A2C, each updating the
same shared parameters. As shown in [17], the use of
multiple environments has a stabilizing effect on the
training, similarly to using an experience buffer [18].
2) Off-policy Critic Updates. Collecting observations can
be costly, especially when the environment framework
has to simulate physics and render 3D scenes. For an
algorithm to be efficient, it needs to learn as much
as possible from the experiences collected so far. To
improve the data efficiency and the stability of the
algorithm, a memory of past experiences called the experience buffer is used. It keeps the last ne experiences,
i.e., observations, actions, rewards, and terminals2 .
At each learning step, a sequence of experiences is
sampled from the buffer and it is used to compute
the bootstrapped n-step returns (3) and so to train the
critic.
C. UNREAL Auxiliary Tasks
Deep RL algorithms are commonly enhanced with auxiliary tasks in order to improve their learning performance.
For instance, in [7] the A3C algorithm was extended with
two auxiliary tasks, reward prediction and pixel control. The
former predicts the sign of the reward based on past four
observations and the latter uses an additional pseudo-reward
function to learn a policy that maximizes the absolute pixel
change. The batched A2C can be enhanced in the same way;
more details are given in Section III-C.
III. P ROPOSED L EARNING A RCHITECTURE
Our method extends batched A2C algorithm with UNREAL auxiliary tasks and additional auxiliary tasks for
2 A terminal is the indicator of the episode ending in a particular time
step.

visual navigation. We call the method A2CAT-VN, which
is an abbreviation of A2C with Auxiliary Tasks for Visual
Navigation. We have made its implementation3 as well as
a framework implementing several deep RL algorithms4
publicly available on GitHub.
A. Neural Network
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Fig. 1: A2CAT-VN neural network architecture.
The convolutional base is depicted in Fig. 2. Its inputs
are the observed image and the target image, each entering
into a separate stream of two convolutional layers with
shared weight parameters. The outputs of the second layer
are concatenated and passed to additional two convolutional
layers, followed by a single fully-connected linear layer.
Each of these layers is followed by the ReLU activation
function. We do not employ maxpool layers [2], instead, the
images are down-sampled by using stride only as suggested
in [19]. The convolutional base features are merged with the
previous action and the previous reward and passed to the
long short-term memory (LSTM) layer [20].
The previous action is encoded using one-hot encoding
and the reward is clipped to the interval [−1, 1]. LSTM
features are used as the input for both the actor and the
critic, as well as for the pixel control auxiliary task. Let
φ(x) be the LSTM features of an input x (LSTM features
are computed from the convolutional features and therefore
are a function of the input). Note that the input is composed
of the image observation, the target image, the last action
and the last reward, as well as the previous LSTM state. The
critic is an affine transformation of the LSTM features and
the actor is the result of the softmax function applied to an
affine transformation of the LSTM features.
3 https://github.com/jkulhanek/a2cat-vn-pytorch

4 https://github.com/jkulhanek/deep-rl-pytorch
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The deep neural network used in our method consists of
several modules: convolutional base, LSTM, actor, critic and
auxiliary tasks, see Fig. 1. In the sequel, we explain the
individual blocks one by one.
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Fig. 2: Convolutional base. The feature size after applying
each layer is shown in the picture.
B. Resolving Partial Observability
The partial observability of the environment does not allow
the agent to uniquely distinguish which state it occupies
based on a sole observation. Using previous observations
can, however, greatly improve its ability to navigate in the
environment. For example, if the agent faces a wall, it can
instead look at the previous observation and the action taken.
The authors of [18] and [3] used past four frames, fed into
the network instead of single image input. In [7], an LSTM
memory [20] was used instead. We have used the latter in
our approach, as we have experimentally found that it was
superior to using the past four frames. Past four frames were
not enough to capture the complex experience the agent
collected when exploring the environment and more frames
lead to unmanageable increase of the parameter space size
and memory requirements.
C. UNREAL Auxiliary Tasks
1) Reward Prediction: The goal of the agent is to maximize the cumulative reward. It proves beneficial to train the
network to predict whether a given state leads to a positive
reward or not since it helps the network to build useful
features to recognize potentially fruitful states. The agent
learns to predict the next reward based on the past three
observations [7], [21]5 . First, a sequence of experiences is
sampled from the experience replay buffer such that there is
5 Also here LSTM could be employed, however, we prefer to use the
original method from the literature.
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a fixed ratio between the sequences ending with zero reward
and the sequences ending with non-zero reward. The output
of the fourth convolutional layer computed from all three past
observations is merged into a single vector. An additional
linear layer and the softmax function are applied to output
probabilities of the reward being positive, negative or zero.
This new network is then trained using the cross-entropy
loss.
2) Pixel Control: The pixel control task is defined via
an additional pseudo-reward function in order to maximize
the absolute pixel change. Using this reward, an additional
policy is trained that shares most of its parameters with the
A2C actor and critic. This policy must be trained using an
off-policy RL algorithm since it uses the data sampled from
the experience replay buffer generated by the actor. In [7]
the n-step Q-learning loss [18] is used to update the policy.
The observation images are downsized, converted to gray
scale, and the absolute difference between two consecutive
observations is computed and used as pseudo-rewards for
Q-learning [17].
A new head is attached to the output of LSTM. This head
consists of deconvolutional layers – upsampling the lowdimensional features back to the size of the downsampled
observations. For each action, there is a different output in the
last layer to output the Q-function for each pixel. The dueling
DQN technique [22] is used to improve the performance of
the pixel control network. The pixel control network used in
our method can be seen in Fig. 3.
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Fig. 3: Pixel control network.
D. Additional Auxiliary Tasks for Visual Navigation
Motivated by [23] and [8], we introduced additional auxiliary tasks that are specific to visual navigation. They were
designed to enhance the training process as well as to help
the network generalize. We train the model to predict the
depth-map, image segmentation of the observation and image
segmentation of the target. For the image segmentations we
map the object-type to the RGB color space and maximize
the distances between each color in the HSB color space.
The input is passed through a narrow part of the network
in autoencoder fashion to improve the quality of features in
the shared part of the network. This gives the actor and the

9

32
conv
features

20
42

64
deconv1

3
deconv2

Fig. 4: Visual navigation auxiliary task network – image
segmentation and target segmentation prediction.
critic good features in bottom-most layers with a compact
representation of all information needed to reconstruct depthmap and image segmentations. These bottom-most layers
would otherwise be difficult to train since the network is
deep and the loss is noisy due to the imprecise target values
computed using the RL algorithm. The image segmentation
for the target ensures the network pays attention to what the
target is. Otherwise it would be difficult for the network to
take the target input into account.
For each visual navigation auxiliary task there is a network
attached to the last convolutional layer consisting of deconvolutional layers. The network architecture for the image
segmentation and the target image segmentation can be seen
in Fig. 4. For the depth-map prediction the structure of the
network is the same but the intermediate deconvolutional
layer has only 32 filters and the last layer has a single channel. True features (the image segmentations for observation
and the target and the depth map) are downsampled to a
smaller size. The MSE is computed between the outputs of
the networks and the true features.
The additional auxiliary tasks for visual navigation also
allow for the use of supervised learning to initialize the
network with good features in the bottom-most part of the
network since these are the least dependent on the policy. It
is costly to render a 3D scene, but it is cheap to pre-compute
a data set of observations taken from the scene and use it
for supervised training.
E. Environment Complexity
The training of the agent might be hard especially when
the environment is large and the initial state is far from the
target. To make the task easier for the agent we first sample
the initial states closer to the target and gradually increase
the distance between the initial state and the target. Let τ ∈
[0, 1] be the environment complexity. We define the maximal
sampling distance dmaxE : [0, 1] → R of an environment E

as follows:
dmaxE (τ ) = τ max{dist(s1 , s2 )} ,
s1 ,s2

(8)

where dist(·, ·) measures the distance between any two states
of the given environment E. Any distance measure can be
used, e.g., the Euclidean distance between the corresponding
agent positions in the environment.
The initial state s0 is sampled from the uniform probability
distribution over the set of possible initial states closer to any
target than dmaxE (τ ):

(a) NavMaze 1

(b) NavMaze 1

(c) SeekAvoid

(d) NavMaze 2

U({s1 |s1 ∈ Sstart , s2 ∈ Starget , dist(s1 , s2 ) ≤ dmaxE (τ )}) ,
(9)
where the set of target states is denoted by Starget . The
environment complexity τ starts at a low value, e.g. 0.3, and
gradually increases during the training to 1.0.
IV. E XPERIMENTS
We have experimentally evaluated the performance of our
method A2CAT-VN, using the average episode length and the
average episode undiscounted return as performance metrics.
The averages are computed Monte Carlo estimates based on
100 rollouts. The randomness comes from the initial state,
the non-deterministic behavior of the environment and the
stochasticity of the actor.

Fig. 5: Sample images from DeepMind Lab framework [9].

A. Environments
We have employed three different 3D environment simulators suitable for visual navigation tasks.
1) DeepMind Lab [9] is a 3D framework which allows an
agent to move and collect objects in synthetic environments.
It is fast and highly optimized for training AI agents and the
set of allowed actions is customizable. Fig. 5 shows examples
of images from this environment. We used it to compare
the proposed algorithm with alternatives from the literature
and to pre-train the agent’s network for other environments,
which sped up the training process.
2) AI2-THOR [10] is a photo-realistic interactive framework with high-quality indoor images (see Fig. 6). Most
of the environments are a single room and are dynamic,
i.e., at the beginning of the episode, various objects can
be placed at random positions. The agent moves on a grid:
an action moves the agent to a neighboring point on the
grid or rotates the agent by 90 ◦ . This does not allow for a
good generalization since the agent can memorize the finite
(and small) number of observations it can possibly receive.
Therefore, we have modified the implementation of the AI2THOR 3D simulator to use continuous space. We have
extended the set of possible actions by adding a rotation by
an arbitrary angle and a movement by an arbitrary distance.
We have also changed the way collisions are handled – when
an action would lead to a collision, instead of leaving the
agent at the original location, we execute a part of the action
until the collision occurs.
3) House3D with SUNCG [5] is a 3D framework allowing
to use the environments from the SUNCG dataset [6]. The

(a) bedroom

(b) bathroom

(c) kitchen

(d) living room

Fig. 6: Sample images from AI2-THOR framework [10].

SUNCG data set consists of over 45 000 indoor environments, most of them being two-storey houses and studios.
House3D is highly optimized for AI agents training and
runs fast on GPUs. Apart from RGB output rendering, it
also supports depth map and image segmentation rendering.
Illustrative images from this environment are shown in Fig. 7.
The set of actions can be customized in a similar way as in
the DeepMind Lab environment.
B. Action Space
In each of our experiments we used actions from the following set: forward, backward, left, right, rotate-left, rotateright, tilt-up, tilt-down. The forward and backward actions
move the agent in the direction it is currently facing. The left
and right actions move the agent in perpendicular directions
to the direction it is facing. The rotate-left and rotate-right

TABLE I: Method parameters
name
discount factor (γ)
maximum episode length
maximum rollout length
maximum number of frames (fmax )
number of environment instances
replay buffer size
optimizer
RMSprop alpha
RMSprop epsilon
learning rate
max. gradient norm

Fig. 7: SUNCG [6] scene images from the House3D [5]
framework.
actions rotate the agent by 30 degrees6 counter-clockwise and
clockwise respectively and the tilt-up and tilt-down actions
tilt the agent’s camera up or down by 30 degrees.
In real-world environments, the actuators would rarely
be able to move the agent precisely. To simulate such a
setting, Gaussian noise is added to the position and rotation
of the agent after taking an action. More specifically, let
s̃ = (x˜1 , x˜2 , θ̃, σ) be the agent’s position, horizontal rotation,
and tilt of the camera after taking an action before we added
the noise. Then the agent’s final position and rotation is s =
(x1 , x2 , θ, σ), with x1 ∼ N (x˜1 , 0.022 ), x2 ∼ N (x˜2 , 0.022 )
and θ ∼ N (θ̃, 22 ).
C. Training

The reward can be assigned to the agent using different
schemes. In our work we give the agent reward one if it
reaches the target and zero otherwise. In the training phase,
we compute the total gradient as the weighted sum of all
the partial gradients: the actor, the critic, the entropy loss,
the off-policy critic and the auxiliary tasks. The gradient is
clipped so its l2-norm does not exceed 0.5 and the RMSprop
optimizer is used to optimize the weights. In all experiments
we used two Tesla K40 GPUs (10GB each) – one GPU was
dedicated for the environments and the other for the agent.
The parameters used in our method are given in Table I,
where f denotes the number of frames processed so far and
fmax is the maximum number of frames to be processed
during training. Some parameters were chosen to be the same
as in [7], [11], others were chosen experimentally.
D. Partial Observability
We compared two different approaches to resolve the
partial observability problem. One approach used by [3], [18]
concatenates the past four frames as the input to the agent.
6 One

experiment uses 90 ◦ angles.

entropy gradient weight
actor weight
critic weight
off-policy critic weight
pixel control weight
reward prediction weight
depth-map prediction weight
image segmentation prediction weight
target segmentation prediction weight
pixel control discount factor
pixel control downsize factor
auxiliary VN downsize factor
pre-training optimizer
pre-training total epochs
pre-training dataset size

value
0.99
900
20
4 · 107
16
2 000
RMSprop
0.99
10−5

−f
7 · 10−4 fmax
fmax
0.5

0.001
1.0
0.5
1.0
0.05
1.0
0.1
0.1
0.1
0.9
4
4
Adam
30
2 · 105

The other approach [7] uses the LSTM network [20]. We
tested both methods on the DeepMind Lab environment because of its great speed and relative simplicity. The allowed
actions were forward, backward, left, right, rotate-left, rotateright. We did not use any noise and the distance by which the
actions moved the agent were 0.3 meters for actions forward,
backward, left, right. The input to the agent was a single
RGB image with the resolution of 84×84 pixels. The network
structure based on [7] was similar in both cases except in the
frame concatenation version, where the LSTM was replaced
by a linear layer. Both networks used the UNREAL auxiliary
tasks [7]. The algorithms were trained on the DeepMind Lab
SeekAvoid environment. The results can be seen in Fig. 8.
The experiment clearly shows that LSTM outperforms the
frame concatenation method.
E. AI2-THOR
We have trained our algorithm on four environments from
AI2-THOR environment with multiple targets. We have used
the same set of actions as [3] – rotate-left, rotate-right, forward, and backward. Actions forward and backward moved
the agent in the direction is was facing by either 0.33 m
or −0.33 m. Actions rotate-left and roatate-right rotated the
agent by ±90◦ . No noise was applied. This allowed us to
compare our method to [3] and also to cache the observations
since it turned the problem into an instance of a grid world.
The resolution of the input images was 174 × 174 pixels.
We used 16 environments in parallel for our algorithm each
using different scene or different target. We did not use any
pre-training nor did we increase the environment complexity.
Our method is compared to [3]. We used their own code for
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Fig. 8: Comparison of LSTM model (LSTM) with frameconcatenation model (FRAMESTACK) trained using deterministic UNREAL. Plot shows average return curves
during training on DeepMind Lab [9] environment called
SeekAvoid.
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Fig. 9: Comparison of our model (A2CAT-VN) with target
driven visual navigation paper [3] (ICRA2017) trained on
four environments from AI2-THOR. Plot shows the average
episode length curves during training.
fair comparison, however, the environments we chose for this
experiment were bigger and more difficult to navigate than
those used in [3]. The training of our algorithm took roughly
1 day, but we had to stop the training of [3] after three days
with unsatisfactory results – their implementation did not
allow to speed up the training by using GPUs. The results
can be seen in Fig. 9. Our method A2CAT-VN reached the
optimal solution after approximatelly 5 · 105 frames, whereas
the method described in [3] was not able to move closer to
the optimal solution after 7 · 106 frames.
F. Continuous AI2-THOR
We trained our agent on our modified version of the
AI2-THOR environment. We used the full set of actions as
described in Section IV-B: forward, backward, left, right,
rotate-left, rotate-right, tilt-up, tilt-down. The forward and
backward actions moved the agent by 0.5 and −0.2 meters
respectively and the left and right actions moved the agent by
0.35 meters. Due to performance issues, however, the noise

0.5

1.0
frames

1.5

2.0
×106

Fig. 10: This plot shows the average episode length curve
while training our algorithm A2CAT-VN in a single environment from AI2-THOR framework [10] with multiple
randomly placed targets.
was only applied in the direction of the movement and no
noise was applied in case of tilt-up and tilt-down actions. The
agent was trained on a single bedroom scene with multiple
targets specified by images. We used 16 environments in
parallel, each having a different target. The target object was
placed randomly to different positions in the environments
and the agent was trained to get to close proximity of the
target object (1 meter). The resolution of the input images
was 174 × 174 pixels. We did not use pre-training nor did
we increase the environment complexity. The results can be
seen in Fig. 10. The training took 4 days. The AI2-THOR 3D
environment simulator was too slow for further experiments.
The results show the ability of the agent to navigate in nonstatic environments and find dynamically placed objects.
G. Auxiliary Tasks
We compared our method (A2CAT-VN) with the batched
A2C extended with the original two UNREAL auxiliary
tasks. Single agent was trained on 16 houses from the
SUNCG dataset [6] using House3D environment simulator.
We used the same actions as those described in Section IVF except for the tilt-up and tilt-down actions. Inspired by
[5], the agent was trained to find a selected room in the
house. The room was given to the agent in the form of an
observation taken in a room of the same type. For example,
if the target room is the bedroom, the agent is supposed to
find any bedroom. The resolution of the input images was
174 × 174 pixels. We pre-trained our neural network using
the data collected from a subset of all houses from SUNCG
dataset. The number of images we used for pre-training
was approximatelly 20 000 and we trained our network for
30 epochs using the Adam optimizer. The pre-training took
roughly one hour. For the full training, we linearly increased
the environment complexity from 0.3 at the time step 5M to
1.0 a the time step 10M. The training took rougly two days.
The training curves for the average episode length can be
seen in Fig. 11. Our algorithm A2CAT-VN converged much
faster with additional auxiliary tasks for visual navigation

enabled, reaching the average episode length 200 in ≈ 3·106
frames whereas without the additional tasks the training took
≈ 8 · 106 frames to get to the same level.
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Fig. 11: Comparison of our method (A2CAT-VN) with the
A2C algorithm extended with UNREAL auxiliary tasks [7].
The training was performed on a set of 16 environments
from SUNCG dataset [6]. The plot shows the average episode
length curve.
V. C ONCLUSIONS & F UTURE W ORK
We have proposed a novel learning architecture A2CATVN for visual navigation in indoor environments. It is
based on a compact deep network capable of fast learning
over multiple realistic environments, using the batched A2C
algorithm extended with novel auxiliary tasks. By using the
target image as an input, our method enables the agent to
locate arbitrary goals, as long as their images have been used
during the training phase.
The method was demonstrated on AI2-THOR and
House3D environments. First we have shown that the basic
batched A2C algorithm benefits from the addition of the
UNREAL auxiliary tasks [7]. Further performance gain was
achieved by employing additional auxiliary tasks designed
specifically for visual navigation.
When applied to AI2-THOR environment, our method
was able to converge at least an order of magnitude faster
than an alternative state-of-the-art method [3], which also
allows for using multiple targets and was demonstrated in
indoor environments, similarly to our method. The auxiliary
tasks introduced were shown to reduce the number of frames
needed to train the agent by the factor of two and they
allowed to use supervised learning to pre-train a part of the
network.
Future research should investigate the potential effects of
using supervised pre-training of additional auxiliary tasks for
visual navigation on the training performance. We would also
like to explore the application of our method to more 3D
environments (perhaps outdoor environments) and potentially
apply it to real-world environments. Another line of research
needs to be conducted on the ability of the method to
generalize to unseen targets. In addition, we believe the
ability of the agent to deal with unseen environments might
outline an important area for future research.
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Appendix B
Attached CD Contents
The attached CD includes the following content:
∙ the content of our method’s GitHub repository frozen at the time of handing in
the thesis. The repository is also published on https://github.com/jkulhanek/
a2cat-vn-pytorch.
∙ the content of the general deep RL repository created as a framework for expriments
described in this thesis frozen at the time of handing in the thesis. The repository
is also published on https://github.com/jkulhanek/deep-rl-pytorch.
∙ the thesis text in PDF format.
∙ the submitted conference paper in PDF format.
∙ the modified version of AI2-THOR environment.
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